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Typographic Conventions 

 
Typographic conventions are used to call attention to specific words and phrases. These conventions 

and the circumstances they apply to are as follows. 

 

Arial Bold 9 pt  
 

Used to emphasize text that starts a sentence and the style of text is referred to as a bold lead. 

 

For example: 

Public network –is used for the communication from clients to the cluster notes. 

Arial Unicode MS Bold 10 pt  

Used to highlight system input, commands, file names, fields and paths.  

 

For example: 

The cluster was named MetaCluster.meta.cluster. 

 

 

Arial Bold 9 pt with a  between each word  
 

This indicates key steps and or combinations that must be done in sequence.  

 

For example: 

 

Click Start Administrative Tools Failover Cluster Management 

 

 

 

 

 

 

 

 

 

 

 

Note  
Microsoft

®
 Cluster Services (MSCS) was first introduced in Windows NT

®
 4.0 Enterprise 

Edition. With Windows Server 2008, it is called Windows Server Failover Clustering (WSFC).  
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Overview 

The following information describes the environment, installation, and configuration requirements 

needed to enable the SAS Metadata Server (in both SAS 9.2 and SAS 9.3) to execute in a failover 

scenario protected with Windows Server Failover Clustering (WSFC). Within the failover clustering 

environment, the SAS Metadata Server is defined as a “Generic Service” resource type. By defining the 

SAS Metadata Server as a “Generic Service” resource type the standard, SAS installation and 

configuration utilities can be used. Additionally, to mitigate changes to the infrastructure, the SAS 

Metadata Server components execute as "cluster-unaware", which allows the SAS Metadata Server to 

use the existing installation and configuration framework. 

Two Nodes Failover Cluster  

The following diagram describes a deployment of the SAS Metadata Server failover cluster with two 

nodes. When Node1 fails, the SAS Metadata Server  service will be brought up on Node2, which will 

function as the SAS Metadata Server instead of Node1.  

 

Figure 1: Two nodes failover cluster 

Assumptions and Limitations  

• Deploying the SAS Metadata Server 9.2 with Windows Server Failover Clustering is supported 
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with SAS 9.2 maintenance release 3 (or later) on Microsoft Windows Server 2008.  Two 

different testing environments were used during the development of this document. The first 

included SAS 9.2 maintenance release 3 running in a Microsoft Windows Server 2008 (32-bit) 

operating environment.  The second included SAS 9.3 running in a Microsoft Windows Server 

2008 (64-bit) environment. 

• Clients actively connected to the SAS Metadata Server during cluster failover processing have 

repository information preserved at the last "update transaction" boundary. Client connection 

state information might not be preserved across a cluster failover boundary.  

 

• A clustered SAS Metadata Server appears as a single-system image to all external clients.  

 

• These instructions assume you are installing a new instance of the SAS Metadata Server and 

working with the standard plan file included in the installation media.  

 

• If you are installing other products and components, it is recommended that you configure the 

SAS Metadata Server first following these instructions. Once you have confirmed that you have 

a fully functioning SAS Metadata Server running in your clustered environment, you can install 

the other products.  
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Windows 2008 Failover Cluster Configuration 

A failover cluster environment must be established before you install the SAS Metadata Server. Refer to 

Failover Clusters in Windows Server 2008 for information about establishing a failover cluster 

environment in Windows 2008.   

Note the following:  

All servers in the cluster must be in the same Active Directory domain. As a best practice, all 

clustered servers should have the same domain role (either member server or domain controller). The 

recommended role is member server. 

In our test environment, the cluster was named MetaCluster.meta.cluster. 

Public network – is used for the communication from clients to the cluster notes. 

Heartbeat network – is used by the cluster nodes to exchange heartbeat messages. These allow the 

nodes to monitor the health of the other nodes in the cluster.  If heartbeat messages are not received 

from a node, the other node will assume it has failed and initiate failover. 

Shared storage – is used to provide consistent data access for each node in the cluster. Using shared 

storage allows either node to access these files even if the other node has failed. Two different models 

for handling shared storage with Windows 2008 Failover clusters are discussed in this document. 

1. Shared disks: 

Quorum disk (Q:\) – is used by the nodes to identify which node is the active node. 

Shared disks (F:\) – are used to store the files that need to be available to both nodes in the 

cluster. 

2. Shared file system: 

Share witness directory (\\SharedFileServer\witness) - is a directory where the witness 

files reside. These files are used by the nodes to identify which node is the active node. 

Shared directory (\\SharedFileSever\config) - is used to store the files that need to be 

available to both nodes in the cluster. 

The share witness and shared directory reside on a dedicated file server or storage 

appliance other than the nodes in the cluster. It must be shared to all nodes in the cluster 

with full control permission. 

Figure 2 shows the cluster configuration of the test environment that used the shared disk model for 

shared storage. Figure 3 shows the cluster configuration using shared file system model for shared 

storage. 

Note: It is only if you are using the shared disk model, the cluster resources contain the shared storage. 

If you use a shared file system model, no shared storage resource needs to be added to the cluster. 

http://technet.microsoft.com/en-us/library/ff182326(WS.10).aspx
file://SharedFileServer/witness
file://SharedFileSever/config
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Figure 2: Components with shared disk model 

Quorum Settings – is used by the cluster nodes to identify which node is the active node. 

To select quorum options for a cluster, right-click the cluster MetaCluster.meta.cluster, select More 

ActionsConfigure Cluster Quorum Settings. Figure 4 shows the quorum configuration options at 

step of Select Quorum Configuration in Configuration Cluster Quorum Wizard. If you use a shared 

disk model, you should use the Node and Disk Majority option. If you use a shared file system model, 

you should use the Node and File Share Majority option. 
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Table 1 summarizes the key points for the two approaches to sharing storage within the cluster. 
 

Approach SAS Config Location Quorum Media Quorum Settings 

Shared Disk F: Quorum Disk,Q: Node and Disk Majority 

Shared File 
System 

\\SharedFileSever\config 
Share Witness, 
\\SharedFileSever\witness 

Node and File Share 
Majority 

 

SAS Metadata Server Installation and Configuration 

Install the binary files of SAS Metadata Server either on the shared storage or on local disk of each 

node. 

If you plan to install the SAS binary files on to the local disks, install them in the default installation 

directory (such as C:\Program Files\SAS or C:\Program Files\SASHome for SAS 9.3) on each 

node in the cluster. Choose one node in the cluster on which to configure the SAS Metadata Server; do 

not configure it on both nodes in the cluster. Place the SAS configuration directory, including the 

metadata repository, on the shared storage, so that it is accessible to both nodes.  In our test 

environment, node3, was chosen to host the SAS Metadata Server. 

If you plan to install the SAS binary files on shared storage, you should also install and configure the 

SAS Metadata Server on only one node. 

 

Details about the configuration process include the following:    
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1. In the shared disk model, choose an identical drive letter for the shared volume on each node 

so that SAS Metadata Server service on each node can find correct path when the shared 

volume shift between nodes. In our test environment, the drive letter chosen was F:\. 

For the shared file system model, share a directory on the file server which is accessible to 

both nodes. In our test environment, the shared directory is \\SharedFileServer\config. 

2. On the primary node (node3), the SAS Deployment Wizard is used to deploy the SAS 
Metadata Server.  

Specify a location on the shared storage to be used as the configuration directory for the SAS 

Metadata Server, as shown in figure 5 for the shared disk model and figure 6 for the shared file 

system model. 

 

Figure 5: Configure metadata server on shared disk 

 

Figure 6: Configure metadata server on shared file system 

3. Complete the remaining configuration steps.  When prompted for the metadata server host 

name, use the network name for the failover service.  Do not use the actual name of the node.  

This will allow the SAS Metadata Server to be reachable even if it fails over from one cluster 

node to the other.  In our test environment, the network name was MetaClustGenSvc. This 

was the host name specified during the SAS configuration process rather than node3 (the host 

name of the server on which the metadata server was being installed).  After completing the 

configuration, make sure the SAS Metadata Server is running as a local Windows service.  In 

our test environment, the service was called SAS [Metadata-Lev1] SASMeta –Metadata 
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Server. 

Note: All the steps described so far only take place on the first cluster node, node3, in our test 

environment.  The remaining steps are taken on the second cluster node. 

4. If you are using the shared disk model, mount the shared storage to the second cluster node 

with the same drive name used on the first node.  In our test environment, this meant mounting 

cluster disk1 as the F:\ drive on node4. This step is not needed when using shared file system 

model, because both nodes can access the shared directory simultaneously. 

5. Install the SAS Metadata Server as a local Windows service on the second node by using the 

MetadataServer.bat script and the –install parameter.  In our test shared disk environment, this 

script was located in the subdirectory, F:/SAS/Metadata/Lev1/SASMeta/MetadataServer/, 

and the service was installed with the following command : MetadataServer.bat –install. For 

our shared file system environment, the directory is 

\\SharedFileServer\config\Lev1\SASMeta\MetadataServer\. 

6. Confirm the Windows service can be run successfully on the second cluster node.  The service 

should run on only one node at a time, but it is important to verify that it can be run on either 

node. To verify that the SAS Metadata Service works on the second node, start up the service 

and check the status.  

Note:  The SAS Metadata Server Windows service on each node must have the same service name 

and the same configuration file path.  It is important to note that the SAS Metadata Server was not 

configured directly on this second node.  However, since the metadata server was configured on shared 

storage and the Window service is running on the second node, the metadata server can be run on the 

second cluster node. 

Configure SAS Metadata Server Failover Service 

Within the context of the Windows 2008 Failover cluster, the term services and applications refers to 

a combination of resources that are managed as unit for failover purposes. It is the set of things that 

need to be brought up together on the second node if a failure occurs on the first node. A resource is a 

service, an application, or any individual hardware or software component that the service or application 

depends on. 

To configure SAS Metadata Server as a Service, you need to define four resources: 

1. A Generic Service resource that defines the running SAS Metadata Server. 

2. A Network name for the cluster.  

3. A Virtual IP address for the cluster.  

4. The physical disk where the repository is stored. (Only needed when the using shared disk 
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model) 

These resources should be defined within a new failover group that you create specifically for SAS 

Metadata Server. The Failover Cluster Management GUI, shown in figure 7, enables you to configure a 

service or application and to add resources to the Service by using GUI property panels. 

Log on to any node in the cluster using the domain administrator account. From Windows, launch the 

Failover Cluster Management application by clicking cluster Start Administrative Tools Failover 

Cluster Management. This will open the failover cluster management frame, shown in figure 7. Right 
click the Services and Applications and select Configure a Service or Application. 

 

Figure 7: Configure service in the cluster 

Choose the “Generic Service” type in the High Availability Wizard.  Using the file explorer navigate to 

and select the metadata server Windows service (e.g. the SAS [Metadata-Lev1] SASMeta –Metadata 

Server service in our test environment).   

Then configure the client access point. Specify the network name associated with the virtual IP address 

that will be used for the SAS client connection.  This is the network name that was specified as the host 

name for the SAS Metadata Server during the configuration process.  This network name is also used 

as the host name for the SAS Metadata Server when defining a connection profile in the SAS 

Management Console or in any of the other SAS client applications.  In our test environment (shown in 

Figure 8), the network name was MetaClustGenSvc and the virtual IP address was 172.27.16.208.
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Figure 8: Configure client access point 

If you are using the shared disk model, add the shared disk on which the SAS Metadata Server 

configuration directory (including the SAS Metadata Repository) is stored into the failover service as a 

resource. 
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Figure 9: Choose the shared disk in the cluster 

After the configuration is completed, a summary screen will be displayed and you will be informed that a 

clustered service was configured.  In our SAS 9.2 shared disk test environment, the summary screen 

showed the service included the following resources: 

Service 

SAS [Metadata-Lev1] SASMeta - Metadata Server (SAS [Metadata-Lev1] SASMeta - 

Metadata Server) 

Storage 

Cluster Disk 1 (refer to Volume F :\) (Only needed when using shared disk) 

Network name 

MetaClustGenSvc 

IP address 

172.27.16.208 

Parameters 

C:\Program Files\SAS\SASFoundation\9.2\sas.exe -config 

F:\SAS\Metadata\Lev1\SASMeta\Metadataserver\sasv9.cfg  –servicename “SAS [Metadata-

Lev1] SASMeta - Metadata Server” 

Configure The Object Spawner Service (Optional) 

When the SAS Metadata Server and SAS Compute Servers are deployed on separate machines, a 

separate object spawner  is deployed on the host of the SAS Metadata Server. This object spawner 

manages workspace server sessions on the metadata server host. This allows the SAS Metadata 

Server to run utility or metadata repository maintenance tasks such as backup and recovery, without 

involving the object spawner on SAS Compute Tier. A recommended approach is including the object 

spawner service in the failover cluster. This allows for maintenance work to continue even when the 

primary system is not available. 

To configure object spawner into your failover cluster: 

Install the object spawner as a local Windows service on the second node (in our environment, this was 

node4) by using the ObjectSpawner.bat script and the -install parameter.  This Windows service has 

already been created on the primary node during the initial configuration and deployment.   In our 

shared disk test environment, this script was located in the subdirectory, 

F:\SAS\Metadata\Lev1\ObjectSpawner\, and the service was installed with the following command: 

ObjectSpawner.bat -install. For our shared file system test environment, the directory is 
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\\SharedFileServer\config\Lev1\ObjectSpawner. 

Right click the MetaClustGenSvc and select Add a resource  4 - Generic Service, as shown in 

figure 10. 

 

Figure 10: Add new Generic Service to the cluster 

In the New Resource Wizard, find and select the object spawner service (e.g. the SAS [Metadata-Lev1] 

Object Spawner service in our test environment). 
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Figure 11: Select SAS Object Spawner service 

Click the Next button until the summary screen. In our SAS 9.3 test environment, the summary screen 

showed the service included the following resources: 

Service 

SAS [Metadata-Lev1] Object Spawner (SAS [Metadata-Lev1] Object Spawner) 

Resource 

Generic Service 

Parameters 

Files\SASHome\SASFoundation\9.3\objspawn" -name "SAS [Metadata-Lev1] Object 

Spawner" 

The Object Spawner service does not need any startup parameters. In our testing environment, an 

incorrect startup parameter was added by WSFC, and it prevented the Object Spawner from starting up. 

Therefore you will need to remove any startup parameters that are generated for the Object Spawner 

service after adding the service to the failover cluster. Open the SAS Object Spawner service 

properties. In the General tab, clear the content in the Startup parameters field. 
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Figure 12: Clear the content in Startup parameters field 

Failover Policy 

The failover cluster management GUI enables users to define the failover policy for the clustered 

service, in terms of resources dependencies. The SAS Metadata Server service depends on the storage 

resource and on the IP and network name resource that were defined in previously.  The dependencies 

among those resources in the clustered service should be defined in order to start the resources in a 

proper order when the service fails over.  

Open the SAS Metadata Server service properties and add the network name and the shared disk as 

the dependencies on the Dependencies tab. Remember the dependency on the shared disk (i.e. Cluster 

Disk 1) is only needed when using the shared disk model. If you are using the shared file system model, 

the only dependency to be listed is the Network Name. 

 

Figure 13: Dependencies tab 

In SAS 9.3, the object spawner service depends on the SAS Metadata Server service. In order to start 

the services in a proper order when the service fails over, it is necessary to add the SAS Metadata 

Server service as the dependencies of the object spawner on the Dependencies tab.  
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Figure 14: Add SAS Metadata Server service as dependencies 

On the Policies tab and Advanced Policies tab, the user can define a restart and or failover policy for a 

particular resource. In the example shown in Figure 15, the SAS Metadata Service failover policy was 

defined to restart the resource on the current node no more than twice in a 15-minute period. If it fails a 

third time, all of the resources in the cluster service will fail over to the other node in the cluster.   

 

Figure 15: Failover policy 

Users can define dependencies and policies for every resource in a clustered service. Users can also 

define the failover strategy for the whole clustered service. Open the clustered service properties, on the 

general tab, and define the preferred owner for the clustered service. The preferred owner is the primary 
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cluster node, that is, the default node on which the service should run.

 

Figure 16: Preferred owners 

On the Failover tab, define the number of times the clustered service should be restarted or failed over 

in a specified period of time.  After the maximum number of restarts has occurred, automatic failover will 

be disabled and the service will need to be restarted manually. There are important differences related 

to how SAS is licensed between production systems and failover systems. If you are using a failover 

license for the failover system, you must define the fail back policy for the clustered service.  Failback is 

the process of returning the cluster service to the preferred node (preferred owner) if the node becomes 

available again. In our testing environment, the services will failback from node4 to node3 when node3 

is back online. 
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Figure 17: Failover maximum failure times and Failback policy 

Validation 

The SAS Metadata Server that leverages the Windows Failover Cluster Service should be functioning 

and provide failover. To validate this, install the SAS Management Console on a machine outside of the 

cluster. Configure your metadata profile to connect to the clustered SAS Metadata Server using the 

network name and logical IP address. Confirm you can access the SAS Metadata Server. Force failover 

to occur by terminating the SAS Metadata Server service running on the active node (or by powering 

down the node).The Microsoft Cluster Service should detect that the node has failed and bring the SAS 

Metadata Server back up on the second node. Alternatively, you can use the Cluster Administrator user 

interface to change the SAS Metadata service from the active to the standby node. In any case, if you 

can use the SAS Management Console to connect to the running SAS Metadata Server from this third 

machine after the switch, your configuration is correct. 

In our testing, when the failover happens, the SAS management Console will lose the connection to the 

SAS Metadata Server, and users need to reconnect to the server manually, and all unsaved work will be 

lost.  

A message box will be displayed in the other SAS desktop clients (wherein we tested SAS Enterprise 

Guide, SAS Data Integration Studio, and SAS Information Map Studio) when failure happens. After user 

confirms this message, the clients will try to reconnect to the SAS metadata server. After failover is 

finished and the clients reconnect to the SAS metadata server successfully, the SAS desktop clients will 

function normally, but the data stored in temporary libraries, such as SASWORK, will be lost. The 
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failover process usually takes tens of seconds depending on the metadata repository size and the 

network condition. 

Metadata Maintenance Considerations 

In SAS 9.2, it is a recommended best practice to regularly back up the SAS Metadata Server repository. 

However, the SAS Metadata Server must be quiesced before performing a metadata repository backup. 

It is best to use cluster administrator from either node and take the group offline rather than trying to 

pause the metadata server using the standard control scripts. In SAS 9.3, a new backup utility is 

provided, which makes the backup process work well with the Windows Failover Cluster Service. 

Remember, however, that a complete back-up of your SAS deployment requires more than just a 

backup of the SAS Metadata Server.  For example, content stored in the SAS Content Server would 

also need to be backed up . 

During installation, the MetadataServer.bat file was created on the shared storage for pausing, 

resuming, starting, and stopping the SAS Metadata Server. This script does not work as expected under 

Windows Failover Cluster Service. If a service stops or pauses when it is defined as a resource under 

Windows Failover Cluster Service, the Cluster Service attempts to restart it.  For example, if you invoke 

the metadata server control script with the –pause parameter (i.e. MetadataServer.bat –pause), the 

script appears to run normally (i.e. no error or warning messages would be generated).  However, the 

SAS Metadata Server is immediately restarted on the second node by the Cluster Service and the use 

of the script was not effective. 

Similarly when using the Analyze/Repair Metadata tools to maintain the metadata repository, the 

Windows Failover Cluster Service will restart the SAS Metadata Server on the second node, which will 

interrupt the maintenance process. The restart also happens when you take the metadata server offline 

manually in the SAS Management Console. 

If you want to avoid the unexpected restart in above situations, you need to re-define the clustered 

service policy (as described in the previous section) to prevent the resource from being automatically 

restarted after a failure is detected.  However, doing this prevents you from taking advantage of the 

benefits of running the SAS Metadata Server with Windows Failover Cluster Service. Therefore, it is 

strongly recommended that you preserve the default restart functionality and only use the Microsoft 

Cluster Administrator (or the equivalent commands) to stop the SAS Metadata Server by taking the SAS 

group offline. 

' 
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