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Introduction 

This paper briefly describes the attributes of a well-balanced SAS Grid Manager environment and one approach to 

building such an environment that scales all aspects of the environment proportionally as nodes are added.    

A shared file system is a required and integral component of all SAS® Grid Manager deployments, Enterprise 

Business Intelligence deployments with load balanced servers on multiple systems, and other types of distributed 

SAS applications. SAS customers sometimes find it difficult to engineer end-to-end solutions that meet their business 

needs related to timely completion of SAS jobs.  The current SAS IO throughput recommendation of 100 MB per 

second per core in the environment is sometimes not well understood and / or not considered when engineering a 

solution.  Even when considered during initial environment build out, the IO demands are sometimes not considered 

as the compute tier of the SAS Grid environment is expanded.  It should be noted that SAS jobs can drive more than 

100 MB per second.  Customers may have processing requirements such as batch window constraints that can only 

be met by providing more IO throughput capability than the SAS recommendation.  

The important characteristics of a well-engineered SAS Grid Manager deployment are  

 IO Subsystem hosting the SAS WORK directory engineered to meet business needs 

 IO Fabrics engineered to meet business needs 

 Sufficient compute cores and memory to handle the expected maximum concurrent number of SAS jobs 

 A shared file system that meets customer performance requirements and performs well with SAS’ IO patterns 

 

Meeting the IO throughput recommendation requires the correct ratio of compute cores and IO throughput capability.  

IO throughput capability is directly tied to the capability of the IO fabric (number of fibre channel connections and the 

varying utilization of potential oversubscribed host-facing SAN ports for example) and the number and type of storage 

devices.  A “well balanced” environment refers to an environment where the number of compute cores and the IO 

throughput capabilities are provisioned in the correct ratio to deliver at least the minimum SAS recommended IO 

throughput of 100 MB per second per core in the compute environment.  Customers seeking a well-balanced 

configuration that accounts for and exceeds the minimum IO recommendation and that grows both storage and 

compute concurrently can consider the approach presented here as a scalable, incremental approach to engineering 

their SAS Grid Manager infrastructure.   

SAS Minimum IO Recommendation 

SAS recommends that the IO subsystem be engineered to provide a minimum of 100 MB/s IO throughput per 

compute core.   

 Why is 100 MB/s per core the recommendation?   

SAS software’s ability to process the “big data” problems of the day predate “big data” as an industry concern.  If 

the IO subsystem is not able to deliver data to the CPU cores in a timely manner then the customer’s investment 

in both hardware and software licenses will be underutilized.  A balanced environment not only provides timely 

results – it also increases ROI by efficiently utilizing hardware and software. 

 What are the implications of this recommendation in terms of IO subsystem and fabrics?   

For a traditional SAN environment a single server with two 8-core processors will need 1.6 GB/s of engineered IO 

throughput.  One way to deliver this amount of throughput is to have two 8 Gb Fibre Channel ports in the server 

configured for multipathed IO.  For these two connections to deliver their full bandwidth they will need to be fully 

provisioned through the fibre channel switching fabric and into the SAN.  The SAN will need to be provisioned 

with sufficient storage devices to also meet the IO throughput of 1.6 GB/s for this one server in addition to other 
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load placed on the SAN.  If we scale this out to a 4 node SAS Grid environment then a total of eight 8 Gb fibre 

channel connections will be needed from the servers into the SAN.  If these ports are shared with other 

workloads then IO throughput available to SAS will be reduced and performance could decrease.  

 Is the minimum recommendation sufficient to ensure that a customer will be satisfied with the performance of 

their SAS Grid environment? 

Not necessarily.  When the environment is not engineered to provide this level of IO throughput it is difficult to 

drive the CPUs in the compute tier to a reasonable level of utilization.  This is a best practice recommendation 

and meets the needs of many SAS Grid Manager environments.  Depending upon customer processing needs a 

single SAS job can consume far more than 100 MB/s.   

Reduce Deployment Complexity 

IO throughput is a recurring challenge for customers concerned with SAS performance.  Sometimes the business unit 

implementing SAS Grid Manager simply requests storage by volume without conveying the SAS IO throughput 

requirements or that configuring storage for SAS is very different from configuring storage for an RDBMS such as 

DB2 or Oracle. 

Depending upon an enterprise’s IT organizational structure (including level of outsourcing of infrastructure 

management) it can be difficult for business units to identify all the key players in IT and convey the appropriate 

information to the right people at the right time.  It would be ideal if there were a modular or building block approach to 

implementing SAS Grid Manager that minimized the infrastructural complexity, shortened the implementation 

timeframe, did not increase costs, and scaled linearly as customer needs grow.  

This paper describes a deployment architecture that can start as small as three nodes and then grow in increments 

as small as 1 node.  This approach reduces deployment complexity and could reduce deployment expense by trading 

SAN storage for on-board storage.  Availability concerns and the need for a shared file system are addressed by the 

inclusion of IBM’s GPFS file system as well as features delivered with SAS Grid Manager and the underlying 

hardware. 

Architecture Components 

A building block for this solution consists of: 

 HP ProLiant SL4540 Gen8 server (1x60 Model) 

 IBM Elastic Storage (GPFSTM) 

 Red Hat Enterprise Linux 6.5  

 40 Gb Infiniband for GPFS replication 

 10 Gb Ethernet for the public network 

 

The customer should ensure that appropriate software licenses are secured for each node in the environment both as 

initially provisioned and as the environment grows to meet customer needs. 
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HP® ProLiant SL4540 Gen8 server (1 x 60 Model) 

The HP ProLiant SL4540 is a 2 socket server with the ability to provision up to 60 data drives.  The tested servers 

were configured with the following: 

 2 x Intel(R) Xeon(R) E5-2470 v2 CPUs for a total of 20 CPU cores 

 192 GB RAM 

 2 x HP Smart Array P420i RAID Controllers 

 58 x 600 GB 15k RPM SAS drives  

 2 x 480 GB SATA SSDs 

 HP Dynamic Smart Array B120i SATA RAID controller 

 2 x 500 GB 7.2k RPM SATA drives  

 10 Gb IO Module 

 HP IB Enablement Kit 

 

The SL4540 1x60 provides a combination of compute, memory, and IO capabilities that are well balanced for many 

SAS workloads.  The observant reader may be wondering how the disks on each of these individual servers are to be 

aggregated into one or more shared file systems.  That is accomplished via the use of GPFS. 

Note that the use of the 1x60 model (provides 60 data drives) and the type of disk (15k RPM SAS Drive) is important 

to achieving the performance documented here.  Any changes in type or quantity of disk will result in a differing 

performance profile – specifically using fewer or slower disks will result in lower performance. 

It is recommended that the SL4540 servers be installed with a cable management system so in the event a disk drive 

fails the failed disk drive can be replaced without bringing the node down. 

IBM Elastic Storage (GPFSTM) 

IBM’s General Parallel File SystemTM (GPFS) is an excellent file system for SAS Grid Manager.  As of the release of 

version 4.1 IBM is rebranding GPFS as “IBM Elastic Storage.”  For the purposes of this paper IBM Elastic Storage 

and GPFS are synonymous. 

IBM introduced the File Placement Optimizer (FPO) functionality with GPFS release 3.5.  FPO is not a product distinct 

from GPFS, rather is an included feature that supports the ability to aggregate storage across multiple servers into 

one or more logical file systems across a distributed shared-nothing architecture.  GPFS provides block level 

replication at the file system level allowing continuity of operations in light of a failed disk drive or a failed node.  

GPFS is extremely flexible and has configuration options that provide fine control over the level of replication.  FPO 

also allows a level of control over the placement of initial and replicated blocks across the cluster.  For example, data 

written to SAS WORK will be read by the same node where it was written therefore having the ability to specify that 

the first block is written to the requesting node benefits SAS performance.  Furthermore GPFS-FPO provides an 

additional tier of licensing which can reduce the overall cost of licensing GPFS in an environment such as the one 

described in this paper.  By convention this document will use GPFS to refer to GPFS features that are not specific to 

the File Placement Optimizer and will use GPFS-FPO to refer to FPO specific functionality. 

The tested configuration utilized SSDs for file system metadata to enhance overall system performance.  The version 

evaluated for the purposes of this document was 3.5.0.15. 

Testing was completed with a configuration such that permanent SAS Data had a replication factor of 3.  The 

“saswork” file set had a replication factor of 1.  The implication is that should a disk or node fail permanent SAS data 

can still be accessed however in the event of a disk failure the SAS Jobs executing on the node with the failed disk 

would all terminate because some of the data in the SAS WORK directory became inaccessible due to the disk 
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failure.  Customers who need a higher level of availability in their environment may choose to replicate the SAS 

WORK directory; however replication will impact IO throughput. 

Each discrete storage device made available to GPFS is known as a Network Storage Device (NSD).  In the event of 

a disk failure the NSD can be removed from the GPFS file system and processing can then continue on the host node 

until the disk drive can be replaced.  Once the disk drive is replaced an NSD can be defined on the new disk drive 

and the new NSD added back to the file system without an interruption in service.   

Red Hat® Enterprise Linux® 6.5 

Red Hat® Enterprise Linux® (RHEL) 6.5 was the operating system and version used in this evaluation.  Customers run 

SAS Grid Manager across a variety of operating systems.  RHEL was selected for this effort because it is the 

standard operating system used in our performance lab and there are a large number of customers running RHEL 

based SAS Grid Manager implementations.   

40 Gb Infiniband 

The tested configuration of the HP SL4540 1x60 was able to support SAS IO at a sustained rate of 4.5 GB/s.  

Sufficient bandwidth between the nodes is required to support replication.  10 Gb Ethernet can support throughput of 

approximately 1 GB/s in each direction therefore a higher bandwidth interconnect is needed to prevent network 

bandwidth from restricting IO throughput.  Infiniband offered throughput of 3.2 GB/s in each direction.  Other high-

bandwidth technologies should also function well but were not evaluated as part of this effort.  GPFS is able to 

leverage RDMA and IB Verbs to enhance performance.  These features were evaluated and found to benefit the 

performance of tested workloads. 

10 Gb Ethernet 

10 Gb Ethernet was used for the “public network” on the tested configuration.  This is the standard network 

connectivity in the performance lab and provides benefit when transferring large amounts of data to / from the SAS 

Grid environment.  10 Gb Ethernet was evaluated as an interconnect for GPFS replication and was found to limit 

overall performance for anything beyond trivial replication. 

SAS Workload Used to Evaluate Performance 

Scale-Out BASE SAS IO Workload 

This workload exercises functionality that is pervasive in SAS workloads including: 

 DATA STEP (for SAS native data set access as well as flat-file input and output) 

 PROC SORT 

 PROC SUMMARY 

 PROC DATASETS (to build indices on data sets) 

 

The workload starts with 1 SAS job on one node and scales up the concurrent number of SAS jobs on the node as 

well as across nodes in the environment.  The workload scaled from a single SAS job on one server to a total of 16 

jobs executing on each of the 4 servers in the environment for a total of 64 concurrent SAS jobs running on a total of 

80 cores. 
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Findings 

 The tested configuration of HP SL4540 Gen 8 1x60 server is a well-balanced node for SAS Grid Manager 

workloads. 

 The tested configuration of HP SL4540 Gen 8 1x60 and GPFS-FPO provides raw IO capability of up to 4.5 GB/s 

(replication settings may result in lower effective IO and will vary based upon specific configuration and IO 

patterns). 

 GPFS aggregates the storage available on the multiple compute nodes into logical file system(s). 

 GPFS-FPO allows the administrator to specify how data is written to the file system – including that the first block 

should be written to / read from the local node.  This benefits SAS performance – especially when used for SAS 

WORK. 

 GPFS offers very fine-grained controls over the level of data replication.  Customers should consult with IBM 

GPFS experts to determine the appropriate settings based upon performance and availability needs. 

 Infiniband provides high-value by providing both a high-bandwidth, low-latency interconnect as well as IB Verbs 

functionality which GPFS can use for enhanced performance. 

 The combination of SAS Grid Manager, the HP SL4540 Gen8 1x60, and GPFS-FPO provides an infrastructure 

with balanced capabilities and enables customers to easily provision and grow a SAS Grid Manager 

environment.  This approach eliminates the complexities and costs of SAN storage. 

The best way to understand the performance of this environment is to compare it to the performance of a poorly 

configured environment.  This comparison will contrast the performance of the architecture described in this 

document with a poorly provisioned environment utilizing shared infrastructure.  The reader may notice that one 

environment has 4 nodes and the other has 5.  While this is a difference we will report percentages to allow valid 

comparisons to be made. 

One indicator of success is how well utilized the compute cores are during the execution of the workload. The graphs 

below depict the %idle time of the two environments.  Two observations are clearly demonstrated in these graphs 

(poorly provisioned environment is on left.  Building block environment is on the right): 

 The idle time is much lower under load in the building block environment.  When the processors are kept busy 

more value is realized for the investment. 

 The idle time realized for the poorly configured environment varies depending upon the number of nodes actively 

running SAS workload. As the graphs demonstrate, the poorly provisioned environment becomes less utilized as 

the number of actives nodes increases.  The well-provisioned, shared nothing environment has very similar 

utilization regardless of the number of active nodes in the environment – the proof that the environment is scaling 

linearly as nodes are added. 
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The scale of these graphs is not the same.  Looking closely one can see that the poorly provisioned environment is using, 

about 15% of compute capacity when 16 SAS jobs are executing on a single node and at worst about 5% of compute 

capacity when the same number of SAS jobs are executing on all nodes.  We can see that with the SL4540s when 

running 16 jobs per node the environment is effectively using approximately 70% of compute capacity regardless of how 

many nodes are hosting SAS jobs.   

SAN vs. Shared-Nothing 

The question of SAN based vs. a shared-nothing architecture can quickly become a “religious issue” for IT 

organizations.  A quick survey of material on the Internet will readily provide well-reasoned articles that reach 

opposite conclusions as to whether one approach or the other is better or more cost effective.  Ultimately the question 

comes down to one that must be made for each organization based upon specific business needs and priorities.  The 

purpose of this paper is not to make an argument for one approach or the other – rather to demonstrate a successful 

approach to implementing SAS Grid Manager in a shared nothing architecture.  

For organizations that are scrutinizing the cost of SAN infrastructure and / or need the functionality delivered by SAS 

Grid Manager but choose to not grow their SAN infrastructure the option presented in this paper is an alternative that 

may enable implementation without the associated SAN expense.  When the SAS Grid Manager environment needs 

to be expanded, simply acquire the needed licenses, cable in the new server, and carry on.  In this case there is no 

need to be concerned about the next set of host-facing ports on the SAN and running into a situation where adding 

the additional ports to support the growth in SAS Grid manager requires a large investment in SAN infrastructure.  In 

effect the shared nothing approach can smooth out the spending curve which with SAN can be a step-wise 

expenditure. 

Conclusion  

The combination of the HP SL4540 1x60, GPFS, RHEL 6.5 and Infiniband provides a well-balanced compute, 

storage, and fabric environment for SAS Grid Manager.  The approach described in this paper removes the 

guesswork from the procurement and provisioning of hardware to host SAS Grid Manager and it provides an easy 

scale-out path as demand within the SAS Grid Manger environment grows. 

Poorly-provisioned Environment Well-provisioned Environment 
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GPFS is a very capable file system and has been successfully used in SAS Grid Manager deployments for many 

years.  The FPO feature first delivered in GPFS v3.5 brings both cost advantage to the customer as well as the ability 

to deploy SAS Grid Manager in shared-nothing configurations resulting in a simpler deployment architecture as well 

as the ability to grow the environment incrementally with linear scalability without the complexities inherent with 

shared architecture approaches. 

GPFS is now being marketed by IBM as “IBM Elastic Storage.”  For the purposes of this document GPFS and IBM 

Elastic Storage refer to the same product. 

Resources 

 SAS® Grid Manager I/O: Optimizing SAS® Application Data Availability for the Grid  

 A Survey of Shared File Systems: Determining the Best Choice for your Distributed Applications 

 Deploying a big data solution using IBM GPFS-FPO 

 IBM Knowledge Center for GPFS  

 RHEL 6 Tuning Tips 

 

Appendix A: IBM Elastic Storage (GPFS) Configuration  

An overview of the GPFS provisioning process follows.  Most of the commands are here but some configuration files 

are extremely abbreviated for the sake of brevity.  The reader is referred to “Deploying a big data solution using IBM 

GPFS-FPO” for more information. 

As background there were 4 nodes in this configuration names snode01 – snode04. 

Define the cluster: 

mmcrcluster -C snodeCl1 -N snode01:quorum,snode02:quorum,snode03:quorum,snode04 -p snode01 -s snode02 -r 

/usr/bin/ssh -R /usr/bin/scp 

Designate the appropriate license for each node: 
mmchlicense server --accept -N snode01,snode02,snode03 

mmchlicense fpo --accept -N snode04 

Create a file to define the storage pools and the network storage devices (the file was called gpfs.nsd): 
%pool: 

pool=system 

blockSize=256k 

layoutMap=cluster 

allowWriteAffinity=no 

%pool: 

pool=datapool 

blockSize=512k 

layoutMap=cluster 

allowWriteAffinity=yes 

writeAffinityDepth=1 

blockGroupFactor=1 

 

# Metadata devices 

http://support.sas.com/resources/papers/proceedings14/1559-2014.pdf
http://support.sas.com/rnd/scalability/papers/SurveyofSharedFilepaper_20140320.pdf
http://public.dhe.ibm.com/common/ssi/ecm/en/dcw03051usen/DCW03051USEN.PDF
http://www-01.ibm.com/support/knowledgecenter/?lang=en#!/SSFKCN/gpfs_welcome.html
http://support.sas.com/resources/papers/proceedings11/72480_RHEL6_Tuning_Tips.pdf
http://public.dhe.ibm.com/common/ssi/ecm/en/dcw03051usen/DCW03051USEN.PDF
http://public.dhe.ibm.com/common/ssi/ecm/en/dcw03051usen/DCW03051USEN.PDF
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%nsd: device=/dev/sdas servers=snode01 usage=metadataOnly failuregroup=1 pool=system 

%nsd: device=/dev/sdas servers=snode02 usage=metadataOnly failuregroup=2 pool=system 

%nsd: device=/dev/sdas servers=snode03 usage=metadataOnly failuregroup=3 pool=system 

 

# Data Devices snode01 

%nsd: device=/dev/sda servers=snode01 usage=dataOnly failuregroup=1,0,0 pool=datapool 

%nsd: device=/dev/sdb servers=snode01 usage=dataOnly failuregroup=1,0,0 pool=datapool 

%nsd: device=/dev/sdc servers=snode01 usage=dataOnly failuregroup=1,0,0 pool=datapool 

… 

# Data Devices snode02 

%nsd: device=/dev/sda servers=snode01 usage=dataOnly failuregroup=2,0,0 pool=datapool 

%nsd: device=/dev/sdb servers=snode01 usage=dataOnly failuregroup=2,0,0 pool=datapool 

%nsd: device=/dev/sdc servers=snode01 usage=dataOnly failuregroup=2,0,0 pool=datapool 

… 

# Data Devices snode03 

%nsd: device=/dev/sda servers=snode01 usage=dataOnly failuregroup=3,0,0 pool=datapool 

%nsd: device=/dev/sdb servers=snode01 usage=dataOnly failuregroup=3,0,0 pool=datapool 

%nsd: device=/dev/sdc servers=snode01 usage=dataOnly failuregroup=3,0,0 pool=datapool 

… 

# Data Devices snode04 

%nsd: device=/dev/sda servers=snode01 usage=dataOnly failuregroup=4,0,0 pool=datapool 

%nsd: device=/dev/sdb servers=snode01 usage=dataOnly failuregroup=4,0,0 pool=datapool 

%nsd: device=/dev/sdc servers=snode01 usage=dataOnly failuregroup=4,0,0 pool=datapool 

… 

 

Create the NSDs: 
mmcrnsd -F gpfs.nsd 

 

Tell GPFS which subnets to use for communication: 
mmchconfig subnets="<my IB subnet>, <my 10GbE subnet>" 

 

Start the cluster: 
mmstartup -a 

 
Define the primary file system as well as a fileset for SAS WORK.  Mount the file system and link the fileset: 
mmcrfs fpo-data -F gpfs.nsd -A yes -m 3 -M 3 -r 3 -R 3 -T /gpfs-data/ 

mmcrfileset fpo-data saswork 

mmmount fpo-data -a 

mmlinkfileset fpo-data saswork -J /gpfs-data/saswork 

 
Create a file called placement.policy to define some rules for GPFS.  File content: 
RULE 'saswork' SET POOL 'datapool' REPLICATE (1) FOR FILESET (saswork) WHERE NAME LIKE '%'  

RULE 'defplacement' SET POOL 'datapool' 

 
Apply the policy: 
mmchpolicy fpo-data placement.policy 

 
Tell GPFS to prefer the local copy of data: 
mmchconfig readReplicaPolicy=local 

 
Tell GPFS to restripe automatically if there is a disk failure: 
mmchconfig restripeOnDiskFailure=yes -i 

 
Enable all the infiniband goodies: 
mmchconfig verbsRdma=enable,verbsRdmaCm=enable,verbsRdmaSend=enable 

mmchconfig verbsPorts="mlx4_0" 

mmchconfig subnets="192.168.230.0" 
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Tuning: 
mmchconfig pagepool=32G -i 

mmchconfig maxFilesToCache=60000 

mmchconfig maxMBpS=8 -i 

mmchconfig prefetchPct=40 

mmchconfig seqDiscardThreshold=4000000000 

 
NB: Other tuning values were found beneficial for full list see the output of mmlsconfig below. 
 
Many of the above parameters only take effect once GPFS is restarted so restart GPFS: 
mmshutdown –a 

mmstartup -a 

 
Final config: 
# mmlsconfig 

Configuration data for cluster snodeCl1.mydomain.com: 

------------------------------------------------------ 

myNodeConfigNumber 1 

clusterName snodeCl1.mydomain.com 

clusterId 17485695295237579743 

autoload no 

dmapiFileHandleSize 32 

minReleaseLevel 3.5.0.11 

pagepool 32G 

maxFilesToCache 60000 

maxMBpS 20000 

prefetchPct 40 

seqDiscardThreshhold 4000000000 

readReplicaPolicy local 

restripeOnDiskFailure yes 

verbsRdma enable 

verbsRdmaCm disable 

verbsRdmaSend no 

verbsPorts mlx4_0/1 

verbsRdmaMinBytes 8192 

subnets <my IB subnet> <my 10GbE subnet> 

enableRepWriteStream 0 

verbsRdmasPerNode 128 

verbsRdmasPerConnection 48 

prefetchThreads 120 

worker1Threads 72 

nsdMinWorkerThreads 48 

nsdThreadsPerQueue 10 

adminMode central 

 

Appendix B: HP SL4540 Gen 8 1x60 Configuration and Tuning 

When the FPO functionality of GPFS is utilized GPFS benefits from having each disk presented to GPFS individually 

rather than utilizing the hardware RAID controller and then presenting RAID volumes to GPFS for management.  Both 

approaches will function but best practice is to allow GPFS to manage individual disk drives.  In light of this the 

hardware was tested with both the P420i RAID controllers and with Serial Attached SCSI HBAs.  The Serial Attached 

SCSI HBAs cost less and if not using the advanced functionality provided by the P420i there was a desire to ensure 

that the RAID controller provided a performance benefit.  The system performed much better with the P420i 

controllers than with the HBAs.  Furthermore there are some tunings that were found to offer performance advantage.  

This paper does not explain each setting, why it is beneficial, or how much of a performance uplift is realized by the 

setting.  The goal is to convey the final configuration found to be successful based upon collaboration with system 

engineers at HP. 

After the OS is installed and the system boots install the HP Smart Storage Administrator CLI 

Validate that zoning is correctly configured (as root): 

http://h20566.www2.hp.com/portal/site/hpsc/template.PAGE/public/psi/swdDetails/?sp4ts.oid=5295168&spf_p.tpst=swdMain&spf_p.prp_swdMain=wsrp-navigationalState%3DswItem%253DMTX_fc5091069fb04db5ba7a2a5fc9&javax.portlet.begCacheTok=com.vignette.cachetoken&javax.portlet.endCacheTok=com.vignette.cachetoken
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# hpssacli 

HP Smart Storage Administrator CLI 1.60.17.0 

Detecting Controllers...Done. 

Type "help" for a list of supported commands. 

Type "exit" to close the console. 

 

=> set target ctrl slot=1. 

 

  "controller slot=1". 

 

=> zoningsep all show detail. 

 

Smart Array P420i in Slot 1. 

 

  Enclosure SEP (Vendor ID HP, Model SL454x.3) 378 

     Device Number: 378 

     Firmware Version: 3.40 

     WWID: 5001438013736F77 

     Port: 2I 

     Box: 1 

     Vendor ID: HP       

     Model: SL454x.3         

     SEP Zoning: on 

If the last line above shows SEP Zoning: off then issue the following command (the 378 came from the "Device 

Number:" output above): 

=> zoningsep 378 modify sepzoning=on 

 

There are 2 P420i RAID controllers in these servers. To configure all the disks to be presented individually to the OS for 

use by Hadoop execute the following commands as root: 
hpssacli ctrl slot=1 create type=arrayr0 drives=all 

hpssacli ctrl slot=2 create type=arrayr0 drives=all 

 

Reboot the server to ensure that drive mappings are updated 

Install / launch the HP Smart Storage Administrator.  For each of the Smart Array P420i controllers ensure that the 

controller settings are configured as follows: 
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For each of the Smart Array P420i controllers ensure that the Advanced Controller Settings are configured as follows: 

 
 
For each of the Smart Array P420i controllers ensure that the Cache Manager / Caching settings are configured for 100% write cache: 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
The results described herein are specific to the configuration and workloads tested.  Customer experience may vary.  Customers should 
consider all business drivers when choosing an architecture for their SAS Grid Deployments.  Consult with IBM to fully understand the 
implications of the many configuration options available with IBM Elastic Storage and select the options that best align with availability 

and performance goals. 
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