
 

 

 

SAS/STAT
®
 12.3: HPGENSELECT Procedure 

Model Selection for Generalized Linear Models 

Overview 

The SAS 9.4 release includes several high-

performance in-memory analytics products that take 

advantage of parallel processing in both 

multithreaded single-machine mode and distributed 

multiple-machine mode. These high-performance 

procedures focus on predictive modeling and include 

methods such as linear regression, linear mixed 

models, nonlinear models, and decision trees. 

 

In addition, if you license SAS/STAT software, you 

now gain access to the high-performance 

procedures that make up SAS
®
 High-Performance 

Statistics for single-machine use. While SAS/STAT 

12.3 is primarily a maintenance release, this means 

that you now have access to the new 

HPGENSELECT procedure for model building for 

generalized linear models. 

HPGENSELECT Procedure  

The HPGENSELECT procedure is a high-

performance procedure that provides model building 

for generalized linear models. It provides forward, 

backward, and stepwise variable selection and 

optionally chooses the best model based on the AIC, 

AICC, or SBC criterion. PROC HPGENSELECT fits 

models for standard distributions in the exponential 

family, such as the normal, Poisson, and Tweedie 

distributions. In addition, it fits multinomial models for 

ordinal and nominal responses, and it fits zero-

inflated Poisson and negative binomial models for 

count data. 

 

The HPGENSELECT procedure estimates the 

parameters of a generalized linear regression model 

by using maximum likelihood techniques. PROC 

HPGENSELECT also: 

 provides an OUTPUT statement to produce a data 
set that has predicted values and other observation-
wise statistics 

 provides a CODE statement that enables you to write 
SAS DATA step code for computing predicted values 
of the fitted model either to a file or to a catalog            

entry. This code can then be included in a DATA 
step to score new data. 

 enables you to split classification effects into 
individual components by using the SPLIT option in 
the CLASS statement and permits any degree of 
interaction effects that involve classification and 
continuous variables  

Example: Tweedie Model 

The following graph depicts a distribution of 

aggregate automobile insurance claims payments. 

The distribution has a point mass at 0 and is 

continuous and right-skewed for values greater 

 than 0. 

 

 
One way to model such data is by using a Tweedie 
distribution. Tweedie distributions have been used in 
such diverse fields as actuarial science, 
telecommunications, economics, medicine, and 
meteorology. 
 

You can use the HPGENSELECT procedure to 

model these data. The following SAS statements fit a 

Tweedie model. The response variable PAYMENT 

represents the total cost of the claims and the 

classification variables KILOMETERS, ZONE, and 

MAKE are the potential predictors. The SELECTION 

statement requests forward selection to choose the 
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best subset of model effects based on the SBC 

criterion.  

 

 

 

 

 

 

 

 

 

 

 

 

 

The “Selection Summary” table shows that two 

effects satisfy the selection criterion. At each step, 

the effect that enters the model yields the maximum 

improvement in SBC. 

 

 

 

The “Fit Statistics” table displays a variety of 

likelihood-based measures of fit.  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

The “Parameter Estimates” table displays the 

parameter estimates along with their estimated 

(asymptotic) standard errors, chi-square statistics, 

and p-values for the hypothesis that the parameter  

is 0.  

 

The selected model contains only the main effects 

for KILOMETERS and ZONE, which represent 

distance traveled and location, respectively; 

KILOMETERS=3 and ZONE=3 are the reference 

levels. The parameter estimate for KILOMETERS=1 

is –1.25 and for KILOMETERS=0 is –0.08, indicating 

that drivers in these two groups have lower claims 

payments on average than drivers in the reference 

group. The estimate for KILOMETERS=2 is 0.34, 

indicating that drivers in this group have higher 

claims payments on average than drivers in the 

reference group. All the parameter estimates for 

ZONE are positive, indicating that drivers in zones 0, 

1, and 2 have higher claims payments than drivers in 

the reference group. 

 

The estimate of the power parameter, p, is 1.5. A 

Tweedie model in which 1 < p < 2 is called a 

compound Poisson-gamma mixture. 

 

 

For More Information 

SAS/STAT 12.3 is now available and requires Base 

SAS 9.4. 

 

proc hpgenselect data=motorins; 

  class Kilometers Zone Make; 

  model Payment =   

        Kilometers|Zone|Make /  

        distribution=tweedie  

        link=log   

        offset=LogInsured; 

  selection method=forward(choose=sbc); 

run; 


