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ABSTRACT
We present a method to discover observations similar to a specified observation, and a graphic display to assess the
suitability of the selected observations based upon the homogeneity of each selection variable.

The case-control study design selects one observation or experimental unit as the “case” variable and obtains as
“matched controls” one or more additional observations or experimental units which are similar to the case, except
for the variable(s) under study. In the retail business, the case may be a store which is to be or has been altered in
some way and the controls may be one or more stores of similar size, age, layout, and in like economic and ethnic
markets.

A standard clustering technique uses supplied selection variables to extract a subset of observations similar to each
other and to the control observation. A graph displays the standardized value of each selection variable for the case
(target) observation. Overlaid are graphs representing the range of values found within the controls. Variables
identical throughout the case and control observations are readily identified, as is the magnitude of those which are
not. Knowledge of the importance of the selection variables allows one assessment of the suitability of the selected
controls.

SAS ® procs FASTCLUS, STANDARDIZE, GPLOT, FORMAT, TRANSPOSE, FREQ, MEANS, and PRINT are
used. A macro to easily select the control observations and generate the described graph is provided. The macro is
available in electronic version from the authors. An intermediate level SAS programmer can implement this macro.

MATCHED CONTROLS AND THEIR USES

In the retail industry, one may be interested in testing a change or intervention, say in sales techniques. Some
outcome variable, say dollars of sales per customer, will be tracked over time. To reduce the chance of confusing a
successful intervention at any one store with a local change in the market, management may wish to also track over
time one or a group of stores similar to the one in which the intervention takes place. These stores are the “matched
controls”, matched to a single store (case), and hereafter termed the “controls”. Using a group of stores as the
controls avoids data loss should a single control store face an unusual change in its market, a fire, etc. Analysis uses
either the first remaining control from a predefined list of controls, or the analysis variables are averaged over all
controls, producing a single, artificial control. Basing the analysis upon the difference between the case and the
single or averaged control(s) reduces seasonal effects. Typically several stores are selected for intervention, each
needing its own control store(s).

In an epidemiological study of, say high blood lead levels, the “case” observation(s) may be individual(s) exhibiting
high blood levels, and the “controls” individuals with similar risk factors, such as age, geographical location, age of
housing, cooking ware, diets, ethnic group, etc. Again, each case is matched with one, or a group of, control
individuals. Intervention or a unique factor is limited to the case observations with outcomes tracked over time in both
case and control individuals.

PRELIMINARY STEPS

CLIENT

The controls will be matched with the case (or target) based upon a set of selected variables, the “clustering
variables”. The client needs to have confidence in the relevance and accuracy of these variables. They should
include variables the client believes alters the effect(s) of the intervention. The client may consider it important that a
specified subset of the selection variables take near-equal values in both the case observation and in all of the control
observations. Other variables may satisfactorily differ within some limits. Convincing the client that the controls are in
fact like the case prior to the intervention helps in accepting the outcomes of the study.

DATA

A first step examines each of the clustering variables. The goal is to verify that the values for the case observation fall
amid values of the potential control observations. If not, a less atypical observation is chosen for the case. PROC
FASTCLUS selects the control stores. This proc requires that the target (case) observation have no missing
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values among the clustering variables. The clustering variables of the potential controls may have missing
observations; imputation is recommended. The imputation offered in PROC FASTCLUS should not be used, as it
replaces missing values with the values of the cluster centroid, in this case, the values of the case observation. Each
variable taking discrete values is transformed into flag variables, one for each value of the discrete variable, each
taking value zero or one. All variables are given labels short enough to display on the graph, say 15 or fewer
characters.

MACRO OUTPUT (THE GAP GRAPH) AND INTERPRETATION

EXAMPLE ONE - SINGLE CONTROL OBSERVATION

Example One is from the retail industry. The artificial data is a set of stores, one per zip code, identified by zip code.
Four clustering variables were offered to the macro, with a request for a single control store. The labels for these four
variables are displayed along the bottom, horizontal axis, from Sales per SqFt to Num. Competi. They are ordered
by the values for the control store. The vertical axis, along the sides, displays the standardized values of the case
and control clustering variables.

The lighter, wider line displays the standardized values for the case store. The darker, thinner line displays the
standardized values for the single control store. Note that two lines are close. Presumedly, the client would be
satisfied that the selected control store adequately matched this case store.

SUGH 2006 Displaying the Simikarity of 4 Case and Matched Controls  (The GAP Graph)
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EXAMPLE TWO — MULTIPLE CONTROL OBSERVATIONS

Example Two differs from Example One in that twenty-three clustering variables were offered to the macro, with a
request for the 20 nearest control stores. The labels for these variables are displayed along the bottom, horizontal
axis, from Excellent Location to Population..

Again, the darkest, widest, and wiggliest line displays the values of the case store. In this example the lighter, less
wiggly line displays the values for the mean of the 20 control stores. Note that for most variables, the two lines are
close. Exceptions are for the variables Num. Competitors and Store Size. For each variable, the 5" percentile has
been subtracted from each line.

The client may wish to restrict the potential control stores to those with Num. Competitors and Store Size closer to
the values for the case store. This of course, may led to controls differing from the case on other variables.

The two new lines on the graph are the 95" and 5th percentiles, less the 5" percentile. The subtraction leaves the 5
percentile a horizontal line at zero. The variables are sorted so that the difference between the percentiles
increases from left to right. Thus the control stores have less variation in the variable % HispanA (near the center)
than for the variable % White (to the right). The client may or may not be satisfied with such differences.

The difference between the 95" and 5" percentile is zero for all of the variables to the left. For flag (zero/one)
variables, the difference will always be either zero or one (as in Competitor A). In this example, all control stores have
the same value for flag variables as the case store. Thus, both the line for the case store and the line for the mean of
the control stores are zero once the 5" percentile is subtracted. Flag variables are not standardized.

SUGI 2006 Dsplaying the Similanty of a Case and Maiched Conirols  (The GAP Graph)
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MACRO INVOCATION
The following two macro calls generated Examples One and Two:

%find_controls ( incoming_data= sugi.dummy_data ( where = ( 100000 < population < 10000000 ) ) ,
id_var = zip_code , target_id= 07652 , n_closest= 1 ,

contin_vars= Store_SqFt Sales_Item_A sales_sqft  compet_stores )

%find_controls ( incoming_data= sugi.dummy_data , id_var= zip_code , target_id= 07652 ,

n_closest =20 ,

contin_vars= Store_SqgFt Sales_Item_A sales_sqft
population pop_growth_rate compet_stores
percent_white percent_black percent_asian percent_hispanic
age_pct_10_19 age_pct_35 54 hh_sfam_pct mhh_inc ,

flag_vars= Location_A  Location_B Location_C Location_ D

Location_E Location_F Location_G Competitor_A Competitor_B ) ;

The data set containing both case and potential controls is incoming_data=, here named dummy_data and stored in
the library sugi. Note that data statement options are permitted. For documentation purposes, the value given to
incoming_data= appears at bottom right of the graph in the footnote. The id_var= names the single variable used to
identify the case observation. The target_id= provides the value of the case’s id variable. The number of
observations to include in the control set is n_closest=. It appears in the graph in the label for the horizontal axis. All
of these are required. Clustering variables are split into continuous and flag variables. Continuous variables are
listed after contin_vars=. Flag variables (zero/one) are listed after flag_vars=. Note that no commas are used
among the listed variables, but are used between macro parameters. One or both of contin_vars= and flag_vars= is
required.

HOW THE MACRO WORKS (IF YOU REALLY HAVE TO KNOW — NOT BEGINNING LEVEL CODE)
The macro begins with
%smacro find_controls

( incoming_data = , /* the prepared incoming data set */
id_var =, /* the 1 variable used to identify the target observation */
target_id =, [/* value of the target id variable which identifies the target obs.*/
n_closest =, /* the desired number of control observations >= 1 */
contin_vars =, /* list of continuous variables - without commas */
flag_vars = /* list of flag values, all of which have values 0 or 1 - no commas */

) s
These values are echo printed to the log file:
Sput ...... In Macro find_controls incoming_data= >>&incoming_data.<< ;

etc.

The continuous variables are standardized over all observations, retaining their original variable names:

proc standard data = analysis_data ( keep = &id_var. &contin_vars. )
out = standard_data mean = 0 std = 1 ;
var &contin_vars. ; run ;

and are output to a copy of the original data, overwriting the original values.

The target (case) observation is placed in its own data set, having a single observation:
data target_data ;
set to_cluster_1 ( where = ( &id_var. = "&target_id.") ) ; run ;

The target (case) observation is removed from the potential control observations:
data to_cluster_1 ;

set to_cluster_1 ( where = ( &id_var. ne "&target_id.") ) ; run ;
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Proc FASTCLUS is called to discover the multivariate distance between each observation and the target (case):

proc fastclus data = to_cluster_1 noprint

maxclusters = 1
maxiter =0
least =2
cluster = cluster_id_1
out = out_cluster_t1
seed = work.target_data
replace = none
short ;

id  &id_var. ;

var &contin_vars. &flag_vars. ; run ;

The data set holding the single target (case) observation is identified by seed =, here work.target_data. This
observation becomes the fixed centroid for the single cluster. Missing values are not permitted. The data set holding
the other observations, the potential controls, is identified by data=, here to_cluster_1. The maxclusters = 1,
restricts the formation of clusters to the one around the seed= observation. As the cluster centroid is fixed, neither
iteration nor replacement is needed; these are set to 0 and none. The output data set, out=out_cluster_1, contains
the distance between the target (case) and each observation in the combined data sets. The id variable is passed
along so that it appears in the output data set. The variables of the macro call parameters contin_vars and flag_vars
are passed to PROC FASTCLUS. Note that FASTCLUS does not perform variable selection.

The observations in the combined data set are labeled as to Target Obs, Control Obs, and Non-Control Obs. The
Control Obs, are the requested n_closest observations (after the Target Obs, which has distance reset to zero).

proc sort data = out_cluster_1 ; by distance ; run ;
data target_cluster_other ( drop = i  cluster_id_1 );
length target_control_id $ 16 ;

if _n_ =1 then do ;
set target_data ( in = in_target ) ;
if in_target = 1 then target_control_id = 'Target Obs' ;
distance = 0 ;
output ;
do i =1 to &n_closest. ;
set out_cluster_1

target_control_id = 'Control Obs' ;
output ;
end ;
end ;
set out_cluster_1 ( firstobs = %eval (&n_closest. + 1) obs = max ) ;
target_control_id = ' _Non-Control Obs' ;
output ; run ;

The macro displays comparative values and statistics for Target Obs, Control Obs, and Non-Control Obs.
using procs MEAN and FREQ. This is known as “profiling” in the business world. These are omitted.

Strings of variable names are created to hold the summary statistics plotted on the graph. They are

stored in macro variables.
smacro add_sts

%let c_anal = %cmpres(&contin_vars. &flag_vars. ) ;

%do i = 1 %to 200 ;

%if %length ( %cmpres ( %scan ( &c_anal , &i. , %str( ) ) ) ) >= 1 Sthen %do ;

%let mean_var_&i = %cmpres (%sysfunc( compress ( %cmpres ( %scan (&c_anal , &i. , ' ') )
scmpres (_MEAN ) ) ) ) ;
%let mean_var = &mean_var  &&mean_var_&i. ;

<<likewise for p5_var_&i and p95 var_&i >>

%send ; %send ;

%mend add_sts ;  %add sts;
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Data sets are created holding, respectively, the means, and percentiles p5 and p95. The one for the means follows:
proc means data = target_cluster_other

( where = (target_control_id in ('Target Obs', 'Control Obs' ) ) ) noprint ;
class target_control_id ; var &contin_vars. &flag_vars.
output out = cluster_stats_mean mean = &mean_var. ; run ;

proc transpose data cluster_stats_mean ( where = ( _TYPE_ =1 ) )
out cluster_stats_mean_t name = cluster_stat_mean ;
var &mean_var. ; run ;

data cluster_stats_mean_t ;
set cluster_stats_mean_t (rename = ( COL1 = control_mean COL2 = target_mean ) ) ; run ;

The summary statistics data sets are combined and prepared for creation of the data set sent to PROC GPLOT:
proc sort data = cluster_stats_mean_t ; by LABEL_ ; run ;
proc sort data = cluster_stats _p5 t ; by _LABEL_ ; run ;
proc sort data = cluster_stats_p95_ t ; by _LABEL_ ; run ;
data cluster_stats_t ;
merge cluster_stats_mean_t (in=in_m) cluster_stats_p5_t(in=in_p5)
cluster_stats_p95_t (in=in_p95) ;
by _LABEL_ ;
if in_m and in_p5 and in_p95 ;
cluster_stat_range = control_p95 - control_p5 ;
run ;
proc sort data = cluster_stats_t ; by cluster_stat _range control_mean cluster_stat_mean ;
run ;
Note that the observations are now summary statistics, not stores, and are sorted on the difference between the g5
and 5" percentiles. A new variables will be created to number, sequentially, these observations.

But first, value labels are created for this new variable. The labels from the original requested variables provide the
value labels. As these appear under the horizontal axis of the graph, they should be less than, say, 15 characters.
The following converts values of the variable holding the label (_LABEL ) into user-defined value labels, one per
observation. The labels (&var_val.) are linked to the numbers (&obs_num.) 1 to the number of observations (NOBS),
in the order of the sorted data set work.cluster_stats_t. The value labels will appear on the graph’s horizontal axis in
this same order, left to right. The name of the user-defined format is r_ord_f.
proc format ;
value r_ord_f

%let dsn_id = %sysfunc ( open ( work.cluster_stats t , i ) )

%let num_obs = %sysfunc ( attrn ( &dsn_id. , NOBS ) )

%let num_vars = &num_obs. ;

%do obs_num = 1 %to %eval ( &num_obs. ) ;

%slet rc = %sysfunc ( point ( &dsn_id. , &obs_num. ) ) ;
%let rc = %sysfunc ( fetch ( &dsn_id. ) )
%slet var_num = %sysfunc ( varnum ( &dsn_id. , _LABEL_ ) ) ;
%let var_val = %sysfunc ( getvarc ( &dsn_id. , &var_num. ) ) ;
&obs_num. = "&var_val."
%send ;
run ; *End proc format ;

%let rc = %sysfunc ( close ( &dsn_id. ) ) ;

This user-defined format is assigned to the new variable. If more than one control observation (&n_cloest. > 1) is
requested, each graphed variables is adjusted to display differences from its 5" percentile value.
data cluster_stats_t 2 ; retain range_order 0 ;
set cluster_stats_t
(drop=target_p5 target p95 cluster_stat_mean cluster_stat_p5 cluster_stat p95);
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range_order = range_order + 1 ;
format range_order r_ord_f. ;
%if &n_closest. > 1 %then %do ;
target_mean = target_mean - control_p5 ;
control_p95 = control_p95 - control_p5 ;
control_mean = control_mean - control_p5 ;
control_p5 = control_p5 - control_p5 ;
%send ; run ;
Plot statements define the symbols and axes for the two types of graphs, as well as titles and a footnote:
goptions reset= all ;
symbol1 height= 2 value= DOT cv= black interpol= line height= 1 pct width= 20 1line= 1;
symbol2 height= 2 value= DOT cv= orange interpol= line height= 1 pct width= 15 1line= 1;
symbol3 height= 2 value= DOT cv= orange interpol= line height= 1 pct width= 15 1line= 1;
symbol4 height= 2 value= DOT cv= blue interpol= line height= 1 pct width= 10 1line= 1;
axis1 offset = (2 PCT , 2 PCT ) order = (0123)
label = ( angle = -90 rotate = 90 'Standardized Value Less p5' ) ;
axis2 offset = (2 PCT , 2 PCT ) order = (0123)
label = ( angle = -90 rotate = 90 'Standardized Value Less p5' ) ;
axis3 offset = (2 PCT , 4 PCT ) order = (1 to &num_vars. )
label = (height= 3 PCT "Variables Ranked by (95th-5th) Decile. &n_closest. Controls")
value = ( height = 2.5 PCT angle = -30 rotate =0 )
title1 height = 3 PCT "SUGI 2006 Displaying the Similarity of a Case and Matched Controls"
" (The GAP Graph)" ;
title2 height = 1.9 PCT "Dark Thick Line Connects Values for Case (&id_var. = &target_id.). "

%if &n_cl
symbo
symbo
symbo

title2

%send ;
footnot

Light Thinner Lines Connect Adjusted Mean, 5th and 95th Decile for Matched Controls" ;

osest. = 1 %then %do ;

11 height= 2 value= DOT cv= orange interpol= line height= 1 pct width= 20 1line= 1;
12 height= 2 value= DOT cv= blue interpol= line height= 1 pct width= 10 1line= 1;
13 ; symbol4 ;

axis1 offset = (2 PCT , 2 PCT ) order = ( -3 -2 -1 012 3)

label = ( angle = -90 rotate = 90 'Standardized Value Less p5' ) ;
axis2 offset = (2 PCT , 2 PCT ) order = ( -3 -2 -1 012 3)

label = ( angle = -90 rotate = 90 'Standardized Value Less p5' ) ;
axis3 offset = (2 PCT , 4 PCT ) order = ( 1 to &num_vars. )

label = ( height = 3 PCT

"Variables Ranked by Control Values" )
value = ( height = 2.5 PCT angle = -30 rotate =0 )

height = 1.9 PCT "Light Thick Line Connects Values for Case (&id_var. =&target_id.). "
Darler Thinner Line Connects Values for the Control" ;

el height = 1.5 PCT "Program: &prog_folder.&program. Data: &incoming_data";

PROC GPLOT produces the appropriate type of graph — more than one control observations or only one.

proc gplot data = cluster_stats_t 2 3
%if &n_closest. > 1 %then %do ;
plot ( target_mean control_p5 control_p95 control_mean ) * range_order
/ vaxis= axis1 haxis= axis3 vref=1 2 overlay nolegend ;
plot2 ( target_mean control_p5 control_p95 control_mean ) * range_order
/ vaxis= axis2 haxis= axis3 overlay nolegend ;
%send ;
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%if &n_closest. = 1 %then %do ;
plot ( target_mean control_mean ) * range_order
/ vaxis= axis1 haxis= axis3 vref= -2 -1 0 1 2 overlay nolegend ;
plot2 ( target_mean control_mean ) * range_order
/ vaxis= axis2 haxis= axis3 overlay nolegend ;
%send ;
format target_mean control_p5 control_p95 control_mean 2.0 ;
run ; quit ;
Finally the macro ends: %mend find_controls ; For multiple cases, it would be run once per case.
DISCUSSION

We omit discussion of clustering in general and standardization in particular. Both topics are covered in the SAS/
STAT User’s Guide, and in context of market segmentation and profiling , by Mark E. Thompson in SUGI paper 270.

We are unsure of the proper method of combining continuous and discrete variables in a clustering algorithm. When
the standardized values of the continuous case observations are small, between .1 and 1.1, then the values of the
flag variables are similar, 0 and 1. But, each original discrete variable has now become multiple flag variables, each
contributing to the distance between observation and centroid. Discrete variables have greater weight in the
multivariate distance. One interesting approach is offered by Talbot, et al. They bin continuous variables and treat all
variables as categorical. Implementation into SAS of the methods they discuss has NOT been attempted.

CONCLUSION

We present a tool useful in discovering matched control(s) and judging their suitability to serve as controls to a single
case observation. The graphic display permits a quick assessment of which variables take or do not take similar
values in the case and control(s) observations. The macro is available in electronic form from the authors.
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