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Make Your Data a Strategic Asset 
Ken Wright, DataFlux Corporation, Cary, NC 

ABSTRACT 
Strategic business decisions are only as good as the data that drives them.  Through effective data management 
processes and technology, you can improve the quality of your data assets.  Data management help you inspect data 
for anomalies, cleanse and standardize information, integrate data across sources and enhance information to add 
value to your data. A well-designed data management methodology will make your data more dependable to help you 
make better business decisions.    This paper will examine several creative ways to leverage the power of SAS and 
DataFlux software to make your data a strategic asset and increase the value of your information.    

INTRODUCTION  
“Garbage In, Garbage Out” is a common axiom in the computer industry.  In today’s business climate, corporations 
need to process more data than ever before. They must also turn that data into information and make key business 
decisions based on that data. Corporations need a way to limit the liability of “garbage” in the information pipeline.  By 
eradicating inconsistent, inaccurate or unreliable data in your information sources, your data becomes more of a 
valuable, actionable asset. As a result, effective data management practices, tools, and methodologies at work in 
your organization can turn your mundane, disjointed and disparate data into a strategic asset.             
 
This paper describes how DataFlux and SAS software, utilized with a well-planned data management methodology, 
can produce consistent, accurate, and reliable data.  The proven methodology described here is based on four 
primary building blocks: data profiling, data quality, data integration, and data augmentation. DataFlux and SAS 
products provide a complete solution that can be leveraged throughout these four phases to ensure that the 
information is a solid tool for you business efforts. 

 

The Four Building Blocks of Data Management 

PROFILING 
Profiling is the process of inspecting the characteristics and attributes of your data to discover and identify problem 
areas within the data.  Several recommended methods allow for a more intimate and thorough understanding of your 
data: column analysis, metadata analysis, data analysis, gender analysis, identification analysis, pattern analysis, and 
numerical analysis. 

COLUMN ANALYSIS  
Finding the specific attributes of each column in a data source is the first step in profiling or auditing data.  Column 
analysis may not reveal much when used alone, but this technique can be quite useful when combined with other 
information gathered throughout the analysis.  Attributes like data type, type name, column size can be noted and 
compared to other information gathered later to further validate the data.  For example, you might assume that a 
column named ‘SSNID’ contains Social Security Numbers.  But if you find that the column size is only four characters, 
a technology might conclude that SSNID only contains the last four digits of a Social Security Number.  

  SUGI 29   Data Warehousing, Management and Quality



2 

METADATA ANALYSIS 
An evaluation of the information available about the data stored in the database is helpful in determining expectations 
for data content.  This information, called metadata, describes the expected properties of the data.  Metadata gives a 
description of the different data fields, shows when the data was last edited, where it came from, etc.  Taking this 
metadata into account during analysis allows excavation of latent data integrity issues.  
 
For instance, when reviewing the metadata for a telephone area code field, the metadata may indicate it was last 
updated ten years ago—and in the interim, some of the area code values most likely have become obsolete.  This 
may lead to the decision to update the area code values during the later stages of the data management 
methodology.  Otherwise, without proper analysis of the metadata, the process could be greatly compromised. 

DATA ANALYSIS 
A thorough analysis of the data at the element or phrase level can uncover inconsistencies in the data.  This type of 
analysis is integral in bridging the data inspection phase with the data quality, or correction, phase.  Before correction 
can occur in the data quality building block, you must identify all inconsistencies in the data.  For example, variations 
in customer names like “Joe A. User” and “Joe User” can cause inaccurate results when trying to discern what the 
true value of a customer is.  dfPower Studio has a component called Analysis that can discover these data 
permutations.  Upon discovery, you can turn this insight into action by generating rules, in the form of standardization 
schemes, which can be applied in batch or real-time to avoid these inconsistencies in the future. 
 
Using the results from your column and metadata analyses, you can put the result of this data analysis into the proper 
context.  Information is often available to tell you that the data contains customer names, addresses or organizational 
data. For example, the data below shows various permutations of “First Merit Bank” that appear in the data.  Using 
DataFlux to process this organizational data and intelligently cluster records, you can see that these permutations all 
have the same logical value. Turn that insight into action by creating a standardization scheme that can be applied to 
your data in batch or real time, across your enterprise.   
 

Data Permutation Occurrences 
First Merit Bank 23 
1st Merit Bank 10 
First Merit 5 
1st Merit Bank Corp 3 
First Merit Bank Corp 1 

GENDER ANALYSIS 
Missing demographic information, like gender, can be a key element for marketing campaigns or in determining focus 
group candidates.  DataFlux can identify gender based on name data using a customizable gender identification tool.  
This type of profiling makes the data more complete, and therefore provides more comprehensive information.  In the 
example below you see that the gender analysis process produces 3 possible results.  Customizing the gender 
processing by adding vocabulary entities and categorizations could allow you to improve your results by training the 
identification definition to be more finely tuned to your data.   
 

Input String Validated Data 
Bob Smith MALE 
Jenny Renda FEMALE 
Kerry Williams UNKNOWN 

IDENTIFICATION ANALYSIS 
In the process of profiling your data it is important to understand the content of each field in order to use the data. 
Does the address column contain street or city, state and ZIP code information?  Does the data describe individuals 
or organizations?  The answers to these questions can be discovered using identification definitions packaged in 
DataFlux’s Quality Knowledge Base.  A few examples are shown below: 
 

Input Data Identification Value 
19 East Broad Street ADDRESS LINE 1 
PO Box 8179 ADDRESS LINE 2 
Saint Louis, Mo CITY/STATE/ZIP 

 
You can also create custom identification routines specific to your needs. This will help you determine if your product 
data falls into the office supply category or if it is service related. 
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Input Data Identification Value 
Paper Clips Office Supplies 
Lawn Treatment Services 
Pens Office Supplies 

PATTERN ANALYSIS 
Determining underlying patterns in your data can be critical in discovering aberrations that often go unnoticed.  This is 
an analysis of the alphanumeric patterns of the values contained in the actual data. Inspecting phone number or 
social security number patterns can quickly reveal invalid data values.  Using dfPower Profile you can see the actual 
data values behind the pattern with a double click of your mouse.   
 

 
 
In this example, the resulting report shows that all but one entry in the field contain a valid US or Canadian phone 
number.  To view the piece of data with a different pattern, you can drill into the report with a double click.  

NUMERICAL ANALYSIS 
Statistical analysis is invaluable when working with numerical data.  A snapshot of relevant statistics such as m, 
minimum/maximum values, mean, and missing can give instant insight into the data landscape (many other statistics 
are available in dfPower Profile as well).  An example of some statistical information about a column is shown below. 
 

Statistical Procedure Result 
Record Count 999 
Max 999 
Min 1 
Mean 50 
Sum 1209 
Missing 0 

DATA QUALITY 
The data quality phase allows you to correct the problems and anomalies found in the profiling step.  These 
corrections can be made in a variety of ways.   Processes like parsing, standardization, and verification are methods 
to transform the data into a reliable resource.   

PARSING 
Parsing is the process of breaking data down into discrete basic elements.  A typical name field is essentially 
composed of 6 elements: Name prefix (Mr., Mrs., Dr.), Given Name, Middle Name, Family Name, Name Suffix (Jr., III, 
Sr.), and Name Appendage (PhD).  Parsing a name field like that down into its basic elements can be useful for 
several purposes.  First, it helps break out usable components for specific purposes, for instance looking for 
advanced degrees to define a segment for a certain offering.  A second purpose is to tokenize data to prepare it for 
standardization or to match against other data.  This step accounts for all the possible forms of a name; it avoids 
mismatches based on differences in the same name.  An omitted middle name in one case and a middle initial 
entered in another case can both be seen correctly as the same name (i.e. Joe A. User is a match with J.A. User and 
with Joe User). 
 
DataFlux software has an extensive and customizable set of files that are used to parse data.  Chop tables, 
vocabularies, grammars, Regex libraries come  with the software, but they can be modified and extended as needed 
to optimally treat your data.  Using these methods to better understand, clean, and transform your data helps you 
make better decisions.  Some examples of parsing data are shown below. 
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Input String Parsed String 

Year ‘97 
Make Honda 
Model Civic 

’97 Honda Civic LX 

Model Style LX 
Street Number 4001 
Street Name Weston 
Street Type Parkway 
Street Extension Suite 

4001 Weston Parkway Suite 300 

Street Extension Number 300 
STANDARDIZATION 
Accurate analysis of your data requires unambiguous data values.   Ambiguity occurs when data is seen as unique 
when in fact it is not.  Standardization prevents multiple forms of the same value and allows an accurate view of data.  
In this process different representations of the same information are transformed into one standard value for all 
cases.  For example: an address may contain the value “Street”, while another was entered as the value “St”.  A 
standard value should be determined and both values transformed to the standard.   The “Street” example is a case 
where the parsed data element itself needs to be standardized at that element level.  Another example of handled 
data element permutations with organizational data is shown below. 
  

Data Permutation Standardized Data 
Inc. Inc 
Incorporated Inc 
Incroporated Inc 
Inc Inc 

 
It is just as important to standardize data at the phrase level.  In most companies, there are almost as many ways of 
representing a customer or vendor name as there are people who have had a chance to enter the name on an 
invoice!  Even a name as simple as “SAS” can wind up in the database as “SAS”, “SAS Institute”, “SAS Inst. Inc.”, 
etc.  The example with First Merit Bank we discussed previously can now be standardized as follows: 
 

Data Permutation Standardized Data 
First Merit Bank First Merit Bank 
1st Merit Bank First Merit Bank 
First Merit First Merit Bank 
1st Merit Bank Corp First Merit Bank 
First Merit Bank Corp First Merit Bank 

 
Using DataFlux technology, you can create the standardized value yourself, or you can let the technology process 
your data using pre-built registries.  Using the Analyses tool and any of a number of match definitions, DataFlux can 
use it’s intelligent clustering to build a standardization scheme for you.  You can then modify and/or approve the 
standard values and clusters chosen and finalize the creation of your standardization scheme. Other types of 
standardization can just make cosmetic changes to data in order to uppercase, proper case, or lower case data prior 
to matching against other data or clustering for reports.  Again, all aspects of the creation and business rules to 
determine how to apply them are customizable.   

VERIFICATION 
Data that appears correct on the surface may actually be incompatible with other data in your enterprise.  Verification 
activities can validate the value of your data within the context of other data.   For example, city and state values can 
be validated against accompanying ZIP code values or area code values in the data.  An example of a verification 
process available from DataFlux is the process of address verification, usually used to ensure the accuracy for 
mailing purposes.  This can be a significant way to cut costs and improve your understanding and therefore your 
relationship with your customer.  An example of validating an address is below. 
 

Input String Validated Data 
4001 Weston Parkway 
Suite 300 
Cary 

4001 Weston Park  
Suite 300 
Cary  
nc North Carolina 
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 27513-2311  
 
The verification or validation process can use packaged toolsets such as the one shown above, but it could be as 
simple but necessary as recognizing and removing retired product lines from the database. 

INTEGRATION 
Integration of data from legacy systems is a common problem for today’s corporation.  An organization often needs to 
combine data from multiple sources to help them aggregate information into a common customer relationship 
management (CRM) or enterprise resource planning (ERP) system.  Multiple sources of data can exist for any 
number of reasons.  Different business units enter separate information about a customer or supplier that is scaled 
relative to their own perspective.  Mergers or acquisitions can force the company to integrate and reconcile customer 
databases.  Adoption of a new ERP system results in a single application taking over the work done by three or four 
separate systems in the past.  In all of these cases, following a data management methodology based on the four 
building blocks described here to inspect, correct, and then integrate the data will lead to a quicker and more efficient 
result.   
 
Profiling and cleaning the data in its own silo—but with common business rules that can be applied across those 
silos—is an outstanding first step.  But the integration phase is complex because it requires you to examine and 
combine information across different systems.  One system may have first name and last name fields, while another 
contains a single full name field.  Systems might contain the same elements such as name, address, and phone, but 
the quality, age, and missing data in the systems make matching records difficult. 
 
DataFlux technology can help you accomplish the data integration phase.   DataFlux uses a modified deterministic 
matching method to evaluate matches across data.  This means that the rules to determine the match are defined 
prior to processing the data, producing the advantage that match keys can be persisted.  Contrast that with other data 
quality or data integration vendors who have probabilistic matching algorithms, which require the data elements to be 
considered in relation to other elements to determine matches.  That means every new set of data being incorporated 
needs to be evaluated with the whole group.  The deterministic method produces these match keys that can be 
applied over time against new data once the criteria has been defined.  Old data does not need to be reprocessed 
when new data is added. 
 
The match code generation process is at the core of most of the DataFlux technology.  The same match definitions 
discussed above in the  analysis section is used to create the match codes (or match keys).  Many of these definitions 
are provided to handle name, address, phone, organization email data, etc.  Users can define new match definitions 
or modify existing ones as applicable.  You can “tune” the sensitivity of the definition itself so that a strong match 
correlation would be required at a sensitivity of 95, while a much “fuzzier” match would be identified at a sensitivity of 
50.   
 
These definitions can be applied in any combination of criteria to determine a match when integrating data or 
identifying duplicate data in a single database.   The same technology is applicable when householding (or clustering) 
customer or prospect data.  For example, you can create match codes using the following criteria: 
 
Family Name [and] Address (MC1) [or if] 
Address [and] Telephone (MC2) [or if] 
Family Name [and] Telephone (MC3) 
 

ID GivenNm FamilyNm Address Phone MC1 MC2 MC3 HID 
1 Susan Allen 2208 Vandemere Ct 8328239 $AV #V8 %A8 1 
12 Barbara Sawyer 2208 Vandemere Ct 8328239 $SV #V8 %S8 1 
13 Richard Sawyer 2208 Vandemere Ct 6161504 $SV #V6 %S6 1 
         
2 Michael Becker 1530 Hidden Cove Dr 6882856 $BH #H6 %B6 2 
4 Jason Green 1530 Hidden Cove Dr 6882856 $GH #H6 %G6 2 
11 Becker Ruth 1530 Hidden Cove Dr 6882856 $RH #H6 %R6 2 
         
3 Courtney Benson 841B Millwood Ln 2312611 $BM #M2 %B2 3 
8 Courtney Myers 841 B Millwood Lane 2312611 $MM #M2 %M2 3 
         
5 David Jordan 4460 Hampton Ridge 2788848 $JH #H2 %J2 5 
6 Carol Jordan 4460 Hampton Ridge 8069920 $JH #H2 %J8 5 
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7 Robin Klein 5574 Waterside Drive 5627448 $KW #W5 %K5 7 
9 Sharon Romano 5574 Waterside Drive 5627448 $RW #W5 %R5 7 
10 Carol Romano 5574 Waterside Drive 2397436 $RW #W2 %R2 7 
         
14 Melissa Vegas PO Box 873 2392600 $VB #B2 %V2 14 
15 Melissa Vegas 12808 Flanders Ln 2392600 $VF #F2 %V2 14 

 
(Match codes shown are for demonstration purposes only) 

 
It is easy to recognize the value that you can realize by combining the match code (created with fuzzy match logic) 
with the ability to select the criteria (with and/or conditional logic) that defines the match.  In this example we use 
multiple match criteria to ascertain household information for the names in our database.  The same concept and 
application exists for matching data within or across databases for product, organization, supplier, or any other type of 
data. 

AUGMENTATION 
Often, your existing data is incomplete and needs to be augmented, enriched or enhanced from other sources.  
Missing  or incomplete data can lead to costly mistakes. For example: missing ZIP code fields may prevent you from 
reaching prospects during a marketing campaign. Similarly, missing demographic information could cause you to 
inadvertently ignore a key target group.   
 
Data augmentation helps you complete your data management cycle by appending records with other data available 
in your environment. You can also purchase third party data, such as marketing lists or product registries, to help fill in 
the gaps. For instance, DataFlux matching technology helps you add ZIP code information from an external source 
based on the information that you already have on a customer (name, address, etc.). The matching technology uses 
“fuzzy” matching to discern a relationship between the data you have and the data you need. 
 
Another useful form of augmentation is data keying.  As an example, data keying allows you to complete an 
individual’s contact record as well as augment that with even more demographic information.  You can also use 
DataFlux to augment your data with geocode statistics like latitude, longitude, and census block information.  That 
additional information can then be the key to other demographic information that has been gathered for a particular 
census block. This form of data augmentation helps you learn more about your customer base. 
 
Finally, DataFlux offers even more customized and targeted augmentation solutions tailored for specific customer or 
industry needs. Currently, DataFlux has offerings for OFAC compliance, householding, and supply chain/product 
data.  For example, the DataFlux offering for OFAC compliance consists of customized matching and identification 
algorithms that can flag data that match values in a governmental watch list for suspected international criminals and 
terrorists.  This technology is packaged with a methodology that describes approaches to leverage these features in 
efforts to detect fraudulent or criminal activity. Similarly, you can append product data with universal product codes to 
help streamline business-to-business transactions by utilizing common nomenclature for similar products.  

CONCLUSION  
Just as you install firewalls for your hardware systems and enact security measures for your employees and facilities, 
your data needs to be cared for as well.  To be successful in a business environment that requires solid, actionable 
data, take a proactive approach to protecting the key assets in your company.  Consider who is responsible for the 
integrity of your data, and what they need to be successful.  Do you need a data steward who can serve as a primary 
resource for determining what constitutes good, accurate data?  Do you need to put regular data auditing practices in 
place to provide an ongoing check on data quality?   
 
While the responsibility for data management might belong to an individual or small group at your organization, the 
data management process is a widespread issue with responsibilities shared by many people and business units.  
The proper data management methodology, based on the four building blocks of data profiling, data quality, data 
integration, and data auditing will be an essential element in the success of your business.  
 
By helping you inspect, correct, integrate and enhance your data, DataFlux software can enable you to make your 
data consistent, accurate, and reliable. With better data, you can realize the full potential of your information—and 
turn data into a strategic asset.  
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CONTACT INFORMATION 
Your comments and questions are valued and encouraged.  Contact the author at: 

Ken Wright 
DataFlux, a SAS company 
4001 Weston Parkway, Suite 300 
Cary, NC 27513 
Work Phone: (919) 531-6526 
Fax: (919) 677-4444 
Email: Ken.Wright@dataflux.com 
Web: www.dataflux.com 

 
SAS and all other SAS Institute Inc. product or service names are registered trademarks or trademarks of SAS 
Institute Inc. in the USA and other countries. ® indicates USA registration.   
 
DataFlux and all other DataFlux Corporation product or service names are registered trademarks or trademarks of, or 
licensed to, DataFlux Corporation in the USA and other countries. ® indicates USA registration. 
 
Other brand and product names are trademarks of their respective companies.  
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