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ABSTRACT  
 
The SAS© System has a powerful suite of tools for analyzing and forecasting data taken over time.  An 
important feature of this or any statistical analysis is that the user have some understanding of the 
methodology behind the tool, that is, for good analysis the computer program should be more than a black 
box to the user.  To address that issue, this paper reviews the methodologies available in the SAS System 
focusing more on the PROCs that underly the newer point and click technologies than on the user friendly 
front ends.  Much of the functionality that is now so readily available through graphical user interfaces has in 
fact been available for years in the SAS/ETS system with the interfaces making it quick and easy to use.  
The paper focuses on the functionality of the software delineating, through a suite of examples, the 
situations that can be dealt with and the methods for doing so.  Features of time series data that one should 
look out for and take into account in analysis will be illustrated.    
 
The procedures FORECAST, AUTOREG and ARIMA will be illustrated.  The SAS/ETS system contains 
some other interesting procedures including PROCs VARMAX and STATESPACE that deal with multivariate 
systems of interrelated time series, and PROC SPECTRA that deals with the frequency domain analysis of 
time series, that is, the decomposition of series into sinusoidal components.  The latter is used mostly in 
engineering sciences, especially signal processing.  
 
DATA FEATURES AND EXAMPLE   
 
The first step in time series, or any good statistical analysis for that matter, is to plot the data.  Of course this 
is a useless exercise unless the user knows what to look for in the plots. Features of particular interest 
include  
  
  Trend – an overall long term upward or downward movement in the data.  Do we handle  
        this by differencing the data or fitting a low order polynomial in time? 
  
  Seasonality – a component of the series repeats periodically, for example, retail sales     
      have a tendency to be high around November and December and lower near the first  
      of the year. Do we look at seasonal differences or put in seasonal  “indicator  
       variables” ? 
 
  Variability – is the variation additive or multiplicative (in which case we might want to  
       analyze the logarithms of the data).   
 
  Special events – was there a strike sometime during the period?  Does the time period include  9/11/01?  Is 
there an effect of Easter or some other holiday? 
 
The features of the data determine which procedures are appropriate.  There are statistical checks available 
in the system for deciding, for example, which of the ways listed is best for modeling trend.  
 
As an example, Figure 1 shows retail sales in North Carolina.  While not exactly steady, we can see an 
overall increase in sales with time. If we are thinking in terms of polynomials, it seems that at least a cubic 
polynomial might be needed to approximate the curvature in the historic data plot.  The flexibility of high 
degree polynomials allows them to fit historic data well, but becomes a liability in forecasting in that such 
polynomials can, by their inherent flexibility, produce unreasonable increases or decreases as they are 
projected out into the future.  
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FIGURE 1.  N. C. RETAIL SALES 
 
 

 
Notice how, in each year, there is a high point followed by a somewhat precipitous dropoff, these being in 
December and January as one would expect.  Our model should project these forward in its predictions for 
future years. One possibility here is to use the aforementioned indicator variables.  These variables take on 
values 0 and 1 with the January indicator, X1, being 1 every January and 0 in the other months.  One 
possible model expresses the response as  
 
 Y = trend + b1X1 + b2X2 + … +b11X11 + noise, 
 
where the X variables are indicator variables for 11 out of the 12 months, usually January through 
November.  In January all of these Xj values are 0 except for X1 and the model becomes  
 
 Y = trend + b1 + noise. 
 
If we think of the trend line as a baseline, we see that the model predicts that every January, the Y value will 
be over (under if negative) that trend by b1.   We see that the other values of b represent deviations for the 
months through November.  Because all the Xi values are 0 in December, it is seen that in December we 
have just the trend line  
 
 Y = trend +  noise 
 
Which in turn implies that each bi coefficient, the month i “effect,” is really a difference between month i and 
December.  
 
 A feature of this approach is its regularity, that is, the January effect cannot change even slowly over time.  
For some datasets the seasonality, while apparent, is not as regular as this would suggest.  In that case 
seasonal differencing might be an option.  For example it is typical in broadcasts of business news to quote 
new car sales and then the amount by which they are up or down from the same month last year.  In other 
words, the seasonal difference, Y-lag12(Y), is reported.  In this way one is looking back only at last year as a 
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predictor rather than at a seasonal effect that includes equally weighted contributions from the target month 
over all past years of data.  In contrast, weather reports often add to the temperature report a comment on 
how that compares to the historical mean for that day, that is, they opt in this case to use a constant 
seasonal effect estimated from many previous years.  
 
A final detail on seasonality that might at first bother the reader is the aforementioned lack of a December 
indicator variable.  Suppose one starts with the baseline trend Y = 10 + 0.2t where t=1,2,3,… represents 
time.  Now adding the values of b for each month produces deterministic and very regular variation around 
that trend line.  If one were to use 12 values of b and the December b value were 5, then replacing the trend 
line by Y=15+0.2t and subtracting  5 from all 12 b values reproduces the same 12 sums:  (trend + 5) + (b-5) 
= trend + b with 5-5=0 for December. Thus omitting the December indicator variable is not a restriction at all 
and in fact removes arbitrariness from the model.   
 
PROC FORECAST provides a default STEPAR algorithm.  One fits a low order polynomial in time (linear is 
the default, constant and quadratic are options) getting residual rt at time t. Now regress rt on its past (13 
lags by default) and eliminate insignificant lags getting a prediction model, for example one might have  
 Predicted rt = 0.99 rt-1 + 0.99rt-12 -0.98 r t-13  
where the terms not shown were insignificant.  This model is quite close to  
 Predicted rt =  rt-1 +  (rt-12 –rt-13)  
in which October’s residual is predicted to be September’s plus the September to October change from last 
year.  In that sense, it is as though the forecast is a copy of last year’s pattern pasted to the end of the 
series.  With the original coefficients (0.99 versus 1) considered, the effect is moderated.  Figure 2 shows a 
default run of PROC FORECAST.  Note how the STEPAR feature has picked up the seasonality while the 
polynomial has picked up the overall trend.  
 
The AR in STEPAR stands for autoregressive, meaning that a value (like the residual rt at time t) is predicted 
by regressing it on its own (auto) past values as was just described.  The STEP in STEPAR indicates 
stepwise elimination of insignificant lags. 
 
The other option discussed thus far is to model the seasonality with indicator variables.  Creating indicators 
for the months and a time variable, the model we have in mind can be fit in PROC REG or PROC GLM as 
long as the remaining residuals indicate uncorrelated errors with constant variance. A partial output appears 
below Figure 2.  As has been explained, the fitted trend line 4341.9 + 19.7 t  applies to the December data 
with each other month’s prediction lying below this December line by an estimated amount. It is 1141.9 
below for all January sales, for example.   
 

FIGURE 2.  FORECASTS - N. C. RETAIL SALES 
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             Parameter 
Var  DF       Estimate   t Value  Pr > |t| 
 
Int   1     4341.82481     40.21    <.0001 
T     1       19.66482     29.74    <.0001 
MN1   1    -1141.87030     -8.50    <.0001 
MN2   1    -1150.45513     -8.56    <.0001 
MN3   1     -683.75995     -5.09    <.0001 
MN4   1     -535.73060     -3.99    0.0001 
MN5   1     -444.97209     -3.31    0.0012 
MN6   1     -308.88524     -2.30    0.0230 
MN7   1     -408.26590     -3.04    0.0028 
MN8   1     -453.33572     -3.38    0.0010 
MN9   1     -462.90220     -3.45    0.0008 
MN10  1     -657.99286     -4.90    <.0001 
MN11  1     -474.56518     -3.54    0.0006 

 
With any analysis another important practice is to plot the residuals. Figure 3 does so for our sales data with 
some suggestive lines inserted.  
 

FIGURE 3. RESIDUALS -  N. C. RETAIL SALES 
 

                
 
At this level of detail, it appears that there is another feature of the data that we may have thus far missed.  
Notice that there was a drop in sales around 1990.  Imagine two lines, one applying to data before 
September 1989, which is at time t=81, and the other from then on (the date was refined by trial and error). 
The seasonality is still in the model. The break in trend is modeled by two other indicator variables. The first 
is 0 before the break and 1 after, allowing a sudden shift in level. The second is 0 before the break and t-81 
for t>81, allowing a sudden shift in slope.  There is another feature to consider. If we imagine residuals from 
the lines in Figure 3, it appears that a jump in sales occurred in January of 1990 with a roughly equal and 
opposite effect in March.  This seems to be a simple shift of a portion of the usual March sales into January 
and can be modeled by another variable that is 1 in January 1990, then -1 the following March, and 0 
elsewhere. Its single coefficient estimates the sales inserted into January and removed from March in 1990.  
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Autocorrelation may still remain in the data. A statistic, called the Durbin Watson statistic after its creators, is 
computing by squaring the changes (first differences) in the residuals and summing them, then dividing by 
the sum of the squared residuals.  If the errors are uncorrelated the statistic should be near 2 but if adjacent 
residuals are more alike than independence would dictate, then their differences are smaller in magnitude as 
are the squares of these differences and the Durbin Watson statistic moves toward 0.  PROC REG delivers 
this upon request.  PROC AUTOREG does too.  PROC AUTOREG fits the same kind of models as PROC 
REG with the additional ability to fit an autoregressive error structure of whatever number of lags the user 
specifies. Using the BACKSTEP option, PROC AUTOREG can remove insignificant lags from the specified 
list, just as PROC FORECAST did before. Running this fully specified model in PROC AUTOREG  we find 
that lags 2 and 3 remain in the model and the ultimate residuals (those remaining after fitting the regression 
on all the aforementioned variates as well as predicting each residual from its predecessors) produced a 
Durbin Watson statistic 1.98, much closer to 2 than the 0.98 that was obtained for the Figure 3 residuals. In 
Figure 4, the actual data are shown in black, the PROC REG forecast in green, and the PROC AUTOREG 
forecast in red, along with upper and lower confidence bands.  The actual values and AUTOREG forecasts 
are quite close together throughout while the REG forecasts separate from them at certain times.  The 
PROC REG forecast is low and is in fact almost obscured by the lower confidence band produced by PROC 
AUTOREG. 
 

FIGURE 4.  COMPARING FORECASTS - N. C. RETAIL SALES 
 
 

              
A final comment on this example is that this same model can be fit in PROC ARIMA or with any of several 
graphical user interface tools.  PROC ARIMA allows nonstationary and/or moving average error terms as 
well as autoregressive errors. The code 
 

proc arima data=sales;  
I var=sales crosscor = (t … MN11) noprint;  
E input = (t … MN11) p=(2,3);   

 
is all that is needed to fit the model.   The INPUT option lists all of the deterministic inputs including the 11 
seasonal dummy variables MN1-MN11.  A nice feature of PROC ARIMA is the model diagnostics produced.  
In particular, a bank of Chi-square statistics, for the null hypothesis that the model fits sufficiently out to lag 
k, is given for k=6,12,18, 24 as follows:  
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                           The ARIMA Procedure 
                    Autocorrelation Check of Residuals 
 

  To    Chi-        Pr > 
 Lag  Square  DF   ChiSq    ---------------Autocorrelations--------------- 
 
   6    2.02   4  0.7314    -0.043  -0.060  -0.051  -0.023  -0.038   0.059 
  12   13.70  10  0.1870     0.151   0.133  -0.068   0.016  -0.107   0.134 
  18   21.67  16  0.1540     0.044  -0.016   0.195  -0.049  -0.077  -0.014 
  24   34.10  22  0.0480     0.107  -0.056  -0.057   0.121   0.117  -0.160 

 
For the most part the “P-values” 0.7314, 0.1870, 0.154, 0.0480 exceed 0.05 thus giving, at the standard 
level, no significant evidence of lack of fit.   
 

TRANSFER FUNCTIONS 
 
A particularly interesting kind of analysis occurs when two time series are related with one being considered 
an input and the other an output.  The interesting feature that the time dimension adds is the possibility of a 
delayed relationship and/or one that is spread across some time window.  As an example, Figure 5 displays 
the flow rates of the Neuse River upstream at Goldsboro (solid black line) and downstream at Kinston NC 
(dashed red line).  The first feature to notice is the distribution.  In particular there are no negative flows and 
a few very large flows with most flows being in the bottom third of the graph, that is, the distribution is 
skewed (asymmetric).   
 
In addition, the variance seems larger when the flow is larger, for example around February of 1971.  This 
kind of skewness and unequal variance can often be removed by taking logarithms as Figure 6 illustrates 
how nicely the log transform works for this data. The graph shows a nice sinusoidal seasonal pattern around 
which a reasonably homogeneous pattern of variation occurs.  
 
 

FIGURE 5.  NEUSE RIVER FLOWS 
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FIGURE 6.  LOG TRANSFORMED FLOWS 

 
  

 
 

 
The two stations are about 30 miles apart on the river and thus there could be a lagged relationship between 
them.  Looking carefully at the peaks and troughs, it does seem that the lower solid line hits the extremes a 
bit before the higher dotted lines. An indicator of this relationship is the cross correlation function, namely the 
correlation between Yt and Xt-j plotted versus the “lag” j where Y is the output variable (log of Kinston flow) 
and X the input (log flow at Goldsboro), both in deviations from their means.  As an example of how this 
graph can be deceptive, suppose Yt = β Xt-2 + noise where “noise” represents a noise process independent 
of X.  Now Yt is directly related to Xt-2 but if X is also an autocorrelated series then Xt-2 is related other X’s 
near time t-2 so that a correlation might be induced between Yt and Xt-1, Xt-3, Xt, and even Xt+1.  
  
The only time when the cross correlations mimic the true lag structure is when Xt is an uncorrelated (“white 
noise”) process.  When X is autocorrelated, a transformation called “prewhitening” can be used to work 
around the problem. For example suppose Yt = β Xt-2 + noise and Xt = α Xt-1 + et  with et uncorrelated.  The 
secret is to use the X model Xt - α Xt-1 = et  to convert (“filter” or “prewhiten”)  Yt and Xt  to new variables 
producing an equivalent model as follows:  Yt – αYt-1 = β(Xt-3 – α Xt-4 ) + noise.  Because  Xt-3 – αXt-4 =et-3, 
this becomes Yt – αYt-1 = βet-3 + noise. Now cross-correlate Yt – αYt-1 and Xt-3 – α Xt-4 = et-3.  Note that the 
transformed or “prewhitened” variables are related in the same way as the untransformed, but the 
transformed X is white noise, enabling the crosscorrelations to reflect the true relationship between Y and X.  
In the case of the Neuse flows, first differences approximately prewhiten the data.  Alternatively, one can 
detrend both series (log transformed) with sinusoids and then use an AR(2) filter to prewhiten the detrended 
data. Figure 7 shows the dramatic difference between the crosscorrelations of the prewhitened variables 
(left) and the raw variables (right).  Based on the discussion thus far, only the left plot (prewhitened variates) 
shows the true relationship between the two stations and we infer that there is a pure delay of 1 day then 1 
additional lag.  In other words the flows from 1 and 2 days ago at Goldsboro help in predicting Kinston flows. 
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FIGURE 7.  CROSSCORRELATIONS (REFERENCE LINE AT LAG 0) 
 

 
.  

 
 
 
The final modeling consisted of several steps: 
 1. Detrend both series using a sinusoid of period 1 year. 
 2. Model the detrended Kinston series from step 1 using two lags of the detrended  

    Goldsboro series and identify a model for the noise (residuals)  
3. Fit the transfer function plus noise model  

In this case the noise model used one moving average (at lag 9) and three autoregressive (at lags 1,2,4) 
coefficients.  The combination 0.5022 Gt-1-(-.26957)Gt-2) = 0.5022 Gt-1 + 0.26957)Gt-2 of lagged detrended 
Goldsboro values is seen to be part of the predictions of detrended Kinston values.  
 

                             Maximum Likelihood Estimation 
 
                        Standard             Approx 
    Parameter Estimate     Error  t Value  Pr > |t|  Lag    Variale Shift 
 
    MU       0.0087558   0.03280     0.27    0.7895    0    rkins       0 
    MA1,1     -0.14106   0.05085    -2.77    0.0055    9    rkins       0 
    AR1,1      1.30180   0.04686    27.78    <.0001    1    rkins       0 
    AR1,2     -0.52866   0.05606    -9.43    <.0001    2    rkins       0 
    AR1,3      0.09559   0.03076     3.11    0.0019    4    rkins       0 
    NUM1       0.50222   0.01906    26.35    <.0001    0    rgold       1 
    NUM1,1    -0.26957   0.01903   -14.17    <.0001    1    rgold  

 
Some analysts might omit the moving average term arguing that a lag of 9 is not intuitive and some might 
include a lag autoregressive term arguing that skipping over a lag is similarly not intuitive.  However, with the 
model shown here, the series diagnostics are impressive.  The autocorrelation check of the residuals is 
shown first: 
 

                        Autocorrelation Check of Residuals 
 
   To      Chi-        Pr > 
  Lag    Square  DF   ChiSq    ---------------Autocorrelations--------------- 
   6      0.86   2  0.6513     0.003  -0.017   0.019  -0.032  -0.021 0.002     
  12      5.97   8  0.6503     0.003  -0.055   0.011   0.036   0.089   0.009     
  18     18.47  14  0.1861    -0.002   0.039   0.058  -0.118   0.084   0.064 
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  24     34.82  20  0.0211     0.047   0.163   0.027   0.092   0.012  -0.025 
  30     36.58  26  0.0816     0.046  -0.013   0.004  -0.041   0.004  -0.011 
  36     44.26  32  0.0731     0.038   0.024   0.076   0.061   0.050  -0.059 

 
Except for the correlation 0.163 at lag 20 that causes the Pr > ChiSq (=0.0211) to temporarily dip below 
0.05, there is no evidence at the standard level, of autocorrelation in the residuals. The autocorrelations 
between the residuals and the lagged inputs Gt-j check to see if there is any uncaptured predictive power in 
the input series. The display below indicates that there is little strong evidence for such omitted lags of the 
input:  
 

        Crosscorrelation Check of Residuals with Input rgold 
 
  To        Chi-             Pr > 
 Lag      Square     DF     ChiSq    ------------Crosscorrelations----------- 
   5        6.85      5    0.2322   -0.043 -0.064  0.009  0.064  0.072  0.043 
  11       15.11     11    0.1775    0.078  0.044  0.100  0.038 -0.024 -0.026 
  17       30.01     17    0.0262    0.029 -0.012  0.040  0.158 -0.035  0.094 
  23       33.63     23    0.0706    0.061 -0.022  0.030  0.037  0.013  0.050 
  29       35.10     29    0.2012   -0.035 -0.024 -0.041 -0.002 -0.006  0.012 
  35       42.52     35    0.1788    0.017 -0.016  0.006 -0.067  0.065  0.097 
  41       50.09     41    0.1562    0.098  0.041 -0.018 -0.033 -0.008  0.079 
  47       55.42     47    0.1868   -0.053 -0.030  0.087  0.040 -0.021  0.005 

 
Reassembling the sinusoidal trend and the transfer function predictions results in predictions of the log 
transformed Kinston flows as shown in Figure 8.  The effects of the current Goldsboro data and 
autocorrelated errors, of course, die out over time and the predictions revert to the deterministic sinusoidal 
trend shown in red.   
 

FIGURE 8.  PREDICTIONS AND DATA OVERLAID 
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INTERVENTION ANALYSIS. 
 
We have seen that, in a seasonal series, a January indicator variable is one that is 1 for January and 0 
elsewhere.  Its coefficient represents an effect added into the model every January.  Another kind of 
indicator variable might be associated with a special event, such as a big jump in oil prices, a new law or a 
new speed limit.  A new law, one would assume, comes into effect at some time and stays in effect 
thereafter.  An indicator variable that is 1 at and after the time of this event would have a coefficient that 
measures the shift in level of the response (sales, for example) due to the continuing event.  This kind of 
variable is called a “shift”.  For a sudden event that does not continue, the indicator is 1 at the time of the 
event and 0 before and after that.  This is called a “pulse”.  These are examples of what are known as 
“interventions”.   
 

To make this realistic, one would like to be able to model delayed effects and effects that develop or that 
persist over short times after the intervention starts. For example the effects of the 9/11/2001 attacks were 
felt for some time after.  The trick to incorporating such dynamic effects into the model is the so-called 
“backshift operator”.  Define B(Xt) = Xt-1, that is, B drops a time related variable X back 1 time period.  For 
example, (1-.8B)Yt = et becomes a simple shorthand notation for the autoregressive model Yt - .8Yt-1 = et .  
Replacing et by a pulse intervention with a coefficient, say 5Xt, gives Yt = .8Yt-1 + 5Xt.  Assuming 0 initial 
values for X and Y, at the time of the pulse we have Yt = .8(0) + 5 = 5. At the next time period, this 5 
becomes the lagged Y and X drops back to 0 (pulse intervention) giving Yt = .8(5) + 0 = 4 and in the same 
fashion, the next values are 3.2, 2.56, etc.  The effect of the pulse dies out exponentially at rate 0.8.   Adding 
a noise term to the model, one sees that the model is the same as a transfer function but with Xt being an 
indicator variable rather than a measured data value like an upstream flow. It is common to put all of the 
backshift effect on the X side of the model so that our model becomes  

 Yt -µY=  [5/(1-.8B)]Xt + noise 

where “noise” represents an ARIMA model for the error process and a nonzero mean µY has been 
incorporated. PROC ARIMA in the SAS system can estimate the multiplier (5), and lag coefficient (0.8) as 
well as the mean and the ARIMA model parameters.   

Stock volume for American Airlines is used to illustrate. Once the stock market reopened after the 9/11 
attacks, there was a flurry of trading activity.  At what rate did this activity decline in the subsequent days? 
Did the volume approach the same level as pre 9/11 or was there a permanent level shift?  The intervention 
model provides a method for investigating these questions.  As a first step, the data are plotted in Figure 9. 
The more erratic black line is the data and the smoother red one the model based one step ahead forecasts. 
The 9/11 spike is evident and there follows a second major spike right near the end of the data.  This 
corresponds to an American plane that was lost in the Atlantic Nov. 12, 2001.  An item of interest is a 
comparison of the decay rates in the two cases.   
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FIGURE 9.  AMERICAN AIRLINES (AMR) STOCK VOLUME (MILLIONS) .   

 

                                                     

                    

 

Prior to modeling, a pulse variable and a shift variable were created for each of the two events.  An 
interesting model that fit well is given here with parameter estimates as given by PROC ARIMA.  Here Y is 
the logarithm of volume,  S is a shift associated with the 9/11 tragedy, P is a pulse variable associated with 
the Nov. 12 crash.   

Yt = 0.05146 +(1-0.75609B)-1(2.58904-2.48013B)St + (1-0.80326B)-1 1.4851Pt + Zt 

where Zt – 0.83915 Zt-1 = et – 0.52473et-1 .  The numbers are read from the output as shown here:  
 

                    Maximum Likelihood Estimation 
 
                        Standard           Approx 
 Parameter   Estimate      Error t Value Pr > |t|  Lag Variable Shift 
 
 MU           0.05146    0.08092    0.64   0.5248    0 lvolume      0 
 MA1,1        0.52473    0.09345    5.61   <.0001    1 lvolume      0 
 AR1,1        0.83915    0.05939   14.13   <.0001    1 lvolume      0 
 NUM1         2.58904    0.39522    6.55   <.0001    0 Shift        0 
 NUM1,1       2.48013    0.38740    6.40   <.0001    1 Shift        0 
 DEN1,1       0.75609    0.09954    7.60   <.0001    1 Shift        0 
 NUM2         1.48510    0.39578    3.75   0.0002    0 Pulse2       0 
 DEN1,1       0.80326    0.12448    6.45   <.0001    1 Pulse2       0  

     
The long run effect induced by a step intervention is the result of erasing the “B” in the backshift operator for 
the intervention, for example (1-0.75609)-1(2.58904-2.48013). Before the intervention, the level is 0.05146 
and after it is  0.05146 +  (1-0.75609B)-1 (2.58904-2.48013).  Exponentiating these two numbers gives the 
before and after long run levels and two corresponding reference lines are shown in gray on Figure 9.  The 
shift in level seems to be important.  
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With a level shift type of intervention, a permanent shift is postulated.  Common sense and prudence 
suggests a rather large dose of caution in extending this too far into the future.  While a level shift seems to 
fit the few weeks of post 9/11 data appearing in Figure 9, there is no reason to believe that this shift really is 
“permanent” over all future years.  Nevertheless in this particular case, it seems that the shift does persist for 
some time into the future.  Figure 10 adds an entire year of post 9/11 volume data to the plot.  Overlaid are 
horizontal lines at the two levels indicated by the fit to the Figure 9 data just discussed.  It is seen that 
visually, the new level seems at least a reasonable representation of the long run post 9/11 mean volume 
over that entire year.  Of course this is just one example and such fidelity to a model over long time intervals 
would not be expected in general.  
 

FIGURE 10.  ONE YEAR POST 9/11, AMR STOCK VOLUME. 
 

                          
 
One final note is this.  If logarithms are taken for analysis, as was done in the stock volume example, this 
presumably makes the distribution of the data more symmetric.  Symmetry implies that the mean and 
median are the same.  In simply exponentiating predictions, the exponentiated median is the median on the 
original scale.  This is a simple idea.  If one were to exponentiate a list of numbers, like 1,2,3, the one that 
was the median to start with (2) was exceeded by half the other numbers and exceeded the other half.  The 
order of the numbers is preserved by exponentiation e<e2<e3.  Thus the lines in Figure 10 really should be 
thought of as median estimates.  Since the original distribution is highly skewed, requiring logarithms to 
produce symmetry, the median is presumably a better measure of location on the original scale.  Housing 
prices have a skewed distribution and it is common to report median housing prices in an area to give 
potential buyers a feel for the market.  As for the mean, the numbers 1, 2, and 3 average to 2 but the 
exponentiated numbers e, e2, and e3 have an average exceeding e2.  Some practitioners make a bias 
adjustment to the exponentiated forecasts to more closely target the mean, rather than the median, of the 
original distribution despite the fact that it may not be the preferred measure of location.  
 

ARCH MODELS.   
 
Work on Autoregressive Conditionally Hetersocedastic (ARCH) models has developed over the past couple 
of decades, with the work of Engle (1982) being a seminal paper in the development of the ideas.  The 
author won a Nobel prize in Economics for this work on ARCH and so called cointegration models. The idea 
in ARCH is that the variation in the shocks affecting the series might vary over time in an autocorrelated 
way, that is, the innovation or shock variance is modeled as ht where ht might satisfy something like an 
ARIMA model, rather than the innovation variance being modeled as just the constant σ2.   
            
  
 
ARCH models can be useful in studying stock returns.  The idea here is to look at, for example, the daily 
change in stock prices Pt. The ratio Pt/Pt-1 is one way to look at this change.  If the ratio is 1.02 then the price 
increased by 2% overnight and if it is 0.99 then a 1% decrease was realized.  These ratios tend to have a 
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skewed distribution, again suggesting a logarithmic transformation.  If natural logarithms are used and the 
original ratios are reasonably close to 1 (e.g. 1.02 or 0.99), then the logarithms of the ratios are quite close 
to the proportional increases.  For example, the natural logarithms of 0.99, 1.02, and 1.05 are quite close to -
0.01, 0.02, and 0.05.  Specifically they are -0.0101, 0.0198, 0.0488.  Thus it is fairly accurate to refer to the 
natural logarithm of the price ratio as a return and this will be done henceforth.  
 
For many stocks, the returns seem to have some positive long run mean, the gain for buy and hold 
investors, and of course variability around that mean.  Volatility refers to the amount of variation and it is not 
uncommon for this to change over time.  Typically there would be periods of high or low volatility of some 
moderate duration, that is, large changes in the price ratio tend to followed by large changes and small by 
small.  This is reminiscent of the autocorrelation idea and suggests a model something like an ARIMA model 
for the variance of the shocks entering the series.  The importance of this, of course, is that high volatility 
means more investor risk so that risk averse investors would like to know as soon as possible if they are 
entering a period of high volatility.  For ARCH analysis, large data sets are desirable.  
 
A large data set of historic interest is the Dow Jones Industrial Average often used as a benchmark for the 
stock market in general.  To make the example most interesting from a historical perspective, a time period 
covering the great depression will be used here.  Figure 12 is a graph of the returns, ln(Dt/Dt-1)  =  ln(Dt)-
ln(Dt-1) where Dt is the Dow Jones Industrial Average.  It is preceded by Figure 11, a graph of just the series 
levels Dt.  Reference lines have been placed at dates of historic interest: Black Thursday, FDR’s assumption 
of office, WWII starts, Pearl Harbor, and WWII ends.  
 
While differencing the log transformed data has been motivated by its interpretation as a stock return, one 
can also test for the need to difference using the data.  Letting the log transformed data be denoted Yt, let us 
suppose that an autoregressive model is appropriate.  For simplicity, the lag 1 autoregressive model will be 
discussed.  Suppose Yt - 5 = 0.9(Yt-1 -5) + et .  This model has a long run mean of 5 and it is seen that if Y is, 
say 7, then the next observation is Y = 5 + 0.9(7-5) + e.  If in addition, e is from an uncorrelated sequence of 
shocks with mean 0, as is assumed for such a model, then the best prediction of the next Y is Y = 5+0.9(2) = 
6.8 so we predict Y will go from 7 to 6.8. In fact for any Y above the mean the best forecast of the next value 
will be closer to the mean 5 than Y and likewise, any Y below the mean will give a forecast of the next value 
that is higher than Y (closer to the mean).  Now this tendency for the stock to rise when below the historic 
mean and fall when above, if true, would imply that money could be made using a simple buy low, sell high 
strategy.   
 
Subtracting  (Yt-1 -5) from both sides of the autoregressive model gives what could be called an error 
correction form of the model.  Any deviation from this is an “error” and we then move toward the mean from 
there.  This formulation, Yt - Yt-1  = -0.1(Yt-1 -5) + et  represents 5 as a level to which the series returns and 
the negative coefficient, the result of subtracting 1 from the original autoregressive coefficient 0.9,  makes it 
clear that the expected change in the series brings us toward the mean.  If is easily seen that this 
phenomenon would occur whenever the original autoregressive coefficient is less than 1.  Such a series is 
called “stationary”.   On the other hand if the autoregressive coefficient is 1, then the error correction 
representation of the model becomes Yt - Yt-1  = 0.0(Yt-1 -5) + et  = et , that is, there is no tendency to revert 
to any particular value, there is no more concept of a long term mean, and in fact, the differences Yt - Yt-1 
form an uncorrelated sequence e.  Note that this difference of the Dow Jones Average is reported on the 
nightly news, the “up or down so many points” number that is reported just after the level is reported.  Now 
this suggests that regressing the differences Yt - Yt-1  on Yt-1 to see if the coefficient is 0 ( this is H0: ).  The 
only problem with this is that the distribution for testing is not a standard normal of t distribution.  Dickey and 
Fuller (1979, 1981) studied this problem and  tabulated the correct distribution for the test as well as 
extending it past the lag 1 model.  This “Dickey Fuller” test is available in PROC ARIMA and as a macro in 
the SAS/ETS system.  Using the test on the log transformed Dow Jones series, the null hypothesis that the 
autoregressive coefficient is 1 is not rejected, indicating that the data should be differenced so one is again 
lead to looking at the returns.  Of course it is possible that the returns are still not stationary, however using 
these returns (differenced logarithms) as though they were an initial set of data, the test strongly rejects H0, 
that is, once the logarithms are differenced, no additional differencing is needed.   
 
Figure 12, the returns or differences in the logarithms, shows clear differences in volatility over time. After 
Black Thursday and continuing through the beginning of FDR’s presidency we see the high volatility 
associated with the Great Depression.  By comparison, during WWII and especially after the U.S. entry into 
the war, precipitated by the Pearl Harbor attack, the market was quite stable, the volatility appearing as low 
or lower than at any other time period shown.  
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Our goal now is to model the volatility using the ARCH type of model. This functionality is available in PROC 
AUTOREG.  
 

FIGURE 11. DOW JONES INDUSTIALS.  
 

           
 

FIGURE 12.   DOW JONES RETURNS. 
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Recall that the ARCH model postulates a locally changing variance. Variations on this are called GARCH, in 
which both autoregressive and moving average lags are used to model the variance and IGARCH in which, 
like a random walk model, the variances do not have a constant long run level.  Arbitrarily taking standard 
deviations for each month, log transformed to make the distribution more symmetric, gives Figure 13. The 
data appear autocorrelated and in fact it is questionable whether a constant mean would be appropriate. A 
formal test of the hypothesis that there is a long term constant level can be done by applying a “unit root 
test”,  Dickey and Fuller (1979, 1981),  and as expected, this test does not suggest a constant mean so an 
IGARCH model would be an appropriate test.  
 
 

FIGURE 13:  MONTHLY STANDARD DEVIATIONS 
 
 

 
 
 
While the monthly standard deviations shed light on the idea of the ARCH family of models, the actual 
models are more sophisticated.  There is nothing special about months as an interval nor is there anything in 
the approach just illustrated to force the variances to change in a smooth way.  The ARCH models address 
this by modeling the variances ht as a function of lagged squared residuals et while the GARCH models 
include lags of ht and the IGARCH models apply the GARCH model to the differences ht – ht-1.  
 
The ARCH family of models is available in PROC AUTOREG.  The code  
 

proc autoreg data=more; 
   model ddow = /nlag=2 garch=(p=2,q=1,type=integ,noint); 
 

is sufficient for the current example. The integ option implies IGARCH and noint (no intercept) would usually 
be appropriate for the differences.  By default, PROC AUTOREG uses the long run average variance in 
computing forecast intervals, but the individual ht values (and forecasted future ht values) can be obtained 
with an output statement. Doing this for the Dow Jones series and plotting the resulting 95% prediction 
intervals gives a quite faithful representation of the variation in the returns as seen in Figure 14.  In addition, 
forecasts of the variance were used to extend the predicting intervals  several days into the future.  As is 
typical of such nonstationary models, the future variances are close to constant and quite similar to the last 
variance encountered.  
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FIGURE 14.  95% CONFIDENCE INTERVALS: DEFAULT AND H(T) BASED.  

 
 
 
The figure also shows the default forecast intervals, those using the average variance.  These are the 
intervals that are close to being constant and that give the outside bands in the future predictions on the 
right side of the plot. Notice that the ht based intervals are quite a bit smaller for the future predictions than 
are those based on overall average variance, indicating that the period being entered toward the end of the 
series is relatively stable versus the average volatility seen in the historic data.   

CONCLUSIONS:  
 
The SAS System has for many years supplied forecasting software that can fit models from simple 
autoregressive models to sophisticated models like the ARCH family. More recently, high performance 
forecasting has become accessible through user friendly graphical user interfaces.  This paper focused on 
illustrating a few of the modeling tasks and data considerations necessary for sophisticated forecasting tasks 
rather than the methods by which these are accessed. It shows some of the versatility and rigor involved in 
forecasting with the SAS System.   
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