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ABSTRACT
In many studies, a continuous response variable is repeatedly measured over time on one or more subjects. The
subjects might be grouped into different categories, such as cases and controls. The study of resulting observation
profiles as functions of time is called functional data analysis. This paper shows how you can use the SSM procedure
in SAS/ETS® software to model these functional data by using structural state space models (SSMs). A structural
SSM decomposes a subject profile into latent components such as the group mean curve, the subject-specific
deviation curve, and the covariate effects. The SSM procedure enables you to fit a rich class of structural SSMs, which
permit latent components that have a wide variety of patterns. For example, the latent components can be different
types of smoothing splines, including polynomial smoothing splines of any order and all L-splines up to order 2. The
SSM procedure efficiently computes the restricted maximum likelihood (REML) estimates of the model parameters
and the best linear unbiased predictors (BLUPs) of the latent components (and their derivatives). The paper presents
several real-life examples that show how you can fit, diagnose, and select structural SSMs; test hypotheses about the
latent components in the model; and interpolate and extrapolate these latent components.

INTRODUCTION
Longitudinal data, either hierarchical or otherwise, are common in many branches of science. For example, climatologists study the historical patterns of carbon dioxide levels in the atmosphere, epidemiologists observe patterns of
hormone secretion over time, drug makers must understand the absorption-and-elimination mechanism of a drug
after it is injected into a patient, and so on. In all these cases of longitudinal data, the measurements are indexed by
time; however, any other continuous variable, such as depth, can also be an index variable. Viewed as a function of
time (or some other index variable), longitudinal data trace a curve, or sets of curves if the study involves multiple
subjects. Many books and articles discuss the analysis of longitudinal data from this functional point of view, which is
called functional data analysis (FDA). The general-purpose reference by Ramsay and Silverman (2005) describes
the main problems and discusses FDA techniques. A more recent book by Wang (2011) discusses using smoothing
splines in functional data analysis. This paper describes the analysis of functional data by using structural state space
models (SSMs), an approach that overlaps considerably with FDA based on smoothing splines.
Modeling Daily Progesterone Levels
To illustrate the types of data that this paper analyzes, consider the two sets of curves shown in Figure 1.
Figure 1 Daily Log Progesterone Levels during Menstrual Cycles
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These curves correspond to daily levels of progesterone (a hormone that plays an important role in women’s
reproductive systems), measured over 22 conceptive and 69 nonconceptive menstrual cycles. The data for these
curves come from 51 women with healthy reproductive function who were enrolled in an artificial insemination clinic
where insemination attempts are carefully timed for each menstrual cycle. As is standard practice in endocrinological
research, progesterone (PDG) profiles are aligned by the day of ovulation—taken to be day zero—and then truncated
at each end to present curves of equal length. The main analysis goal of this study was to characterize differences in
the PDG levels during the conceptive and nonconceptive cycles. In particular, a hypothesis of interest was whether
the PDG levels during conceptive cycles tend to be lower than the levels during nonconceptive cycles on the days
between ovulation and implantation (which occurs approximately eight days after ovulation). Not all cycles in the
data set are complete (that is, PDG levels are missing on some days), and some women have more than one cycle
recorded.
Brumback and Rice (1998) analyzed these data by using a functional mixed-effects model (MEM), which uses cubic
smoothing splines to model the group mean curves and the subject-specific deviation curves. They explain in some
detail the benefits of modeling these data by using this functional MEM. Because this and many other types of
functional MEMs can be formulated as structural SSMs, you can use the SSM procedure for data analysis with these
types of models. As an example, consider the following analysis of variance (ANOVA)-like decomposition of the
observed PDG curves:
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Here yit
denotes the i th cycle in the sample for the conceptive group, and yinc
t denotes the i th cycle for the
nonconceptive group. The t -index denotes the day within the cycle. In this illustrative example, the group mean
c
nc
curves ct and nc
t are modeled as cubic smoothing splines; the subject-specific deviations i t and i t are modeled
as independent, zero-mean AR(1) (autoregressive of order 1) processes; and ict and inc
denote
independent,
t
zero-mean, Gaussian observation errors. This model is an example of a functional MEM: the mean curves ct and
c
nc
nc
t are the functional “fixed effects,” and the deviation curves i t and i t are the functional “random effects.” When
c
nc
you formulate this model as an SSM, the problem of estimating the latent curves (ct , nc
t , i t , and i t ) becomes
the problem of state estimation, which is efficiently handled by the Kalman smoother (a key algorithm in state space
modeling). Full details of using the SSM procedure to analyze these data are shown in Example 1. In Figure 2, the plot
at left shows the estimated group mean curves, and the plot at right shows the estimate of the contrast .ct nc
t /.
The plot of the mean curves does seem to suggest that the PDG levels during conceptive cycles tend to be lower
than those during nonconceptive cycles on the days between ovulation and implantation. However, because the 95%
pointwise confidence band around the estimated contrast includes 0 between days 0 and 8, the statistical evidence
for this hypothesis does not appear very strong. It is well known that PDG levels continue to rise for several weeks
following implantation, whereas they fall off if implantation does not take place.

Figure 2 Estimated Mean Curves and Their Difference
Estimated Group Means ct and nc
t

Estimate of the Contrast .ct

nc
t /

In addition to producing the estimates of the mean curves, the SSM analysis also produces the estimates of individual
c
nc
deviation curves ict and inc
t and the observation errors i t and i t . Figure 3 shows the decomposition of the first
nonconceptive cycle into its constituent parts: the plot at upper left shows the estimate of nc
t (along with the actual
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cycle), the plot at upper right shows the estimate of the associated deviation curve 1t
, the plot at lower left shows the
nc
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estimate of the sum (nc
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and
the
plot
at
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the
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.
t
1t

Figure 3 Decomposition of Cycle 1 (a Nonconceptive Cycle)
Cycle1 and the Estimated Group Mean nc
t

nc
Estimated Deviation Curve 1t
for Cycle1

nc
Cycle1 and the Estimate of (nc
t C 1t )

nc
Estimated Observation Errors 1t

STATE SPACE MODELS FOR LONGITUDINAL DATA
SSMs are widely used to analyze time series, a special type of longitudinal data where the observations are equally
spaced with respect to time and at most one observation is available at each time point. It is less widely known
that SSMs are also very useful for analyzing more general longitudinal data. You can use the SSM procedure to
analyze many different types of sequential data, including univariate and multivariate time series, and univariate and
multivariate longitudinal data. For notational simplicity and ease of exposition, the methodology discussed in this
paper deals only with univariate longitudinal data. However, you can use the SSM procedure to analyze multivariate
longitudinal data just as easily. For example, Liu et al. (2014) analyze bivariate longitudinal hormone profiles by using
a structural SSM. You can perform this analysis by using PROC SSM.
In addition to introducing some notation and terminology (which are used in the subsequent sections), this section
brings together for easy reference several useful facts about structural SSMs that are scattered around in the state
space modeling literature. A structural SSM is created by combining a suitable selection of submodels, each of which
captures a distinct pattern such as a smooth trend, a cycle, or a damped exponential. There is a close connection
between these submodels and a class of problems known as penalized least squares regression (PLSR) problems.
Because understanding this relationship is important to understanding how to apply structural SSMs to longitudinal
data analysis, the next section explains this topic in some detail.
State Space Model Formulation of Penalized Least Squares Regression
Suppose that measurements are taken on a single subject in a sequential fashion (indexed by a numeric variable  )
on a continuous response variable y and, optionally, on a vector of predictor variables x. Suppose that the observation
instances are 1 < 2 <    < n . The possibility that multiple observations are taken at a particular instance i is not
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ruled out, and the successive observation instances do not need to be regularly spaced—that is, .2 1 / does not
need to equal .3 2 /. For t D 1; 2; : : : ; n, suppose pt ( 1) denotes the number of observations that are recorded
at instance t . For notational simplicity, an integer-valued secondary index t is used to index the data so that t D 1
corresponds to  D 1 , t D 2 corresponds to  D 2 , and so on. The indexing variable  might represent time or
some other continuous attribute, such as distance; without loss of generality, this paper refers to it as the time index.
In many applications, it is convenient to model the measurements semiparametrically as

yti D Xti ˇ C st C t i

i D 1; 2; : : : ; pt

where ˇ is the regression vector associated with X, st is an unknown function of t , and ft i g represent the observation
errors (which are modeled as a sequence of zero-mean, independent, Gaussian variables). The real interest is in
making inference about the signal st and the regression vector ˇ . However, as stated, this formulation is too general,
and additional regularity conditions must be imposed on st in order to pose the problem well. Quite often, the regularity
Pk 1
j
conditions can be stated as L.D/st D 0 for some linear differential operator L.D/ D D k
j D0 j D , where the
constants j ; j D 0; 1; : : : ; k 1, are usually assumed to be known but can also be treated as tuning parameters,
d
and D D dt
is the differentiation operator. The functions st , which satisfy the regularity condition L.D/st D 0, are
supposed to possess the favored form. A variety of techniques are used to estimate ˇ and st . One of the important
techniques is penalized least squares, which estimates ˇ and st as the minimizer of the loss function,
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where ti2 are the variances associated with the observation errors ft i g, and ‡ (called the smoothing parameter) is a
nonnegative constant that controls the trade-off between the model fit, measured by the first term
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and the closeness of st to its favored form, measured by the second term .L.D/st /2 dt . The minimizing solution is
called an L-spline of order k . A polynomial smoothing spline of order k , PS(k ), is a special type of L-spline where
L.D/ D D k . The most commonly used smoothing spline is the cubic spline, which corresponds to PS(2). That is,
the cubic smoothing spline minimizes the loss function
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where st" denotes the second derivative of st . There are many ways to solve the PLSR problem. Based on the key
observations in Wahba (1978), which were subsequently expanded on by several others—for example, see Wecker
and Ansley (1983); De Jong and Mazzi (2001)—it turns out that you can solve the PLSR problem efficiently and
elegantly by formulating it as a state estimation problem in an SSM of the following form:

˛ t C t i
yti D Xt i ˇ C Z˛
˛ tC1 D Tt ˛ t C  tC1
˛ 1  diffuse

Observation equation
State transition equation

(SSM1)

Initial condition

Precise details of this SSM, such as the structure of the state transition matrix Tt , are given in De Jong and Mazzi
(2001). Here are the facts about the form of this SSM that are most relevant to this discussion:

 The state vector ˛ t is of dimension k , the order of the differential operator L.D/. Its successive elements store
˛ t in the observation equation simply selects
st and its derivatives up to order k 1. The linear combination Z˛
the first element of ˛ t (which is st ); that is, Z D .1 0 : : : 0/.
 The entries of the matrices Tt and Qt (the covariance matrix of the state disturbance  t ) depend on fj g (the
coefficients of L.D/), the smoothing parameter ‡ , and the spacings between the successive measurement
instances ht D t C1 t . In general, the elements of Tt and Qt are rather complex functions of fj g, ‡ , and
fht g. Fortunately, for many of the commonly needed PLSR problems, Tt and Qt can be computed in a closed
form. Table 1 lists a few such models. The associated Tt and Qt matrices are described in the section “T and
Q Matrices for the Models in Table 1” on page 16.
 The state transition equation is initialized with a diffuse condition; that is, ˛ 1 is assumed to be a Gaussian vector
with infinite covariance.

4

An important consequence of this SSM formulation is the availability of the Kalman filter and smoother (KFS) algorithm
for efficient likelihood calculation and state estimation. With the help of the KFS algorithm, the entire sequence of state
˛ t ; t D 1; 2; : : : ; ng and the regression vector ˇ are estimated at the computational cost proportional to nk 3 .
vectors f˛
In fact, KFS is one of the few general-purpose O.n/ algorithms for L-spline computation (see Ramsay and Silverman
2005, sec. 21.3.5, p. 369; also see Eubank, Huang, and Wang 2003 for a discussion of the efficient computation of
polynomial smoothing splines, S(k )).
Table 1 Useful PLSR Cases with Simple SSM Forms

L.D/

Name

Order

Favored Form of st

Pk 1
j
D
k
j D0 cj t
DCr
1
c exp. rt /
D.D C r/
2
c0 C c1 exp. rt /
.D C re i ! /.D C re i ! /
2
t .c1 sin.!t / C c2 cos.!t //
.D C r1 /.D C r2 /
2
c1 exp. r1 t / C c2 exp. r2 t /
.D C r/2
2
exp. rt /.c1 C c2 t /
D.D 2 C ! 2 /
3
c0 C a sin.!t / C b cos.!t /
D 2 .D 2 C ! 2 /
4
c0 C c1 t C a sin.!t / C b cos.!t /
p
Here i D
1, and cj , , ! , and so on, are suitable constants.
k

Polynomial spline
Exponential
Decay
Damped cycle
Bi-exponential
Damped linear
PS(1) + cycle
PS(2) + cycle

Table 1 contains some of the most commonly needed nonparametric patterns; for example, it includes all the constantcoefficient L-splines considered by Heckman and Ramsay (2000). You can further expand this list by considering the
continuous-time, autoregressive moving-average (CARMA) models of small orders (for more information, see the
section “Relationship between the PLSR Problem and the CARMA(p , q ) Models” on page 18). What is even more
important is that you can use these patterns as building blocks to create even more complex patterns. The SSMs that
are formed by appropriately combining such basic building blocks are called structural SSMs. The next two sections
describe the structural SSMs that are useful for analyzing longitudinal data.
Structural SSMs for Repeated Measurements on a Single Subject
In time series analysis, structural SSMs are known as structural time series models or as unobserved components
models (UCMs) (see Harvey 1989). The models listed in Table 1 generalize the most commonly used component
models of structural time series analysis to the longitudinal data settings:

 Polynomial smoothing splines of different orders (PS(k )) correspond to commonly used trend patterns in time
series: PS(1) corresponds to the random walk, PS(2) (which results in a cubic smoothing spline) corresponds
to the integrated random walk, and so on.

 The exponential model generalizes the autoregressive model of order 1 (AR(1)).
 The damped cycle model generalizes the time series cycle model to functional data. Moreover, a seasonal
model can be obtained by adding an appropriate number of undamped cycles at the harmonic frequencies.

 The decay model corresponds to the sum of two correlated components: PS(1) + exponential.
 The bi-exponential model corresponds to the sum of two correlated autoregressions. This model has no special
significance in time series analysis. However, a special case of this model known as the one-compartment
model has an important use in pharmacology. The damped linear model is a special case of the bi-exponential
model, in which the two decay rates coincide.

 The last two models correspond to the sum of two correlated components: a polynomial trend (PS(1) or PS(2))
and an undamped cycle.
Like a UCM for a time series, a structural SSM decomposes an observed longitudinal data sequence into interpretable
components such as trends, cycles, and regression effects. Specifically, a structural SSM for the measurements yti ,
where t D 1; 2; : : : ; n and i D 1; 2; : : : ; pt , can be described as

yti D Xt i ˇ C st i C t i
sti D a.Xt i / t C b.Xt i /

t

C 
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where ti are random errors; t ; t ; : : : are components such as a trend, cycle, or exponential that are modeled by
some suitable SSM (for example, by one of the models in Table 1); and a.Xt i /; b.Xt i /; : : : are known deterministic
functions, which might depend on unknown parameters. The deterministic functions (such as a.Xt i /) provide the
flexibility of scaling a component, or controlling its presence or absence, based on regressors (very often they are
simple functions such as identity or dummy variables). This also permits different “signal” values st i at a given point
as a result of different regressor values Xt i , whereas the latent components (t ; t ; : : :) have a unique value at
each time point. The stochastic elements in the model (the noise sequence t i and the components t ; t ; : : :) are
assumed to be mutually independent. Therefore, the underlying SSM, which is formed by combining the state vectors
of the component models, is easy to formulate. The following form is obtained by a slight generalization of the SSM
that is described in the previous section (SSM1):

yti D Xt i ˇ C Zt i ˛ t C t i
˛ tC1 D Tt ˛ t C Wt C1 C  t C1

Observation equation

˛ 1  partially diffuse

State equation

(SSM2)

Initial state

Here the vector Zt i in the linear combination Zt i ˛ t , which results in st i , is formed by simply joining the Z vectors of
the submodels, after taking into account the deterministic scaling functions (such as a.Xt i /). Moreover, because the
stochastic components (t ; t ; : : :) are independent, the transition matrix of the combined model is block diagonal:

Tt D Diag.T
t Tt : : :/, where Tt ; Tt ; : : : are the transition matrices associated with the respective components;
the same applies to the state disturbance covariances Qt . An additional modification is the inclusion of state regression
effects, Wt C1 , in the state equation. This modification provides additional modeling flexibility (Wt contains known
regression information, and the regression coefficient vector is estimated by using the KFS algorithm in the same
fashion as the other quantities in the model—ˇ and ˛ t ). As mentioned in the preceding section, in order for the
estimated components to be the solution of the appropriate PLSR problem, the initial condition of the state equation
for different components must be taken to be diffuse. However, in a structural SSM some of the components can
represent deviation from the mean component (which is modeled by a suitable trend component). In such cases, to
ensure the identifiability of the combined model, the corresponding submodel is initialized with a nondiffuse condition.
This is the reason for the partially diffuse initial state in the SSM shown in SSM2.
In some situations it is useful to consider the case of correlated observation errors ft g (for example, see Kohn, Ansley,
and Wong 1992; Wang 1998), which requires the equations in SSM2 to be altered to accommodate the correlated
errors. This is easy to do if, like the components in the model, ft i g can be modeled by a state space model (for
example, one of the models listed in Table 1). In that case, you can treat the observation error just like one of the
model components: its associated state becomes part of the model state vector ˛ t , and Zt is also suitably adjusted.
The new state space form continues to look like the form shown in SSM2, but without the observation error.
The structural SSM that is described in SSM2 can model data sequences that have complex patterns. This modeling
approach can be complementary to the approach that uses a high-order, monolithic, differential operator L.D/ to
model st . Using a large differential operator essentially amounts to using several correlated smaller-order components.
In the SSM setup, the computation of the corresponding Tt and Qt becomes impractical. Structural modeling avoids
this problem by using independent components of smaller order, which is an approximation. On the other hand,
structural SSMs can be more flexible in other respects by permitting finer control over the submodels; for example, you
can turn the submodel patterns on or off by using appropriate time-dependent regressors, and separate smoothing
parameters for different components provide another source of customization. An additional advantage of structural
SSMs is their natural closeness to ANOVA-like decomposition and the availability of the component estimates in the
decomposition.
Structural SSMs for Multiple-Subject Studies
The single-subject framework of the previous section can be extended to a more general multiple-subject, hierarchical
setting. Apart from additional notational complexity, the more general case is not very different from the single-subject
case. To simplify the discussion of the main ideas, first a basic scenario is considered in some detail.
j

j

Continuing with the notation from the previous section, suppose (yt i ; t D 1; 2; : : : ; nI i D 1; 2; : : : ; pt I j D
1; 2; : : : ; J ) is the combined sample associated with a study with J subjects. The observation points 1 < 2 <    <
n represent the union of all distinct observation points for all subjects (if ptj D 0 for some j and t , you can simply
ignore the corresponding observation equations in the SSM formulation). Consider the following structural SSM for
the observations associated with the j th subject:

ytij D t C tj C tji
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j

Here the component t represents the mean curve (“fixed effect”), and the component t is the subject-specific
j
deviation from the mean curve (“random effect”); as before, t i are independent noise values. The stochastic
j

components t and t ; j D 1; 2; : : : ; J , are assumed to be mutually independent. This relatively simple model is in
fact quite general. It permits a flexible form for the mean curve t , which could be modeled in a variety of ways—for
example, by a cubic smoothing spline (PS(2)) or as a sum of two independent components, such as PS(2) plus cycle.
j
The subject-specific deviation curve t can also be modeled suitably—for example, by a less smooth curve such as
PS(1). As a concrete example, suppose the mean curve t is modeled by PS(2) and the subject-specific deviation
curves are modeled by PS(1). Then the corresponding structural SSM has the following form:

ytij D Zjt ˛ t C tji
˛ tC1 D Tt ˛ t C  tC1
˛ 1  partially diffuse

Observation equation
(SSM3)

State equation
Initial condition

The state vector ˛ t , which is formed by joining the states associated with the mean component t (dimension = 2) and
j
the subject-specific deviation curves t ; j D 1; 2; : : : ; J (each of dimension 1), is .J C 2/-dimensional. The transition
j
matrix Tt is block diagonal, with blocks corresponding to t and t . Similarly, the state disturbance covariance is
j
also block diagonal. The .J C 2/-dimensional vectors Zt in the observation equation merely add the appropriate
j
j
j
state elements—that is, the only nonzero elements of Zt are Zt Œ1 D 1 and Zt Œj C 2 D 1. To complete the model
definition, you must specify the initial condition for the state equation. Here, for identifiability purposes, the initial states
j
that are associated with t (the random effects) must be assumed to be zero-mean, Gaussian variables with finite
variance. In effect, the first two elements of ˛ 1 , which correspond to t (the fixed effect), are treated as diffuse, and
the remaining elements are assumed to be independent, zero-mean, Gaussian variables with finite variance.
The preceding simple example, which deals with subjects from one population, covers the main technical aspects of
extending the single-subject framework to a multiple-subject setting. Other than the increased notational complexity
and additional bookkeeping, no significant new issues arise if the experiment deals with multiple hierarchies and
involves regression effects. As an illustration, consider a two-level study that deals with subjects nested within multiple
centers. Let ytj kl denote the l th reading, on the k th subject, from the j th center, at time t ; as before, the time index
runs through the union of all distinct observation time points. A possible structural SSM for such a scenario is

ytj kl D Xtj kl ˇ C tj C tj k C tj kl
where Xtj kl ˇ captures the appropriate regression effects, tj represents the mean curve associated with the j th
center, tj k represents the deviation of the k th subject from its mean curve, and tj kl are the independent noise values.
As before, the components tj and tj k and the noise sequence tj kl are assumed to be mutually independent.
You can easily customize this model further to account for center-specific and subject-specific issues by scaling the
corresponding effects appropriately.
Finally, note that you can interpret the estimates of the latent components in a structural SSM as solutions of an
extended PLSR problem that is formed by adding a separate penalty term and a separate smoothing parameter for
each component (see the statements of Theorem 1 and Theorem 2 in Brumback and Rice 1998 for a special case).
These smoothing parameters and other unknown quantities in the model specification are estimated by REML. The
estimation of the smoothing parameters is not explicit; they are estimated implicitly as a consequence of estimating the
entire model parameter vector (recall that the elements of the Qt matrix are functions of these smoothing parameters).
The REML estimates of smoothing parameters are known to have good statistical properties; for more information,
see the introductory section of Liu and Guo (2011, sec.1).

STRUCTURAL STATE SPACE MODELING WITH THE SSM PROCEDURE
The SSM procedure is designed for general-purpose state space modeling. The previous section explains the utility of
modeling longitudinal data by using structural SSMs. The elegant theory that underlies this modeling approach makes
it ideal for both exploratory and confirmatory analysis. The section “EXAMPLES” on page 8 contains two data analysis
examples, both of which use structural SSMs. These examples provide a step-by-step explanation of the model
specification and output control syntax of the SSM procedure. The PROC SSM syntax is designed so that little effort is
needed to specify the most commonly needed structural SSMs, and it provides a highly flexible language for specifying
more complex structural SSMs. For example, the SSM model specification syntax for Example 1, which contains the
analysis of daily PDG levels discussed in the section “INTRODUCTION” on page 1, is quite simple. This is because
you can specify the component models, cubic smoothing spline (PS(2)) for the group means, and AR(1) for the subject
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deviation curves by using only a few keywords. On the other hand, the model specification syntax for Example 2
is a little more complicated. This is because the mean curve model in this example has a bi-exponential form (see
Table 1), which currently does not have keyword support in the model specification syntax. For more information
about model specification, see http://support.sas.com/documentation/cdl/en/etsug/67525/HTML/
default/viewer.htm#etsug_ssm_details03.htm. In addition to the rich model specification capabilities,
PROC SSM enables you to do the following:

 Estimate model parameters by (restricted) maximum likelihood (REML). The likelihood function is computed by
using the (diffuse) Kalman filter algorithm. A variety of likelihood-based information criteria (such as AIC and
BIC) are printed by default.

 Print or output to a data set the best linear unbiased predictions (BLUP) of the latent components (and their
derivatives when the model permits) and their standard errors. These estimates are obtained by using the
(diffuse) KFS algorithm. In a similar way you can obtain the estimates (and their standard errors) of linear
combinations of these latent components.

 Generate residual diagnostic plots and plots useful for detecting structural breaks.
For more information, see the SSM procedure documentation: http://support.sas.com/documentation/
cdl/en/etsug/67525/HTML/default/viewer.htm#etsug_ssm_details08.htm.
Computational Cost Considerations
To a large extent, the computational cost of modeling with the SSM procedure is proportional to nm3 , where n
denotes the number of distinct observation times and m denotes the size of the state vector that is associated with the
underlying state space model. The memory requirement is proportional to nm2 . For structural SSMs the state size,
m, increases linearly with the number of subjects in the study, which means that the computational cost increases
in a cubic fashion (and the memory requirement increases in squares) as the number of subjects increases. The
increase in n does not have such a dramatic effect on the computational cost. In practical terms, for studies with
a small number of subjects (in the tens), the computational cost grows only at the O.n/ rate, and data sets with
thousands of measurements are easily handled. For studies with a larger number of subjects (in the hundreds) and
n in the thousands, the computing times can run into hours. The analysis is prohibitively expensive for studies that
involve several thousand subjects and large n.
The MIXED and GLIMMIX procedures in SAS/STAT® software are standard tools for analyzing longitudinal data by
using linear mixed-effects models. With PROC MIXED and PROC GLIMMIX, you can efficiently fit a large variety of
mixed-effects models. Because it is possible to formulate some structural SSMs as linear mixed-effects models, in
some instances PROC MIXED has been used to fit structural SSMs (after formulating them as linear mixed-effects
models). For example, Liu and Guo (2011) describe a SAS® macro, FMIXED, for cubic-spline functional mixed-effects
modeling; this macro is based on PROC MIXED. Brumback and Rice (1998) also use PROC MIXED in their modeling
of daily PDG levels. However, both references cite the high cost of this computational approach (see Liu and Guo
2011, sec. 6, and Brumback and Rice 1998, p. 969). The computational inefficiency of PROC MIXED is caused by
the complex correlation structure between the observations of different subjects implied by such models. On the other
hand, it is well known that an approach based on the KFS algorithm is substantially more efficient for dealing with
such correlation structures (see Maldonado 2009 and Liu and Guo 2011, sec. 6). This makes the SSM procedure a
natural choice for these types of functional data analyses. There are two main advantages of the SSM procedure over
methods such as the FMIXED macro: you can use a much larger class of models for your functional modeling, and
the analysis is often substantially more efficient. For example, using the FMIXED macro to analyze the daily PDG
levels data set (which has 2004 measurements) takes several hours, whereas the SSM procedure completes the
same analysis in less than three minutes.

EXAMPLES
This section presents two illustrations of modeling with structural SSMs. In addition, the following examples in the
SSM procedure documentation deal with longitudinal data analysis:

 Example 15, “Longitudinal Data: Lung Function Analysis,” contains an analysis of lung function measurements on a single subject. The analysis reveals a diurnal component: a periodic pattern with a period
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of 24 hours ( http://support.sas.com/documentation/cdl/en/etsug/67525/HTML/default/
viewer.htm#etsug_ssm_examples15.htm).

 Example 4, “Longitudinal Data: Smoothing of Repeated Measures,” contains an analysis of the growth
patterns of a group of cows (http://support.sas.com/documentation/cdl/en/etsug/67525/
HTML/default/viewer.htm#etsug_ssm_examples04.htm).
 Example 9, “Longitudinal Data: Variable Bandwidth Smoothing,” shows how to extract a smooth curve from
noisy data with time-varying variance (http://support.sas.com/documentation/cdl/en/etsug/
67525/HTML/default/viewer.htm#etsug_ssm_examples09.htm).
 The section “Getting Started” analyzes a panel of time series (http://support.sas.com/
documentation/cdl/en/etsug/67525/HTML/default/viewer.htm#etsug_ssm_gettingstarted.
htm).
Example 1: Analysis of PDG Levels
This example shows how you can use the SSM procedure to perform the analysis of daily progesterone (PDG) levels
that is discussed in the section “INTRODUCTION” on page 1. The input data set, PDG, contains information about
the daily PDG levels, measured over 22 conceptive and 69 nonconceptive menstrual cycles. The variables day, lpdg,
cycle, and conceptive denote, respectively, the day within a cycle (which ranges from –8 to 15), the PDG level on
the log scale, the cycle number (an integer from 1 to 91 that identifies a given cycle), and a dummy variable that
indicates whether the cycle is conceptive or not. Cycles that are numbered from 1 to 69 are nonconceptive, and cycles
numbered from 70 to 91 are conceptive. Recall that the analysis is based on the model

yitc

D

ct C ict C ict

yitnc

D

nc
nc
nc
t C i t C i t

c
where yit
denotes the i th cycle in the sample for the conceptive group (i D 70; 71; : : : ; 91) and yinc
t denotes the i th
cycle for the nonconceptive group (i D 1; 2; : : : ; 69). The t -index denotes the day within the cycle: t D 8; 7; : : : ; 15.
The mean curves ct and nc
are modeled as cubic smoothing splines (PS(2)); ict and inc
t
t are modeled as
independent, zero-mean AR(1) (autoregressive of order 1) processes; and ict and inc
denote
independent, zerot
mean, Gaussian observation errors. The following statements perform the data analysis based on this model:

proc ssm data=pdg plots=residual(normal);
id day;
/* Define dummy variables for later use */
Group1 = (conceptive=1);
Group2 = (conceptive=0);
array NonConcCycle{69};
array ConcCycle{22};
do i=1 to 69;
NonConcCycle[i] = (cycle=i);
end;
do i=70 to 91;
ConcCycle[i-69] = (cycle=i);
end;
/* Specify group level pattern */
trend ConcGroup(ps(2)) cross=(Group1);
trend NonConcGroup(ps(2)) cross=(Group2);
/* Deviations from the group pattern for each cycle */
trend ConcDev(arma(p=1)) cross(matchparm)=(ConcCycle);
trend NonConcDev(arma(p=1)) cross(matchparm)=(NonConcCycle);
/* Simple observational error */
irregular wn;
/* Model equation */
model lpdg = ConcGroup ConcDev NonConcGroup NonConcDev wn;
/* Specify some useful components/contrasts for output */
comp ConcPattern = ConcGroup_state_[1];
comp NonConcPattern = NonConcGroup_state_[1];
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eval GroupDif = ConcPattern - NonConcPattern;
eval subjectCurve = ConcGroup + ConcDev + NonConcGroup + NonConcDev;
output out=outPDG pdv press;
run;

A brief explanation of the program follows:

 proc ssm data=pdg plots=residual(normal); signifies the start of the SSM procedure. It also
specifies the input data set, PDG, which contains the analysis variables.

 id day; specifies that day is the time index for the observations. The SSM procedure assumes that the input
data are sorted by the time index. In this example the time index values are equally spaced; this does not need
to be the case in general.

 Group1 = (conceptive=1); (the DATA step statement) defines Group1 as an indicator for conceptive
cycles. Similar DATA step statements define additional dummy variables. These variables are subsequently
used to appropriately control the presence or absence of the model components.

 trend ConcGroup(ps(2)) cross=(Group1); names ConcGroup as a cubic smoothing spline (signified by the PS(2) specification). The use of cross=(Group1) causes ConcGroup to be multiplied by
Group1, a dummy variable that is 1 if the cycle is conceptive and 0 otherwise. In effect, ConcGroup corresponds to the mean trend ct . Similarly, trend NonConcGroup(ps(2)) cross=(Group2); defines the
mean trend for the nonconceptive group, nc
t .

 trend ConcDev(arma(p=1)) cross(matchparm)=(ConcCycle); names ConcDev as an AR(1)
process (signified by the use of ARMA(p=1)). Moreover, because the program uses the 22-dimensional
array of dummy variables, ConcCycle, in the CROSS= option (cross(matchparm)=(ConcCycle)), this
specification amounts to fitting a separate AR(1) deviation curve, which corresponds to ict , for each conceptive
cycle. In effect,
ConcDevt D

22
X

ConcCycleŒi  ict

i D1

The use of MATCHPARM in cross(matchparm)=(ConcCycle) causes the same AR1 coefficient to be
used for all conceptive deviation curves. The deviation curves for nonconceptive cycles are specified in the
same way.

 irregular wn; names wn as an irregular component, which corresponds to the observation errors it . For
the sake of parsimony, the error variance for all i t is taken to be the same.
 After all the model terms are defined, model lpdg = ConcGroup ConcDev NonConcGroup
NonConcDev wn; specifies the observation equation. This finishes the model specification part of the
program.

 The next few statements define terms that correspond to the desired linear combinations of the elements
of the underlying model state. For example, comp ConcPattern = ConcGroup_state_[1]; defines
ConcPattern as the first element of the state that underlies the cubic smoothing spline ConcGroup, which corresponds to ct . Similarly, eval GroupDif = ConcPattern - NonConcPattern; defines GroupDif
as the contrast .ct nc
t /.

 Finally, output out=outPDG pdv press; specifies an output data set, outPDG, which stores the estimates of the model components and the component contrasts (such as GroupDif). The PRESS option causes
the printing of the fit criteria based on delete-one cross validation prediction errors.
The SSM procedure produces a number of useful tables and plots by default; for example, it produces a table of
parameter estimates and likelihood-based information criteria and a scatter plot of standardized model residuals.
Output 1.1 shows the estimates of the model parameters.
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Output 1.1 Estimated Model Parameters
Model Parameter Estimates
Component

Type

ConcGroup

Parameter

Estimate

Standard
Error

PS(2) Trend Level Variance

0.0135

0.00750

NonConcGroup PS(2) Trend Level Variance

0.0133

0.00575

ConcDev

ARMA Trend Error Variance

0.0753

0.01409

ConcDev

ARMA Trend AR_1

0.9462

0.01414

NonConcDev

ARMA Trend Error Variance

0.0474

0.00662

NonConcDev

ARMA Trend AR_1

0.9688

0.00591

wn

Irregular

0.1418

0.00784

Variance

You can request a variety of other output by using different options. For example, the table shown in Output 1.2 (which
is produced by using the PRESS option in the OUTPUT statement) contains two measures of model fit: prediction
error sum of squares (PRESS) and a measure called generalized cross validation (GCV). Like the information criteria
and the residuals-based fit statistics, these measures are useful for comparing two alternate models (smaller values
of PRESS and GCV are preferred).
Output 1.2 Delete-One Cross Validation Measures
Delete-One Cross Validation Error
Criteria
Variable
lpdg

N

Generalized
PRESS Cross-Validation

2004 424.2434

0.00010484

Similarly, Output 1.3 shows a panel of plots (which is produced by using the plots=residual(normal) option in
the PROC SSM statement) that is useful for graphically checking the normality of the residuals. The plot at left shows
the histogram of residuals, and the plot at right shows the normal quantile plot.
Output 1.3 Plots for Residual Normality Check

You can use these and other diagnostic measures to judge the quality of a particular model and to compare alternative
models. After you identify a suitable model, you can use it to estimate the desired latent effects and to test different
hypotheses of interest. You can output the results of state filtering and smoothing to a data set by specifying the
OUT= option in the OUTPUT statement. You produce the plots of the latent components that are shown in the section
“INTRODUCTION” on page 1 by using the standard plotting procedures, PROC SGPLOT and PROC SGPANEL, with
this output data set.
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Example 2: Analyzing Dose Response with a One-Compartment Model
This example considers the data from Pinheiro and Bates (1995) about the drug theophylline, which is used to treat
lung diseases. Serum concentrations of theophylline are measured in 12 subjects over a 25-hour period after oral
administration. Pharmacokinetic considerations suggest that the time evolution of the serum concentration in the body
has the form (one-compartment model)

Ct D d0 c Œexp. re t /

exp. ra t /; ra > re > 0

D d0 t (for example)
where d0 is the initial dose, ra and re are the absorption and elimination rates (respectively), and c is a suitable
constant (related to a quantity called the clearance rate, ra , and re ). Note that t (the response corresponding
to d0 D 1) is a difference of two exponentials, which is a special case of the bi-exponential form (see Table 1).
Pinheiro and Bates (1995) fit a nonlinear mixed-effects model to these data, permitting subject-specific variation in the
absorption and clearance rates. The analysis in the current paper takes a slightly different point of view. It assumes
that the same dynamics (absorption, elimination, and clearance constants) are at work in all subjects; however, the
observed profiles are different because of local experimental conditions (such as a subject’s food intake for that
day). Essentially, it assumes that the observed trajectory of the j th subject follows the following structural model (the
observation times list (1 D 0 < 2 <    < n ) is a union of observation times for all the 12 subjects),

ytij D d0j t C tj C tji ; j D 1; 2; : : : ; 12; i D 1; 2; : : : ; ptj
j

where d0j is the initial dose (for subject j ), t represents the bi-exponential population pattern, t represents the
j
j
subject-specific deviation from d0j t , and t i are the random errors. The subject-specific deviation curves t are
assumed to follow the PS(1) form. The structural SSM that is associated with this model is as follows:

ytij D Zjt ˛ t C tji
˛ tC1 D Tt ˛ t C  tC1
˛ 1  partially diffuse
The state ˛ t is 14-dimensional, composed of a two-dimensional section, which is associated with t , and 12 onej
dimensional sections, which are associated with t . The matrices Tt and Qt are block diagonal: the two-dimensional



blocks T
t and Qt and the one-dimensional blocks Tt and Qt . In the SSM procedure you can specify polynomial
smoothing splines (PS(k )) by simply specifying the appropriate keyword; however, the bi-exponential form does not

have keyword support. To specify the bi-exponential form, you must explicitly specify the elements of T
t and Qt . By
denoting the absorption rate ra D r C b and the elimination rate re D r for some positive constants r and b , you can
express these matrices as

T .h/ D f f..b C r/e

rh

f r.b C r/.e
Q1;1 .h/ D 2
Q1;2 .h/ D 2
Q2;2 .h/

D

rh

b2
r.bCr/.bC2r/

e

.e bh
2b 2

Ce

e

Ce

2h.bCr/

b2
2 bC2r


.rCb/h

re

/=b; .e

.rCb/h

rh

e

/=b; ..b C r/e

2h.bCr/ 4e bh
. bC2r
2
2b

e 2bh
r

.rCb/h

/=bg;

.bCr/h

re

rh

/=bg g

1
/
bCr

1/2

2h.bCr/ 4r.bCr/e bh
. bC2r
2b 2

r.1 C e 2bh /

b/

where h denotes the distances between the successive observation instances (the time index is suppressed for
notational simplicity) and 2 is a suitable constant. The initial state ˛ 1 is partially diffuse. Because t at 1 D 0
is known to be zero, ˛ 1 Œ1 is taken to be zero (a known value); ˛ 1 Œ2, which corresponds to the derivative of t at
t D 0, is unknown and is treated as a diffuse random variable. The remaining 12 elements of ˛ 1 are assumed to be
j
zero-mean, Gaussian random variables with variance 02 (for example). The 14-dimensional row vectors Zt are all
j

j

zero except Zt Œ1 D d0j and Zt Œj C 2 D 1. In all, the model parameters are the absorption and elimination rates
(ra and re ); the positive constant 2 , which is used for defining the elements of Q
t ; the variances associated with the
j

model for the deviation curves t (2 and 02 ); and the error variance 2 . They are estimated by REML. After the
model fitting phase, the constant related to the clearance rate, c , is estimated implicitly during the state smoothing
phase through the estimation of ˛ 1 (it is easy to see that c D ˛ 1 Œ2=.ra re /).
The following SAS statements perform the analysis of these data according to this model:
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proc ssm data=theoph;
id time;
/* parameter definitions for the elimination and absorption rates: r1 and r2 */
parms delta r1 / lower=(1.e-6);
r2 = r1+delta;
/* some variance parameters in the log scale */
parms ls2 levar;
evar = exp(levar);
/* error variance */
s2 = exp(ls2);
/* lambda variance */
h1 = _ID_DELTA_;
/* distance between successive time points */
/*--- T(h) and Q(h) matrix definitions for later use */
t11 = r2*exp(-h1*r1) - r1*exp(-h1*r2);
t11 = t11/delta;
t12 = exp(-h1*r1) - exp(-h1*r2);
t12 = t12/delta;
t21 = -r1*r2*t12;
t22 = r2*exp(-h1*r2) - r1*exp(-h1*r1);
t22 = t22/delta;
scale = (0.5*s2/delta**2); /* multiplier for the elements of Q(h) */
q11 = delta**2/(r1*r2*(r1+r2)) +
exp(-2*h1*r2)*(4*exp(delta*h1)/(r1+r2) - exp(2*delta*h1)/r1 - 1/r2);
q11 = scale*q11;
q12 = exp(-2*h1*r2)*(exp(delta*h1)-1)**2;
q12 = scale*q12;
q21 = q12;
q22 = delta**2/(r1+r2) + exp(-2*h1*r2)*
(4*r1*r2*exp(delta*h1)/(r1+r2) - r1*(exp(2*delta*h1)+1) - delta);
q22 = scale*q22;
/*--- T(h) and Q(h) matrix definitions done -------*/
state compart(2) T(G)=(t11 t12 t21 t22) cov(g)=(q11 q12 q21 q22) a1(1);
component gpattern=(dose)*compart[1];
array subDummy{12};
do i=1 to 12;
subDummy[i] = (subject=i);
end;
trend subEffect(ps(1)) cross(matchparm)=(subDummy) NODIFFUSE;
irregular wn variance=evar;
model conc = gpattern subEffect wn;
/* Finished with model specification */
eval spattern = gpattern + subEffect;
comp lambda=compart[1];
comp lambdaDer=compart[2];
output out=outTHEOPH pdv press;
run;

A brief explanation of the program follows:

 proc ssm data=theoph; signifies the start of the SSM procedure. The input data set, Theoph, contains
four variables: time, subject, dose, and conc; they denote the time of the measurement, the subject index (an
integer from 1 to 12), the initial dose, and the serum concentration of theophylline, respectively.

 id time; specifies time as the time index for the measurements.
 parms delta r1 / lower=(1.e-6); specifies delta and r1 as model parameters. The use of
lower=(1.e-6) signifies that these parameters are restricted to be larger than 1.E–6 (essentially positive). These parameters define the absorption and elimination rates: the absorption rate = r1 + delta, and
the elimination rate = r1. This parameterization ensures that ra > re > 0. Similarly, parms ls2 levar;
specifies ls2 and levar as model parameters. They are used to parameterize two variance parameters: the
error variance, 2 , is parameterized as exponential of levar, and 2 is parameterized as exponential of ls2.
This parameterization helps the parameter estimation process.
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 The subsequent DATA step statements define the elements of Tt and Qt , which are associated with the state
for the bi-exponential component t . Note the use of _ID_DELTA_, which stores the difference between the
successive observation times. PROC SSM automatically creates _ID_DELTA_ to help define time-varying
system matrices.

 state compart(2) T(G)=(t11 t12 t21 t22) cov(g)=(q11 q12 q21 q22) a1(1); defines
the two-dimensional state subsection, named compart, which is associated with t . The first and second
elements of compart store t and its derivative, respectively. You can use the STATE statement to specify all

aspects of the state transition equation. For example, the T
t and Qt matrices are specified by using the T=
and COV= options: T(G)=(t11 t12 t21 t22) cov(g)=(q11 q12 q21 q22). You specify the form of
the initial state by using a combination of the COV1 and A1 options. In this case, the first element of the initial
state is known to be zero, which is signified by the absence of the COV1 option. The second element, which
also happens to be the last element, of the initial state is diffuse; this is signified by the A1(1) specification.

 component gpattern=(dose)*compart[1]; defines gpattern to be dose times the first element of
compart, which means that gpattern corresponds to d0 t .
 trend subEffect(ps(1)) cross(matchparm)=(subDummy) NODIFFUSE; defines subEffect as a
PS(1) spline. In addition, because of the use of the 12-dimensional array of dummy variables (subDummy),
which are zero-one indicators for the subjects, in the CROSS= option (cross(matchparm)=(subDummy)),
j
this specification amounts to fitting a separate PS(1) deviation curve (which corresponds to t ) for each subject.
The NODIFFUSE option causes the 12-dimensional initial state associated with these curves to be treated as a
nondiffuse Gaussian random vector (with a diagonal covariance matrix). The MATCHPARM option causes the
same disturbance variance and initial state variance parameters (2 and 02 ) to be used for all these deviation
curves.

 irregular wn variance=evar; defines wn to be the observation error component.
 Finally, model conc = gpattern subEffect wn; defines the model equation.
 Subsequent statements define some components: spattern, lambda, and lambdaDer, which correspond to
j
j
the sum (d0 t C t ), t , and the derivative of t , respectively. Their estimates are output to the data set,
outTheoph, which is specified in the OUTPUT statement.
Table 2 shows the REML estimates of the model parameters. Actually, the standard SSM procedure output shows the
estimates of the parameters used in the parameterization that is used in the program (for example, r1, delta, . . . ).
The values in Table 2 are based on the values of the computed variables (such as r2 = r1 + delta, which represents
ra ), which are output to the data set specified in the OUT= option of the OUTPUT statement when the PDV option is
used. In addition, because the Kalman smoothing phase yields the smoothed value of ˛ 1 Œ2 D 3:1463, the value of
the constant c is computed as c D ˛ 1 Œ2=.ra re / D 3:1463=.1:5217 0:0783/ D 2:1797.
Table 2 Estimates of the One-Compartment Model Parameters

ra

re

2

2

02

2

c

1.5217

0.0783

5.85E–10

0.0364

0.8663

1.1799

2.1797

The two panels in Figure 4 show the smoothed estimates of t and its first derivative.
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Figure 4 Estimates of t and Its Derivative
Estimate of t

Estimate of the Derivative of t

The estimate of t clearly shows many characteristics of a function of bi-exponential form; however, it does not
need to be a member of that family. It is an L-spline—that is, it balances two competing considerations: closeness
to the observed data and closeness to its favored bi-exponential form. Output 2.1 shows the estimate of the
sum .d0j t C tj / for the first two subjects and the observed concentrations. Output 2.2 shows the estimated
subject-specific correction, tj , for the same two subjects.
Output 2.1 Estimate of d0j t C tj

15

Output 2.2 Estimate of tj

In the nonlinear mixed-effects model that Pinheiro and Bates (1995) consider, the absorption and clearance rates
are allowed to change with the subject—that is, they are assumed to be random effects. For example, the log
of the absorption rate is assumed to be a Gaussian random variable, and each subject’s absorption rate is assumed to be an independent realization of this random variable. Because the data depend on these random
effects in a nonlinear fashion, their distribution is no longer Gaussian and you must estimate the model parameters by optimizing a marginal likelihood. An example in the documentation of the NLMIXED procedure, Example 1, analyzes these data based on this model (see http://support.sas.com/documentation/cdl/en/
statug/67523/HTML/default/viewer.htm#statug_nlmixed_examples01.htm). The NLMIXED procedure is part of SAS/STAT. Table 3 shows the absorption and elimination rates that you estimate by using the SSM
procedure and the NLMIXED procedure (in the case of PROC NLMIXED estimates, the absorption rate value shown
is the exponential of the mean log absorption rate). In this example, the estimates do not differ substantially.
Table 3 Comparison of the Absorption and Elimination Rate Estimates
Quantity
Absorption rate (ra )
Elimination rate (re )

PROC SSM

PROC NLMIXED

1.5217
0.0783

1.6170
0.0855

CONCLUSION
This paper shows that the SSM procedure is a versatile tool for the functional analysis of hierarchical longitudinal data.
The SSM procedure is relatively new (its production release was SAS/ETS 13.1), and vigorous development in terms
of new features, numerical stability, and computational efficiency is expected to continue for at least a few more years.
Therefore, users can expect continuous improvement in support for structural state space modeling in the upcoming
releases of the SSM procedure. User feedback in this process is highly appreciated.

APPENDIX
T and Q Matrices for the Models in Table 1
This section provides the expressions for the matrices T.h/ and Q.h/ (h denotes the spacing between the successive
time points) for some of the models listed in Table 1; the remaining models (such as PS(k ) and cycle) are easy to
specify because keyword support for their specification is already available in the SSM procedure syntax. Example 2
illustrates how to specify the bi-exponential model by explicitly specifying the elements of T and Q as variables created
by using the programming statements in the SSM procedure. Similarly, you can use the expressions for the T and Q
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matrices in this section to specify other models listed in Table 1. In what follows, whenever the matrices are provided
in inline mode, they are given as comma-separated lists in rowwise fashion.
Damped Linear Model
Here L.D/ D .D C r/2 ; r > 0. The 2  2 matrices are as follows:

T.h/ D ffe

rh

.1 C rh/; e

hg; f e

rh 2

r h;

e

rh

. 1 C rh/gg

2rh

. 1 2hr.1 C hr//
; .h2 e 2rh /=2g;
4r 3
e 2rh . 1 C e 2rh 2hr. 1 C hr//
f.h2 e 2rh /=2;
gg
4r

Q.h/ D  2 f f

1Ce

rh

PS(1) + Cycle Model
Here L.D/ D D.D 2 C ! 2 /; ! > 0. The 3  3 matrices are as follows:

T.h/ D f f1; sin.h!/=!; .1

cos.h!//=! 2 g; f0; cos.h!/; sin.h!/=!g; f0;

! sin.h!/; cos.h!/g g

8 sin.h!/ C sin.2h!/ 2.sin.h!=2//4 4 sin.h!/ 2h!
;
;
4! 5
!4
4! 3
2
4
2.sin.h!=2// 2h! sin.2h!/ .sin.h!//
f
;
;
g;
!4
4! 3
2! 2
4 sin.h!/ 2h! sin.2h!/ .sin.h!//2 2h! C sin.2h!/
;
;
f
gg
4! 3
2! 2
4!

Q.h/ D  2 f f

6h!

sin.2h!/

g;

PS(2) + Cycle Model
Here L.D/ D D 2 .D 2 C ! 2 /; ! > 0. The 4  4 matrices are as follows:

T.h/ D f f1; h; .1

cos.h!//=! 2 ; .h!

sin.h!//=! 3 g; f0; 1; sin.h!/=!; .1

f0; 0; cos.h!/; sin.h!/=!g; f0; 0;
Q1;1 .h/ D  2
Q1;2 .h/ D  2
Q1;3 .h/ D  2
Q1;4 .h/ D  2
Q2;2 .h/ D  2
Q2;3 .h/ D  2
Q2;4 .h/ D  2
Q3;3 .h/ D  2
Q3;4 .h/ D  2
Q4;4 .h/ D  2

! sin.h!/; cos.h!/g g

4.h!/3 C 6h!.1 C 4 cos.h!// 3.8 sin.h!/ C sin.2h!//
12! 7
2
.sin.h!/ h!/
2! 6
2h! 4h! cos.h!/ C 4 sin.h!/ C sin.2h!/
4! 5
2 C 2 cos.h!/ C 2h! sin.h!/ .sin.h!//2
2! 4
6h! 8 sin.h!/ C sin.2h!/
4! 5
2.sin.h!=2//4
!4
2h! C 4 sin.h!/ sin.2h!/
4! 3
2h! sin.2h!/
4! 3
.sin.h!//2
2! 2
2h! C sin.2h!/
4!
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cos.h!//=! 2 g;

Relationship between the PLSR Problem and the CARMA(p , q ) Models
There is an important connection between the SSM formulation of the penalized least squares regression (PLSR)
problem and the SSM formulation of a well-known class of models, called continuous-time autoregressive and
moving-average (CARMA(p , q )) models. For a precise definition of CARMA(p , q ) models and their SSM formulation,
see Tómasson (2011). For nonnegative integers p and q , q < p , and parameters fi g and fj g, suppose LAR .D/ D
Pp 1
Pq
i
j
Dp
i D0 i D and LMA .D/ D 1 C
j D1 j D . It turns out that the state equation of the SSM formulation of a
CARMA(p ,q ) model, which is characterized by LAR .D/ as the autoregressive differential operator and LMA .D/ as
the moving-average differential operator, is exactly the same as the state equation of a PLSR that corresponds to the
differential operator LAR .D/. In addition, the Z vector in the observation equation for the SSM that corresponds to
CARMA(p , q ) is Z D .1 1 : : : q 0 : : : 0/, whereas in the case of PLSR it is Z D .1 0 : : : 0/. Recall that in the
case of PLSR, the p -dimensional state vector stores the latent signal st and its derivatives up to order p 1. This
means that, approximately speaking, the signal in a CARMA(p , q ) model is formed by the linear combination of a
0
00
latent signal st and its first q derivatives: st C 1 st C 2 st C    . In effect, when the MA order is nonzero, CARMA(p ,
q ) models enlarge the scope of PLSR models by allowing signal patterns that are more general. The discussion in
Tómasson (2011) focuses primarily on stationary CARMA(p , q ) models. On the other hand, the connection between
the PLSR problem and the CARMA(p , q ) models highlights the importance of considering nonstationary models
as well; for example, the differential operators that correspond to polynomial smoothing splines (PS(k )) lead to
nonstationary CARMA(p , q ) models.
You can use the expressions of the T and Q matrices in the previous section to specify a CARMA(p , q ) model, which
is created by an AR polynomial that corresponds to one of the models listed in Table 1. This is done by a proper
choice of linear combination (which corresponds to the MA part) of the state elements in the COMPONENT statement
of the SSM procedure.
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