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Overview: GENMOD Procedure

The GENMOD procedure ts generalized linear models, as de ned by Nelder and Wedderburn (1972).
The class of generalized linear models is an extension of traditional linear models that allows the mean
of a population to depend onliaear predictorthrough a nonlinedink functionand allows the response
probability distribution to be any member of an exponential family of distributions. Many widely used
statistical models are generalized linear models. These include classical linear models with normal errors,
logistic and probit models for binary data, and log-linear models for multinomial data. Many other useful
statistical models can be formulated as generalized linear models by the selection of an appropriate link
function and response probability distribution.

See McCullagh and Nelder (1989) for a discussion of statistical modeling using generalized linear models.
The books by Aitkin et al. (1989) and Dobson (1990) are also excellent references with many examples of
applications of generalized linear models. Firth (1991) provides an overview of generalized linear models.
Myers, Montgomery, and Vining (2002) provide applications of generalized linear models in the engineering
and physical sciences. Collett (2003) and Hilbe (2009) provide comprehensive accounts of generalized linear
models when the responses are binary.

The analysis of correlated data arising from repeated measurements when the measurements are assumed to
be multivariate normal has been studied extensively. However, the normality assumption might not always be
reasonable; for example, different methodology must be used in the data analysis when the responses are
discrete and correlated. Generalized estimating equations (GEES) provide a practical method with reasonable
statistical ef ciency to analyze such data.

Liang and Zeger (1986) introduced GEEs as a method of dealing with correlated data when, except for the
correlation among responses, the data can be modeled as a generalized linear model. For example, correlated
binary and count data in many cases can be modeled in this way.

The GENMOD procedure can t models to correlated responses by the GEE method. You can use PROC
GENMOD to t models with most of the correlation structures from Liang and Zeger (1986) by using GEEs.
For more details on GEESs, see Hardin and Hilbe (2003); Diggle, Liang, and Zeger (1994); Lipsitz et al.
(1994).

Bayesian analysis of generalized linear models can be requested by using the BAYES statement in the
GENMOD procedure. In Bayesian analysis, the model parameters are treated as random variables, and
inference about parameters is based on the posterior distribution of the parameters, given the data. The
posterior distribution is obtained using Bayes' theorem as the likelihood function of the data weighted
with a prior distribution. The prior distribution enables you to incorporate knowledge or experience of
the likely range of values of the parameters of interest into the analysis. If you have no prior knowledge
of the parameter values, you can use a noninformative prior distribution, and the results of the Bayesian
analysis will be very similar to a classical analysis based on maximum likelihood. A closed form of the
posterior distribution is often not feasible, and a Markov chain Monte Carlo method by Gibbs sampling is
used to simulate samples from the posterior distribution. See Chapter 7, “Introduction to Bayesian Analysis
Procedures,” for an introduction to the basic concepts of Bayesian statistics. Also see the section “Bayesian
Analysis: Advantages and Disadvantages” on page 134 in Chapter 7, “Introduction to Bayesian Analysis
Procedures,” for a discussion of the advantages and disadvantages of Bayesian analysis. See Ibrahim, Chen,
and Sinha (2001) for a detailed description of Bayesian analysis.

In a Bayesian analysis, a Gibbs chain of samples from the posterior distribution is generated for the
model parameters. Summary statistics (mean, standard deviation, quartiles, HPD and credible intervals,
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correlation matrix) and convergence diagnostics (autocorrelations; Gelman-Rubin, Geweke, Raftery-Lewis,

and Heidelberger and Welch tests; the effective sample size; and Monte Carlo standard errors) are computed
for each parameter, as well as the correlation matrix and the covariance matrix of the posterior sample. Trace
plots, posterior density plots, and autocorrelation function plots that are created using ODS Graphics are also
provided for each parameter.

The GENMOD procedure enables you to perform exact logistic regression, also called exact conditional
binary logistic regression, and exact Poisson regression, also called exact conditional Poisson regression, by
specifying one or more EXACT statements. You can test individual parameters or conduct a joint test for
several parameters. The procedure computes two exact tests: the exact conditional score test and the exact
conditional probability test. You can request exact estimation of speci ¢ parameters and corresponding odds
ratios where appropriate. Point estimates, standard errors, and con dence intervals are provided.

The GENMOD procedure uses ODS Graphics to create graphs as part of its output. For general information
about ODS Graphics, see Chapter 21, “Statistical Graphics Using ODS.”

What Is a Generalized Linear Model?
A traditional linear model is of the form
Yi D Xio C "i

wherey; is the response variable for titt observation. The quantity is a column vector of covariates, or
explanatory variables, for observatiothat is known from the experimental setting and is considered to be
xed, or nonrandom. The vector of unknown coef cientss estimated by a least squares t to the data

The"; are assumed to be independent, normal random variables with zero mean and constant variance. The
expected value of;, denoted by ;, is

i D Xio
While traditional linear models are used extensively in statistical data analysis, there are types of problems
such as the following for which they are not appropriate.

It might not be reasonable to assume that data are normally distributed. For example, the normal
distribution (which is continuous) might not be adequate for modeling counts or measured proportions
that are considered to be discrete.

If the mean of the data is naturally restricted to a range of values, the traditional linear model might
not be appropriate, since the linear prediog‘br can take on any value. For example, the mean of a
measured proportion is between 0 and 1, but the linear predictor of the mean in a traditional linear
model is not restricted to this range.

It might not be realistic to assume that the variance of the data is constant for all observations. For
example, it is not unusual to observe data where the variance increases with the mean of the data.

A generalized linear model extends the traditional linear model and is therefore applicable to a wider range
of data analysis problems. A generalized linear model consists of the following components:

The linear component is de ned just as it is for traditional linear models:

iDXiO



Examples of Generalized Linear Models F 3165

A monotonic differentiable link functiog describes how the expected valueyofis related to the
linear predictor ; :

g. i/DX°

The response variablgs are independent far=1, 2,...and have a probability distribution from an
exponential family. This implies that the variance of the response depends on the riieangh a
variance function V

V. i/

Wi

Var.yi/ D

where is a constant and; is a known weight for each observation. Tdiepersion parameter is
either known (for example, for the binomial or Poisson distributio® 1) or must be estimated.

See the section “Response Probability Distributions” on page 3247 for the form of a probability distribution
from the exponential family of distributions.

As in the case of traditional linear models, tted generalized linear models can be summarized through
statistics such as parameter estimates, their standard errors, and goodness-of- t statistics. You can also
make statistical inference about the parameters by using con dence intervals and hypothesis tests. However,
speci ¢ inference procedures are usually based on asymptotic considerations, since exact distribution theory
is not available or is not practical for all generalized linear models.

Examples of Generalized Linear Models

You construct a generalized linear model by deciding on response and explanatory variables for your data and
choosing an appropriate link function and response probability distribution. Some examples of generalized

linear models follow. Explanatory variables can be any combination of continuous variables, classi cation
variables, and interactions.

Traditional Linear Model
response variable: a continuous variable
distribution: normal

link function: identity,g./ D

Logistic Regression
response variable: a proportion

distribution: binomial

link function: logit,g./ D log 1
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Poisson Regression in Log-Linear Model

response variable: a count
distribution: Poisson

link function: log,g./ D log./

Gamma Model with Log Link

response variable: a positive, continuous variable
distribution: gamma

link function: log,g./ D log./

The GENMOD Procedure

The GENMOD procedure ts a generalized linear model to the data by maximum likelihood estimation of the
parameter vector. There is, in general, no closed form solution for the maximum likelihood estimates of the
parameters. The GENMOD procedure estimates the parameters of the model numerically through an iterative
tting process. The dispersion parameteis also estimated by maximum likelihood or, optionally, by the
residual deviance or by Pearson's chi-square divided by the degrees of freedom. Covariances, standard errors,
andp-values are computed for the estimated parameters based on the asymptotic normality of maximum
likelihood estimators. A number of popular link functions and probability distributions are available in the
GENMOD procedure. The built-in link functions are as follows:

identity:g./ D
logit: g./ D log. =.1 I
probit:g./ D~ 1./ ,where" isthe standard normal cumulative distribution function

if o0

power:g./ D log./ if DO

log:g./ D log./
complementary log-logg./ D log. log.1 /I

The available distributions and associated variance functions are as follows:

normal:V./ D1
binomial (proportion)V./ D .1 /
PoissonV./ D

gammaV./ D 2
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inverse Gaussian/./ D 3
negative binomialvV./ D Ck ?
geometricV./ D C 2
multinomial

zero-in ated Poisson

zero-in ated negative binomial

The negative binomial and zero-in ated negative binomial are distributions with an additional par&rimeter

the variance function. PROC GENMOD estimakdsy maximum likelihood, or you can optionally set it to

a constant value. For discussions of the negative binomial distribution, see McCullagh and Nelder (1989);
Hilbe (1994, 2007); Long (1997); Cameron and Trivedi (1998); Lawless (1987).

The multinomial distribution is sometimes used to model a response that can take values from a number
of categories. The binomial is a special case of the multinomial with two categories. See the section
“Multinomial Models” on page 3266 and McCullagh and Nelder (1989, Chapter 5) for a description of the
multinomial distribution.

The zero-in ated Poisson and zero-in ated negative binomial are included in PROC GENMOD even though
they are not generalized linear models. They are useful extensions of generalized linear models. See the
section “Zero-In ated Models” on page 3266 for information about the zero-in ated distributions. Models

for data with correlated responses t by the GEE method are not available for zero-in ated distributions.

In addition, you can easily de ne your own link functions or distributions through DATA step programming
statements used within the procedure.

An important aspect of generalized linear modeling is the selection of explanatory variables in the model.
Changes in goodness-of- t statistics are often used to evaluate the contribution of subsets of explanatory
variables to a particular model. The deviance, de ned to be twice the difference between the maximum
attainable log likelihood and the log likelihood of the model under consideration, is often used as a measure
of goodness of t. The maximum attainable log likelihood is achieved with a model that has a parameter for
every observation. See the section “Goodness of Fit” on page 3254 for formulas for the deviance.

One strategy for variable selection is to t a sequence of models, beginning with a simple model with only an
intercept term, and then to include one additional explanatory variable in each successive model. You can
measure the importance of the additional explanatory variable by the difference in deviances or tted log
likelihoods between successive models. Asymptotic tests computed by the GENMOD procedure enable you
to assess the statistical signi cance of the additional term.

The GENMOD procedure enables you to t a sequence of models, up through a maximum number of terms
speci ed in a MODEL statement. A table summarizes twice the difference in log likelihoods between each
successive pair of models. This is calle@iyge lanalysis in the GENMOD procedure, because it is analogous

to Type | (sequential) sums of squares in the GLM procedure. As with the PROC GLM Type | sums of
squares, the results from this process depend on the order in which the model terms are t.

The GENMOD procedure also generateB/ae 3analysis analogous to Type Il sums of squares in the GLM
procedure. A Type 3 analysis does not depend on the order in which the terms for the model are speci ed. A
GENMOD procedure Type 3 analysis consists of specifying a model and computing likelihood ratio statistics
for Type Ill contrasts for each term in the model. The contrasts are de ned in the same way as they are in the



3168 F Chapter 46: The GENMOD Procedure

GLM procedure. The GENMOD procedure optionally computes Wald statistics for Type Il contrasts. This

is computationally less expensive than likelihood ratio statistics, but it is thought to be less accurate because
the speci ed signi cance level of hypothesis tests based on the Wald statistic might not be as close to the
actual signi cance level as it is for likelihood ratio tests.

A Type 3 analysis generalizes the use of Type Il estimable functions in linear models. Brie y, a Type Il
estimable function (contrast) for an effect is a linear function of the model parameters that involves the
parameters of the effect and any interactions with that effect. A test of the hypothesis that the Type Il
contrast for a main effect is equal to 0 is intended to test the signi cance of the main effect in the presence
of interactions. See Chapter 48, “The GLM Procedure,” and Chapter 15, “The Four Types of Estimable
Functions,” for more information about Type Il estimable functions. Also see Littell, Freund, and Spector
(1991).

Additional features of the GENMOD procedure include the following:

likelihood ratio statistics for user-de ned contrasts—that is, linear functions of the parameters and
p-values based on their asymptotic chi-square distributions

estimated values, standard errors, and con dence limits for user-de ned contrasts and least squares
means

ability to create a SAS data set corresponding to most tables displayed by the procedure (see Table 46.12
and Table 46.13)

con dence intervals for model parameters based on either the pro le likelihood function or asymptotic
normality

syntax similar to that of PROC GLM for the speci cation of the response and model effects, including
interaction terms and automatic coding of classi cation variables

ability to t GEE models for clustered response data

ability to perform Bayesian analysis by Gibbs sampling

Getting Started: GENMOD Procedure

Poisson Regression

You can use the GENMOD procedure to t a variety of statistical models. A typical use of PROC GENMOD
is to perform Poisson regression.

You can use the Poisson distribution to model the distribution of cell counts in a multiway contingency
table. Aitkin et al. (1989) have used this method to model insurance claims data. Suppose the following
hypothetical insurance claims data are classi ed by two factors: age group (with two levels) and car type
(with three levels).
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data insure;
input n c car$ age;
In = log(n);
datalines;
500 42 small 1
1200 37 medium 1
100 1 large 1
400 101 small 2
500 73 medium 2
300 14 large 2

In the preceding data set, the variahleepresents the number of insurance policyholders and the vaciable
represents the number of insurance claims. The variilis the type of car involved (classi ed into three
groups) and the variabkaye is the age group of a policyholder (classi ed into two groups).

You can use PROC GENMOD to perform a Poisson regression analysis of these data with a log link function.
This type of model is sometimes callediog-linear model

Assume that the number of claim$as a Poisson probability distribution and that its meanjs related to
the factorscar andage for observatiori by

log. i/ D log.ni/C x?°
D log.ni/C oC
cari.1/ 1Ccar.2/ 5Cecari.3/ 3C
age;.1/ 4C age;.2/ 5

The indicator variablesar;.j/ andage;.j/ are associated with thjeh level of the variablesar andage for
observatiori

. 1 ifcarDj
cari j/ D 0 ifcarm |

The s are unknown parameters to be estimated by the procedure. The logarithm of the veisalded as
anoffset—that is, a regression variable with a constant coef cient of 1 for each observation. A log-linear
relationship between the mean and the factarsandage is speci ed by the log link function. The log link
function ensures that the mean number of insurance claims for each car and age group predicted from the
tted model is positive.

The following statements invoke the GENMOD procedure to perform this analysis:

proc genmod data=insure;
class car age;
model ¢ = car age / dist = poisson
link = log
offset = In;
run;
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The variablegar andage are speci ed as CLASS variables so that PROC GENMOD automatically generates
the indicator variables associated withr andage.

The MODEL statement speci esas the response variable atad andage as explanatory variables. An
intercept term is included by default. Thus, the model ma{rithe matrix that has as itth row the transpose

of the covariate vector for thigh observation) consists of a column of 1s representing the intercept term and
columns of Os and 1s derived from indicator variables representing the levelsaaf thiedage variables.

That is, the model matrix is

2
0 3

XD

PR R R R
oOooroor
OO OFrRPFPF
PR, PFP,OOO

OPr OOrOo

R OORr O

where the rst column corresponds to the intercept, the next three columns correspond to the varjable
and the last two columns correspond to the varialke

The response distribution is speci ed as Poisson, and the link function is chosen to be log. That is, the
Poisson mean parameteris related to the linear predictor by

log./ D x{

The logarithm ofn is speci ed as an offset variable, as is common in this type of analysis. In this case, the
offset variable serves to normalize the tted cell means to a per-policyholder basis, since the total number of
claims, not individual policyholder claims, is observed. PROC GENMOD produces the following default
output from the preceding statements.

Figure 46.1 Model Information

The “Model Information” table displayed in Figure 46.1 provides information about the speci ed model and
the input data set.

Figure 46.2 Class Level Information
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Figure 46.2 displays the “Class Level Information” table, which identi es the levels of the classi cation
variables that are used in the model. Note ttwatis a character variable, and the values are sorted in
alphabetical order. This is the default sort order, but you can select different sort orders with the ORDER=
option in the PROC GENMOD statement.

Figure 46.3 Goodness of Fit

The “Criteria For Assessing Goodness Of Fit” table displayed in Figure 46.3 contains statistics that summarize
the t of the speci ed model. These statistics are helpful in judging the adequacy of a model and in comparing
it with other models under consideration. If you compare the deviance of 2.8207 with its asymptotic chi-
square with 2 degrees of freedom distribution, you nd thatphelue is 0.24. This indicates that the
speci ed model ts the data reasonably well.

Figure 46.4 Analysis of Parameter Estimates

Figure 46.4 displays the “Analysis Of Parameter Estimates” table, which summarizes the results of the
iterative parameter estimation process. For each parameter in the model, PROC GENMOD displays columns
with the parameter name, the degrees of freedom associated with the parameter, the estimated parameter value,
the standard error of the parameter estimate, the con dence intervals, and the Wald chi-square statistic and
associateg-value for testing the signi cance of the parameter to the model. If a column of the model matrix
corresponding to a parameter is found to be linearly dependealiased with columns corresponding to
parameters preceding it in the model, PROC GENMOD assigns it zero degrees of freedom and displays a
value of zero for both the parameter estimate and its standard error.
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This table includes a row for a scale parameter, even though there is no free scale parameter in the Poisson
distribution. See the section “Response Probability Distributions” on page 3247 for the form of the Poisson
probability distribution. PROC GENMOD allows the speci cation of a scale parameter to t overdispersed
Poisson and binomial distributions. In such cases, the SCALE row indicates the value of the overdispersion
scale parameter used in adjusting output statistics. See the section “Overdispersion” on page 3257 for more
about overdispersion and the meaning of the SCALE parameter output by the GENMOD procedure. PROC
GENMOD displays a note indicating that the scale parameter is xed—that is, not estimated by the iterative
tting process.

It is usually of interest to assess the importance of the main effects in the model. Type 1 and Type 3 analyses
generate statistical tests for the signi cance of these effects. You can request these analyses with the TYPE1
and TYPE3 options in the MODEL statement, as follows:

proc genmod data=insure;
class car age;

model ¢ = car age / dist = poisson
link = log
offset = In
typel
type3;

run;

The results of these analyses are summarized in the gures that follow.

Figure 46.5 Type 1 Analysis

In the table for Type 1 analysis displayed in Figure 46.5, each entry in the deviance column represents the
deviance for the model containing the effect for that row and all effects preceding it in the table. For example,
the deviance correspondingdar in the table is the deviance of the model containing an interceptamnd

As more terms are included in the model, the deviance decreases.

Entries in the chi-square column are likelihood ratio statistics for testing the signi cance of the effect added
to the model containing all the preceding effects. The chi-square value of 67.6& f@presents twice the
difference in log likelihoods between tting a model with only an intercept term and a model with an intercept
andcar. Since the scale parameter is set to 1 in this analysis, this is equal to the difference in deviances.
Since two additional parameters are involved, this statistic can be compared with a chi-square distribution
with two degrees of freedom. The resultipgzalue (labeled Pr>Chi) of less than 0.0001 indicates that this
variable is highly signi cant. Similarly, the chi-square value of 104.644dgs represents the difference in

log likelihoods between the model with the intercept aadand the model with the intercepfar, andage.

This effect is also highly signi cant, as indicated by the snpallalue.
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Figure 46.6 Type 3 Analysis

The Type 3 analysis results in the same conclusions as the Type 1 analysis. The Type 3 chi-square value
for thecar variable, for example, is twice the difference between the log likelihood for the model with the
variablesintercept, car, andage included and the log likelihood for the model with tbar variable excluded.

The hypothesis tested in this case is the signi cance of the varéaiblgiven that the variablege is in the

model. In other words, it tests the additional contributiorafin the model.

The values of the Type 3 likelihood ratio statistics for tae andage variables indicate that both of these
factors are highly signi cant in determining the claims performance of the insurance policyholders.

Bayesian Analysis of a Linear Regression Model

Neter et al. (1996) describe a study of 54 patients undergoing a certain kind of liver operation in a surgical
unit. The data sesurg contains survival time and certain covariates for each patient. Observations for the
rst 20 patients in the data s&urg are shown in Figure 46.7.

Figure 46.7 Surgical Unit Data
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Consider the model

YD oC 1LogX1C 2X2C 3X3C 4X4C

whereY is the survival timelLogX1 is log(blood-clotting score)X2 is a prognostic index(3 is an enzyme
function test scorex4 is a liver function test score, ands anN.0; 2/ error term.

A question of scienti c interest is whether blood clotting score has a positive effect on survival time. Using
PROC GENMOD, you can obtain a maximum likelihood estimate of the coef cient and construct a null
point hypothesis to test whethey is equal to 0. However, if you are interested in nding the probability that

the coef cient is positive, Bayesian analysis offers a convenient alternative. You can use Bayesian analysis to
directly estimate the conditional probabiliy. 1 > 0jY/, using the posterior distribution samples, which

are produced as part of the output by PROC GENMOD.

The example that follows shows how to use PROC GENMOD to carry out a Bayesian analysis of the linear
model with a normal error term. The SEED= option is speci ed to maintain reproducibility; no other options
are speci ed in the BAYES statement. By default, a uniform prior distribution is assumed on the regression
coef cients. The uniform prior is a at prior on the real line with a distribution that re ects ignorance of the
location of the parameter, placing equal likelihood on all possible values the regression coef cient can take.
Using the uniform prior in the following example, you would expect the Bayesian estimates to resemble
the classical results of maximizing the likelihood. If you can elicit an informative prior distribution for the
regression coef cients, you should use the COEFFPRIOR= option to specify it. A default noninformative
gamma prior is used for the scale parameter

You should make sure that the posterior distribution samples have achieved convergence before using them
for Bayesian inference. PROC GENMOD produces three convergence diagnostics by default. If ODS
Graphics is enabled as speci ed in the following SAS statements, diagnostic plots are also displayed. See
the section “Assessing Markov Chain Convergence” on page 142 in Chapter 7, “Introduction to Bayesian
Analysis Procedures,” for more information about convergence diagnostics and their interpretation.

Summary statistics of the posterior distribution samples are produced by default. However, these statistics
might not be suf cient for carrying out your Bayesian inference, and further processing of the posterior sam-
ples might be necessary. The following SAS statements request the Bayesian analysis, and the OUTPOST=
option saves the samples in the SAS datéPsetSurg for further processing:

proc genmod data=Surg;
model y = Logxl X2 X3 X4 / dist=normal,
bayes seed=1 OutPost=PostSurg;

run;

The results of this analysis are shown in the following gures. The “Model Information” table in Figure 46.8
summarizes information about the model you t and the size of the simulation.
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Figure 46.8 Model Information

The “Analysis of Maximum Likelihood Parameter Estimates” table in Figure 46.9 summarizes maximum
likelihood estimates of the model parameters.

Figure 46.9 Maximum Likelihood Parameter Estimates

Since no prior distributions for the regression coef cients were speci ed, the default noninformative uniform
distributions shown in the “Uniform Prior for Regression Coef cients” table in Figure 46.10 are used.
Noninformative priors are appropriate if you have no prior knowledge of the likely range of values of
the parameters, and if you want to make probability statements about the parameters or functions of the
parameters. See, for example, Ibrahim, Chen, and Sinha (2001) for more information about choosing prior
distributions.
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Figure 46.10 Regression Coef cient Priors

The default noninformative improper prior distribution for the normal dispersion parameter is shown in the
“Independent Prior Distributions for Model Parameters” table in Figure 46.11.

Figure 46.11 Scale Parameter Prior

By default, the maximum likelihood estimates of the regression parameters are used as the starting values for
the simulation when noninformative prior distributions are used. These are listed in the “Initial Values and
Seeds” table in Figure 46.12.

Figure 46.12 MCMC Initial Values and Seeds

Summary statistics for the posterior sample are displayed in the “Fit Statistics,” “Descriptive Statistics for the
Posterior Sample,” “Interval Statistics for the Posterior Sample,” and “Posterior Correlation Matrix” tables in
Figure 46.13, Figure 46.14, Figure 46.15, and Figure 46.16, respectively.

Figure 46.13 Fit Statistics
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Figure 46.14 Descriptive Statistics

Figure 46.15 Interval Statistics

Figure 46.16 Posterior Sample Correlation Matrix

Since noninformative prior distributions were used, the posterior sample means, standard deviations, and
interval statistics shown ifigure 46.13and Figure 46.14are consistent with the maximum likelihood
estimates shown in Figure 46.9.

By default, PROC GENMOD computes three convergence diagnostics: the lagl, lag5, lag10, and lag50
autocorrelationsKigure 46.17;, Geweke diagnostic statisticEigure 46.18;, and effective sample sizes
(Figure 46.19. There is no indication that the Markov chain has not converged. See the section
“Assessing Markov Chain Convergence” on page itM2hapter 7, “Introduction to Bayesian Analysis Pro-
cedures,” for more information about convergence diagnostics and their interpretation.



3178 F Chapter 46: The GENMOD Procedure

Figure 46.17 Posterior Sample Autocorrelations

Figure 46.18 Geweke Diagnostic Statistics

Figure 46.19 Effective Sample Sizes

Trace, autocorrelation, and density plots for the seven model parameters, shdwguia 46.20
through Figure 46.25 are useful in diagnosing whether the Markov chain of posterior samples has
converged. These plots show no evidence that the chain has not converged. See the section
“Visual Analysis via Trace Plots” on page 148Chapter 7, “Introduction to Bayesian Analysis Procedures,”

for help with interpreting these diagnostic plots.
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Figure 46.20 Diagnostic Plots for Intercept
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Figure 46.21 Diagnostic Plots for logX1
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Figure 46.22 Diagnostic Plots for X2
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Figure 46.23 Diagnostic Plots for X3
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Figure 46.24 Diagnostic Plots for X4
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Figure 46.25 Diagnostic Plots for X5

Suppose, for illustration, a question of scienti ¢ interest is whether blood clotting score has a positive effect
on survival time. Since the model parameters are regarded as random quantities in a Bayesian analysis,
you can answer this question by estimating the conditional probability dking positive, given the data,

Pr. 1 >0jY/, from the posterior distribution samples. The following SAS statements compute the estimate

of the probability of ; being positive:

data Prob;

set PostSurg;

Indicator = (logX1 > 0);

label Indicator= log(Blood Clotting Score) > 0;
run;

proc Means data = Prob(keep=Indicator) n mean;
run;

As shown in Figure 46.26, there is a 1.00 probability of a positive relationship between the logarithm of a
blood clotting score and survival time, adjusted for the other covariates.
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Figure 46.26 Probability That 1 >0

Generalized Estimating Equations

This section illustrates the use of the REPEATED statement to t a GEE model, using repeated measures data
from the “Six Cities” study of the health effects of air pollution (Ware et al. 1984). The data analyzed are the
16 selected cases in Lipsitz et al. (1994). The binary response is the wheezing status of 16 children at ages
9, 10, 11, and 12 years. A value of 1 of wheezing status indicates the occurrence of wheezing. The mean
response is modeled as a logistic regression model by using the explanatory variables city of residence, age,
and maternal smoking status at the particular age. The binary responses for individual children are assumed
to be equally correlated, implying an exchangeable correlation structure.

The data set and SAS statements that t the model by the GEE method are as follows:

data six;

input case city$ @@;

do i=1 to 4,

input age smoke wheeze @@;
output;

end;

datalines;
1 portage 901 1001 1101 1200
2 kingston 911 1021 1120 1220
3 kingston 901 1000 1110 1210
4 portage 900 1001 1101 1210
5 kingston 900 1010 1110 1210
6 portage 900 1010 1110 1210
7 kingston 910 1010 1100 1200
8 portage 910 1010 1110 1220
9 portage 921 1020 1110 1210
10 kingston 9 00 1000 1100 1210
11 kingston 911 1000 1101 1201
12 potage 910 1000 11 00 1200
13 kingston 910 1001 1111 1211
14 portage 910 1020 1110 1221
15 kingston 910 1010 1110 1221
16 portage 911 1011 1120 1210
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proc genmod data=six;
class case city;
model wheeze(event=1) = city age smoke / dist=bin;
repeated subject=case / type=exch covb corrw;

run;

The CLASS statement and the MODEL statement specify the model for the meanndfdémee variable
response as a logistic regression wily, age, andsmoke as independent variables, just as for an ordinary
logistic regression. The EVENTE option in the MODEL statement models the probability thaeeze =

1. If the EVENT=1 option had not been speci ed, the probability thditeeze = 0 would be modeled by
default.

The REPEATED statement invokes the GEE method, speci es the correlation structure, and controls the
displayed output from the GEE model. The option SUBJECT=CASE speci es that individual subjects be
identi ed in the input data set by the variabtase. The SUBJECT= variablease must be listed in the

CLASS statement. Measurements on individual subjects at ages 9, 10, 11, and 12 are in the proper order
in the data set, so the WITHINSUBJECT= option is not required. The TYPE=EXCH option speci es an
exchangeable working correlation structure, the COVB option speci es that the parameter estimate covariance
matrix be displayed, and the CORRW option speci es that the nal working correlation be displayed.

Initial parameter estimates for iterative tting of the GEE model are computed as in an ordinary generalized
linear model, as described previously. Results of the initial model t displayed as part of the generated output
are not shown here. Statistics for the initial model t such as parameter estimates, standard errors, deviances,
and Pearson chi-squares do not apply to the GEE model and are valid only for the initial model t. The
following gures display information that applies to the GEE model t.

Figure 46.27 displays general information about the GEE model t.

Figure 46.27 GEE Model Information

Figure 46.28 displays the parameter estimate covariance matrices speci ed by the COVB option. Both
model-based and empirical covariances are produced.
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Figure 46.28 GEE Parameter Estimate Covariance Matrices

The exchangeable working correlation matrix speci ed by the CORRW option is displayed in Figure 46.29.

Figure 46.29 GEE Working Correlation Matrix

The parameter estimates table, displayed in Figure 46.30, contains parameter estimates, standard errors,
con dence intervalsZ scores, an@-values for the parameter estimates. Empirical standard error estimates are

used in this table. A table that displays model-based standard errors can be created by using the REPEATED
statement option MODELSE.

Figure 46.30 GEE Parameter Estimates Table
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Syntax: GENMOD Procedure

The following statements are available in the GENMOD procedure. Items within the < > are optional.

PROC GENMOD < options > ;
ASSESS | ASSESSMENT VAR=( effect)| LINK </ options > ;
BAYES <options > ;
BY variables ;
CLASS variable <(options) > ... <variable <(options)>> </ options > ;
CODE <options > ;
CONTRAST label contrast-speci cation </ options> ;
DEVIANCE variable = expression ;
EFFECTPLOT < plot-type < (plot-de nition-options ) >> </ options > ;
ESTIMATE label effect values <, ... effect values> </ options > ;
EXACT < label > <INTERCEPT > <effects > </ options > ;
EXACTOPTIONS options ;
FREQ | FREQUENCY variable ;
FWDLINK variable = expression ;
INVLINK variable = expression ;
LSMEANS < model-effects > </ options > ;
LSMESTIMATE model-effect < label > values <divisor=n> <, ...< label > values <divisor=n>>
</ options > ;
MODEL response = <effects > </ options > ;
OUTPUT <OUT=SAS-data-set > < keyword=name . .. keyword=name > ;
Programming statements ;
REPEATED SUBJECT=subject-effect </ options > ;
SLICE model-effect </ options > ;
STORE <OUT=>item-store-name </ LABEL= label >;
STRATA variable <(option) > ... <variable < (option) >> </ options > ;
WEIGHT | SCWGT variable ;
VARIANCE variable = expression ;
ZEROMODEL < effects > </ options > ;

The ASSESS, BAYES, BY, CLASS, CODE, CONTRAST, DEVIANCE, ESTIMATE, FREQUENCY,
FWDLINK, INVLINK, MODEL, OUTPUT, programming statements, REPEATED, VARIANCE, WEIGHT,

and ZEROMODEL statements are described in full after the PROC GENMOD statement in alphabetical
order. The EFFECTPLOT, LSMEANS, LSMESTIMATE, SLICE, and STORE statements are common to
many procedures. Summary descriptions of functionality and syntax for these statements are also given after
the PROC GENMOD statement in alphabetical order, and full documentation about them is available in
Chapter 19, “Shared Concepts and Topics.”

The PROC GENMOD statement invokes the GENMOD procedure. All statements other than the MODEL
statement are optional. The CLASS statement, if present, must precede the MODEL statement, and the
CONTRAST and EXACT statements must come after the MODEL statement.
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PROC GENMOD Statement

PROC GENMOD < options > ;

The PROC GENMOD statement invokes the GENMOD procedure. Table 46.1 summariogtidhe
available in the PROC GENMOD statement.

Table 46.1 PROC GENMOD Statement Options

Option Description

DATA= Speci es the input data set
DESCENDING Sorts response variable in the reverse of the default order
EXACTONLY Requests only the exact analyses

NAMELEN= Speci es the length of effect names

ORDER= Speci es the sort order of CLASS variable

PLOTS Controls the plots produced through ODS Graphics
RORDER= Speci es the sort order for the levels of the response variable

You can specify the followingptions.

DATA=SAS-data-set
speci es the SAS data set containing the data to be analyzed. If you omit the DATA= option, the
procedure uses the most recently created SAS data set.

DESCENDING

DESCEND

DESC
speci es that the levels of the response variable for the ordinal multinomial model and the binomial
model with single variable response syntax be sorted in the reverse of the default order. For example, if
RORDER=FORMATTED (the default), the DESCENDING option causes the levels to be sorted from
highest to lowest instead of from lowest to highest. If RORDER=FREQ, the DESCENDING option
causes the levels to be sorted from lowest frequency count to highest instead of from highest to lowest.

EXACTONLY
requests only the exact analyses. The asymptotic analysis that PROC GENMOD usually performs is
suppressed.

NAMELEN=nN
speci es the length of effect names in tables and output data setstali@racters long, whereis a
value between 20 and 200 characters. The default length is 20 characters.

ORDER=DATA | FORMATTED | FREQ | INTERNAL
speci es the sort order for the levels of the classi cation variables (which are speci ed in the CLASS
statement).

The ORDER= option can be useful when you use the CONTRAST or ESTIMATE statement because
it determines which parameters in the model correspond to each level in the data.
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This option applies to the levels for all classi cation variables, except when you use the (default)
ORDER=FORMATTED option with numeric classi cation variables that have no explicit format. In
that case, the levels of such variables are ordered by their internal value.

The ORDER= option can take the following values:

Value of ORDER= Levels Sorted By
DATA Order of appearance in the input data set
FORMATTED External formatted value, except for numeric variables

with no explicit format, which are sorted by their
unformatted (internal) value

FREQ Descending frequency count; levels with the most
observations come rst in the order
INTERNAL Unformatted value

By default, ORDER=FORMATTED. For ORDER=FORMATTED and ORDER=INTERNAL, the sort
order is machine-dependent.

For more information about sort order, see the chapter on the SORT procedureSiASheisual
Data Management and Utility Procedures Guigled the discussion of BY-group processingiS
Language Reference: Concepts

PLOTS < (global-plot-options) > < =plot-request < (options) >>

PLOTS < (global-plot-options) > < =(plot-request < (options) > <... plot-request < (options) >>) >
speci es plots to be created using ODS Graphics. Many of the observational statistics in the output
data set can be plotted using this option. You are not required to create an output data set in order to
produce a plot. When you specify only one plot request, you can omit the parentheses around the plot
request. Here are some examples:

plots=all

plots=predicted
plots=(predicted reschi)
plots(unpack)=dfbeta

ODS Graphics must be enabled before plots can be requested. For example:

proc genmod plots=all;
model y = X;
run;

For more information about enabling and disabling ODS Graphics, see the section “Enabling and
Disabling ODS Graphics” on page 615 in Chapter 21, “Statistical Graphics Using ODS.”

Any speci ed global-plot-options apply to all plots that are speci ed withlot-requests. The following
global-plot-options are available.
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CLUSTERLABEL
displays formatted levels of the SUBJECT= effect instead of plot symbols. This option applies
only to diagnostic statistics for models t by GEEs that are plotted against cluster number, and
provides a way to identify cluster level names with corresponding ordered cluster numbers.

UNPACK
displays multiple plots individually. The default is to display related multiple plots in a panel.

See the section “OUTPUT Statement” on page 3234 for de nitions of the statistics speci ed with the
plot-requests. Theplot-requests include the following:

ALL
produces all available plots.
COOKSD
DOBS
plots the Cook's distance statistic as a function of observation number.
DFBETA
plots the deletion statistic as a function of observation number for each regression parameter in
the model.
DFBETAS
plots the standardized deletion statistic as a function of observation number for each regression
parameter in the model.
LEVERAGE
plots the leverage as a function of observation number.
OVERDISP

plots the predicted variance as a function of the predicted mean for a zero-in ated response.

PREDICTED< (option) >
plots predicted values with con dence limits as a function of observation number. The PRE-
DICTED plot request has the followingption:

CLM
includes con dence limits in the predicted value plot.

PZERO
plots the zero in ation probability for zero-in ated Poisson and negative binomial models as a
function of observation number.

RESCHI< (options) >
The RESCHI plot request has the followingtions:

INDEX
plots as a function of observation number.
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XBETA
plots as a function of linear predictor.

If you do not specify amption, Pearson residuals are plotted as a function of observation number.

RESDEV< (options) >
plots deviance residuals. The RESDEYV plot request has the followytigns:

INDEX
plots as a function of observation number.

XBETA
plots as a function of linear predictor.

If you do not specify amption, deviance residuals are plotted as a function of observation number.

RESLIK< (options) >
plots likelihood residuals. The RESLIK plot request has the follovapigpns:

INDEX
plots as a function of observation number.

XBETA
plots as a function of linear predictor.

If you do not specify aroption, likelihood residuals are plotted as a function of observation
number.

RESRAW< (options) >
plots raw residuals. The RESRAW plot request has the followjtigns:

INDEX
plots as a function of observation number.

XBETA
plots as a function of linear predictor.

If you do not specify amption, raw residuals are plotted as a function of observation number.

STDRESCHI< (options) >
plots standardized Pearson residuals. The STDRESCHI plot request has the folptidnsg:

INDEX
plots as a function of observation number.

XBETA
plots as a function of linear predictor.

If you do not specify aroption, standardized Pearson residuals are plotted as a function of
observation number.
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STDRESDEV< (options) >
plots standardized deviance residuals. The STDRESDEYV plot request has the folbptiong:

INDEX
plots as a function of observation number.

XBETA
plots as a function of linear predictor.

If you do not specify aroption, standardized deviance residuals are plotted as a function of
observation number.

If you t a model by using generalized estimating equations (GEES), the following additpwtal
requests are available:

CLEVERAGE
plots the cluster leverage as a function of ordered cluster.

CLUSTERCOOKSD

DCLS
plots the cluster Cook's distance statistic as a function of ordered cluster.

CLUSTERDFIT

MCLS
plots the studentized cluster Cook's distance statistic as a function of ordered cluster.

DFBETAC
plots the cluster deletion statistic as a function of ordered cluster for each regression parameter in
the model.

DFBETACS
plots the standardized cluster deletion statistic as a function of ordered cluster for each regression
parameter in the model.

RORDER=keyword
speci es the sort order for the levels of the response variable. This order determines which intercept
parameter in the model corresponds to each level in the data. If RORDER=FORMATTED for numeric
variables for which you have supplied no explicit format, the levels are ordered by their internal values.
The following table displays the valiceywords and describes how PROC GENMOD interprets them.

RORDER=keyword Levels Sorted by

DATA Order of appearance in the input data set
FORMATTED External formatted value, except for numeric
variables with no explicit format, which are
sorted by their unformatted (internal) value
FREQ Descending frequency count; levels with the
most observations come rst in the order
INTERNAL Unformatted value
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By default, RORDER=FORMATTED. For RORDER=FORMATTED and RORDER=INTERNAL,

the sort order is machine dependent. The DESCENDING option in the PROC GENMOD statement
causes the response variable to be sorted in the reverse of the order displayed in the previous table. For
more information about sort order, see the chapter on the SORT proceduréBash&AS Procedures

Guide

The NOPRINT option, which suppresses displayed output in other SAS procedures, is not available
in the PROC GENMOD statement. However, you can use the Output Delivery System (ODS) to
suppress all displayed output, store all output on disk for further analysis, or create SAS data sets from
selected output. You can suppress all displayed output with the stateéb8nSELECT NONEand

turn displayed output back on with the statemebts SELECT ALL; See Table 46.12 and Table 46.13

for the names of output tables available from PROC GENMOD. For more information about ODS, see
Chapter 20, “Using the Output Delivery System.”

ASSESS Statement
ASSESS VAR=(effect)| LINK </ options > ;
ASSESSMENT VAR=(effect)| LINK </ options > ;

The ASSESS statement computes and plots, using ODS Graphics, model-checking statistics based on
aggregates of residuals. See the section “Assessment of Models Based on Aggregates of Residuals” on
page 3278 for details about the model assessment methods available in GENMOD.

The types of aggregates available are cumulative residuals, moving sums of residuals, and loess smoothed
residuals. If you do not specify which aggregate to use, the assessments are based on cumulative sums. PROC
GENMOD uses ODS Graphics for graphical displays. For speci c information about the graphics available

in PROC GENMOD, see the section “ODS Graphics” on page 3308.

You must specify either LINK or VAR= in order to create an analysis.

LINK requests the assessment of the link function by performing the analysis with respect to the linear
predictor.

VAR=(effect) speci es that the functional form of a covariate be checked by performing the analysis with
respect to the variable identi ed by the effect. The effect must be speci ed in the MODEL statement and
must contain only continuous variables (variables not listed in a CLASS statement).

You can specify the followingptions after the slash (/).

CRPANEL
requests that a plot with four panels showing just a few of the paths from the default aggregate plot to
make it easier to compare simulated and observed paths. The plot in each panel contains aggregates of
the observed residuals and two simulated curves (fewer if NPATHS= is less than 8).

LOESS< (number) >

LOWESS< (number) >
requests model assessment based on loess smoothed residuals with optibealthe fraction of data
used;number must be between zero and onenlimber is not speci ed, the default value one-third is
used.
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NPATHS=number
NPATH=number
PATHS=number

PATH=number
speci es the number of simulated paths to plot in the default aggregate residuals plot. The default
value ofnumber is twenty.

RESAMPLE< =number >

RESAMPLES<=number >
speci es that g-value be computed based on 1,000 simulated pathsyraber paths, ifnumber is
speci ed.

SEED=number
speci es a seed for the normal random number generator used in creating simulated realizations of
aggregates of residuals for plots and estimaginglues. Specifying a seed enables you to produce
identical graphs anp-values from one run of the procedure to the next run. If a seed is not speci ed,
or if number is negative or zero, a random number seed is derived from the time of day.

WINDOW< (number) >
requests assessment based on a moving sum window of midthber. If number is not speci ed, a
value of one-half of the range of tixecoordinate is used.

BAYES Statement
BAYES <options> ;

The BAYES statement requests a Bayesian analysis of the regression model by using Gibbs sampling. The
Bayesian posterior samples (also known as the chain) for the regression parameters are not tabulated. The
Bayesian posterior samples (also known as the chain) for the regression parameters can be output to a SAS
data set. Table 46.2 summarizes tiptions available in the BAYES statement.

Table 46.2 BAYES Statement Options

Option Description

Monte Carlo Options

INITIAL= Speci es the initial values of the chain

INITIALMLE Speci es that maximum likelihood estimates be used as
initial values of the chain

METROPOLIS= Speci es the use of a Metropolis step in the ARMS algo-
rithm

NBI= Speci es the number of burn-in iterations

NMC= Speci es the number of iterations after burn-in

SAMPLING= Speci es the algorithm used to sample the posterior distri-
bution

SEED= Speci es the random number generator seed

THINNING= Controls the thinning of the Markov chain
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Table 46.2 (continued)

Option Description

Model and Prior Options

COEFFPRIOR= Speci es the prior of the regression coef cients
DISPERSIONPRIOR= Speci es the prior of the dispersion parameter
PRECISIONPRIOR=  Speci es the prior of the precision parameter

SCALEPRIOR= Speci es the prior of the scale parameter

Summary Statistics and Convergence Diagnostics

DIAGNOSTICS= Displays convergence diagnostics

PLOTS= Displays diagnostic plots

STATISTICS= Displays summary statistics of the posterior samples
Posterior Samples

OUTPOST= Names a SAS data set for the posterior samples

The following list describes thesgptions and theirsuboptions.

COEFFPRIOR=JEFFREYS< (option) > | NORMAL< (options) > | UNIFORM
COEFF=JEFFREYS< (options) > | NORMAL< (options) > | UNIFORM

CPRIOR=JEFFREYS< (options) > | NORMAL< (options) > | UNIFORM
speci es the prior distribution for the regression coef cients. The defaultis COEFFPRIOR=UNIFORM,
which speci es the noninformative and improper prior of a constant.

Jeffreys' prior is speci ed by COEFFPRIOR=JEFFREYS, which can be followed by the following

option in parentheses. Jeffreys' prior is proportionglito /j%, wherel. [ isthe Fisher information
matrix. See the section “Jeffreys' Prior” on page 3288 and Ibrahim and Laud (1991) for more details.

CONDITIONAL
speci es that the Jeffreys' prior, conditional on the current Markov chain value of the generalized
linear model precision parameteris proportional tg 1. /jz.

The normal prior is speci ed by COEFFPRIOR=NORMAL, which can be followed by one of the
following options enclosed in parentheses. However, if you do not specifypéiaon, the normal prior
N.0O; 10°1/, wherel is the identity matrix, is used. See the section “Normal Prior” on page 3288 for

more details.

CONDITIONAL
speci es that the normal prior, conditional on the current Markov chain value of the generalized
linear model precision parameterisN. ; 11/, where andt are the mean and covariance

of the normal prior speci ed by other normal options.

INPUT=SAS-data-set
speci es a SAS data set containing the mean and covariance information of the normal prior. The
data set must have &YPE_ variable to represent the type of each observation and a variable for
each regression coef cient. If the data set also containsAME_ variable, the values of this
variable are used to identify the covariances for th¥PE_=COV observations; otherwise, the
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_TYPE_=COQV observations are assumed to be in the same order as the explanatory variables
in the MODEL statement. PROC GENMOD reads the mean vector from the observation with
_TYPE_= MEAN and reads the covariance matrix from observations WitPE_= COV .

For an independent normal prior, specify either variances or a covariance matrix in addition to
the means. You can specify the variances in thePE_=VAR option, or you can equivalently
specify the precisions (inverse of the variances) in_thePE_=PRECISION option. Each

variable in the INPUT= data set corresponds to a parameter in the model, and the variable name
must match the parameter name. Parameter names can be found in any of the tables (such as
the “Initial Values of the Chain” table) in the Bayesian Analysis section of the results. See
Example 46.10 for an example.

RELVAR< =c >
speci es the normal prioN. 0; cJ/, whereld is a diagonal matrix with diagonal elements equal to
the variances of the corresponding ML estimator. By defaul, 10°.

VAR< =c >
speci es the normal prioN. 0; cl/, wherel is the identity matrix.

DIAGNOSTICS=ALL | NONE | ( keyword-list)

DIAG=ALL | NONE | ( keyword-list)
controls the number of diagnostics produced. You can request all the following diagnostics by
specifying DIAGNOSTICS=ALL. If you do not want any of these diagnostics, specify DIAGNOS-
TICS=NONE. If you want some but not all of the diagnostics, or if you want to change certain
settings of these diagnostics, specify a subset of the folloképgords. The default is DIAGNOS-
TICS=(AUTOCORR ESS GEWEKE).

AUTOCORR < (LAGS= numeric-list) >
computes the autocorrelations of lags given by LAGS= list for each parameter. Elements in
the list are truncated to integers and repeated values are removed. If the LAGS= option is not
speci ed, autocorrelations of lags 1, 5, 10, and 50 are computed for each variable. See the section
“Autocorrelations” on page 155 in Chapter 7, “Introduction to Bayesian Analysis Procedures,” for
details.

ESS
computes Carlin's estimate of the effective sample size, the correlation time, and the ef ciency of
the chain for each parameter. See the section “Effective Sample Size” on page 155 in Chapter 7,
“Introduction to Bayesian Analysis Procedures,” for details.

GELMAN < (gelman-options) >
computes the Gelman and Rubin convergence diagnostics. You can specify one or more of the
following gelman-options:

NCHAIN | N=number
speci es the number of parallel chains used to compute the diagnostic, and must be 2 or
larger. The default is NCHAIN=3. If an INITIAL= data set is used, NCHAIN defaults to the
number of rows in the INITIAL= data set. If any number other than this is speci ed with the
NCHAIN= option, the NCHAIN= value is ignored.
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ALPHA=value

speci es the signi cance level for the upper bound. The default is ALPHA=0.05, resulting
in a 97.5% bound.

See the section “Gelman and Rubin Diagnostics” on page 148 in Chapter 7, “Introduction to
Bayesian Analysis Procedures,” for details.

GEWEKE < (geweke-options) >
computes the Geweke spectral density diagnostics, which are essentially a two-stesple
between the rsff ; portion and the lagt, portion of the chain. The defaultfg D 0:1and
f > D 0:5, but you can choose other fractions by using the follovgageke-options:

FRAC1=value
speci es the fractiorf ; for the rst window.

FRAC2=value
speci es the fractiorf , for the second window.

See the section “Geweke Diagnostics” on page 149 in Chapter 7, “Introduction to Bayesian
Analysis Procedures,” for details.

HEIDELBERGER < (heidel-options) >
computes the Heidelberger and Welch diagnostic for each variable, which consists of a stationarity
test of the null hypothesis that the sample values form a stationary process. If the stationarity test
is not rejected, a halfwidth test is then carried out. Optionally, you can specify one or more of the
following heidel-options:

SALPHA=value
speci esthe level.0 < <1/ forthe stationarity test.

HALPHA=value
speci esthe level.0 < <1/ forthe halfwidth test.

EPS=value
speci es a positive number such that if the halfwidth is less thartimes the sample mean
of the retained iterates, the halfwidth test is passed.

See the section “Heidelberger and Welch Diagnostics” on page 151 in Chapter 7, “Introduction
to Bayesian Analysis Procedures,” for details.

MCSE

MCERROR
computes the Monte Carlo standard error for each parameter. The Monte Caro standard error,
which measures the simulation accuracy, is the standard error of the posterior mean estimate
and is calculated as the posterior standard deviation divided by the square root of the effective
sample size. See the section “Standard Error of the Mean Estimate” on page 156 in Chapter 7,
“Introduction to Bayesian Analysis Procedures,” for detalils.

RAFTERY< (raftery-options) >
computes the Raftery and Lewis diagnostics that evaluate the accuracy of the estimated quantile
(% for a givenQ 2 .0;1/) of a chain. % can achieve any degree of accuracy when the
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chain is allowed to run for a long time. A stopping criterion is when the estimated probability
F% D Pr. %/ reaches within R of the valueQ with probability S, thatis,Pr.Q R

F% Q C R/ D S. The following raftery-options enable you to specif®;R;S, and a
precision level for the test:

QUANTILE | Q=value
speci es the order (a value between 0 and 1) of the quantile of interest. The default is 0.025.

ACCURACY | R=value
speci es a small positive number as the margin of error for measuring the accuracy of
estimation of the quantile. The default is 0.005.

PROBABILITY | S=value
speci es the probability of attaining the accuracy of the estimation of the quantile. The
default is 0.95.

EPSILON | EPS=value
speci es the tolerance level (a small positive number) for the stationary test. The default is
0.001.

See the section “Raftery and Lewis Diagnostics” on page 152 in Chapter 7, “Introduction to
Bayesian Analysis Procedures,” for details.

DISPERSIONPRIOR=GAMMA< (options) > | IGAMMA< (options) > | IMPROPER

DPRIOR=GAMMAX< (options) > | IGAMMA< (options) > | IMPROPER
speci es that Gibbs sampling be performed on the generalized linear model dispersion parameter and
the prior distribution for the dispersion parameter, if there is a dispersion parameter in the model. For
models that do not have a dispersion parameter (the Poisson and binomial), this option is ignored.
Note that you can specify Gibbs sampling on either the dispersion paraméierscale parameter

D %, or the precision parameterD 1 with the DPRIOR=, SPRIOR=, and PPRIOR= options,

respectively. These three parameters are transformations of one another, and you should specify Gibbs
sampling for only one of them.
A gamma prior G.a;b/ with density f.t/ D % is specied by DISPERSION-
PRIOR=GAMMA, which can be followed by one of the followirggmma-options enclosed in
parentheses. The hyperparameteasnidb are the shape and inverse-scale parameters of the gamma
distribution, respectively. See the section “Gamma Prior” on page 3287 for details. The default is
G.10 4;10 4/.

RELSHAPE<=c>

speci es independer®.c &/ distribution, whereOis the MLE of the dispersion parameter.

With this choice of hyperparameters, the mean of the prior distributié?eisd the variance ig? .
By default,c=10 4.

SHAPE=a

ISCALE=Db
when both speci ed, results in@.a; b/ prior.
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SHAPE=c
when speci ed alone, results in@G.c; ¢/ prior.

ISCALE=cC
when speci ed alone, results in@.c; ¢/ prior.

An inverse gamma priolG .a; b/ with densityf.t/ D 2t 2CVe b=t is speci ed by DISPER-
SIONPRIOR=IGAMMA, which can be followed by one of the followingerse gamma-options
enclosed in parentheses. The hyperparamatanslb are the shape and scale parameters of the inverse
gamma distribution, respectively. See the section “Inverse Gamma Prior” on page 3288 for details.
The default i9G.2:001; 0:001/

RELSHAPE<=c >
cC

speci es independerit. —OO; c/ distribution, whereQis the MLE of the dispersion parameter.

With this choice of hyperparameters, the mean of the prior distributiéa By default,c=10 “.

SHAPE=a

SCALE=b
when both speci ed, results inl& .a; b/ prior.

SHAPE=c
when speci ed alone, results in 46 .c; ¢/ prior.

SCALE=c
when speci ed alone, results in 46 .c; ¢/ prior.

An improper prior with densityf.t/ proportional tot ! is specied with DISPERSION-
PRIOR=IMPROPER.

INITIAL= SAS-data-set
speci es the SAS data set that contains the initial values of the Markov chains. The INITIAL= data set
must contain all the variables of the model. You can specify multiple rows as the initial values of the
parallel chains for the Gelman-Rubin statistics, but posterior summaries, diagnostics, and plots are
computed only for the rst chain. If the data set also contains the variggi =D _, the value of the
_SEED_ variable is used as the seed of the random number generator for the corresponding chain.

INITIALMLE
speci es that maximum likelihood estimates of the model parameters be used as initial values of
the Markov chain. If this option is not speci ed, estimates of the mode of the posterior distribution
obtained by optimization are used as initial values.

METROPOLIS=YES | NO
speci es the use of a Metropolis step to generate Gibbs samples for posterior distributions that are not
log concave. The default value is METROPOLIS=YES.

NBI=number
speci es the number of burn-in iterations before the chains are saved. The default is 2000.
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NMC=number
speci es the number of iterations after the burn-in. The default is 10000.

OUTPOST=SAS-data-set

OUT=SAS-data-set
names the SAS data set that contains the posterior samples. See the sections “OUTPOST= Output
Data Set” on page 3290 and “Posterior Samples Output Data Set” on page 3287 for more information.
Alternatively, you can create the output data set by specifying an ODS OUTPUT statement as follows:

ODS OUTPUT POSTERIORSAMPLE=SAS-data-set

PRECISIONPRIOR=GAMMA< (options) > | IMPROPER

PPRIOR=GAMMA< (options) > | IMPROPER
speci es that Gibbs sampling be performed on the generalized linear model precision parameter and
the prior distribution for the precision parameter, if there is a precision parameter in the model. For
models that do not have a precision parameter (the Poisson and binomial), this option is ignored.
Note that you can specify Gibbs sampling on either the dispersion paraméierscale parameter

D %, or the precision parameterD 1, with the DPRIOR=, SPRIOR=, and PPRIOR= options,

respectively. These three parameters are transformations of one another, and you should specify Gibbs
sampling for only one of them.

A gamma prior G.a;b/ with density f.t/ D % is specied by PRECISION-
PRIOR=GAMMA, which can be followed by one of the followingamma-options enclosed

in parentheses. The hyperparameteasnidb are the shape and inverse-scale parameters of the gamma
distribution, respectively. See the section “Gamma Prior’ on page 3287 for details. The default is
G.10 4,10 4/.

RELSHAPE<=c >
speci es independern®.c Qc/ distribution, whereOis the MLE of the dispersion parameter.
With this choice of hyperparameters, the mean of the prior distributi@aisd the variance i§.
By default,c D 10 4.

SHAPE=a

ISCALE=b
when both speci ed, results in@.a; b/ prior.

SHAPE=c
when speci ed alone, results in &.c; c/ prior.

ISCALE=c
when speci ed alone, results in &.c; c/ prior.

An improper prior with densityf.t/ proportional tot * is specied with PRECISION-
PRIOR=IMPROPER.

PLOTS< (global-plot-options) >=plot-request

PLOTS< (global-plot-options) >=(plot-request < ... plot-request >)
controls the display of diagnostic plots. Three types of plots can be requested: trace plots, autocorrela-
tion function plots, and kernel density plots. By default, the plots are displayed in panels unless the
global-plot-option UNPACK is speci ed. Also, when you are specifying more than one type of plots,
the plots are displayed by parameters unlesglbtaal-plot-option GROUPBY is speci ed. When you
specify only oneplot-request, you can omit the parentheses aroundglogrequest. For example:
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plots=none
plots(unpack)=trace
plots=(trace autocorr)

ODS Graphics must be enabled before requesting plots. For example, the following SAS statements
enable ODS Graphics:

ods graphics on;
proc genmod;

model y=x;

bayes plots=trace;
run;
ods graphics off;

Theglobal-plot-options are as follows:

FRINGE
creates a fringe plot on the X axis of the density plot.

GROUPBY=PARAMETER

GROUPBY=TYPE
speci es how the plots are grouped when there is more than one type of plot.

GROUPBY=TYPE
speci es that the plots be grouped by type.

GROUPBY=PARAMETER
speci es that the plots be grouped by parameter.

GROUPBY=PARAMETER is the default.

LAGS=n
speci es that autocorrelations be plotted up tomadf this option is not speci ed, autocorrelations
are plotted up to lag 50.

SMOOTH
displays a tted penalized B-spline curve for each trace plot.

UNPACKPANEL

UNPACK
speci es that all paneled plots be unpacked, meaning that each plot in a panel is displayed
separately.

Theplot-requests include the following:

ALL
speci es all types of plots. PLOTS=ALL is equivalent to specifying PLOTS=(TRACE AUTO-
CORR DENSITY).
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AUTOCORR
displays the autocorrelation function plots for the parameters.

DENSITY
displays the kernel density plots for the parameters.

NONE
suppresses all diagnostic plots.

TRACE
displays the trace plots for the parameters. See the section “Visual Analysis via Trace Plots” on
page 143 in Chapter 7, “Introduction to Bayesian Analysis Procedures,” for details.

SAMPLING=option
speci es an algorithm used to sample the posterior distribution. The followtigns are available:

ARMS

GIBBS
use the ARMS algorithm.

GAMERMAN

GAM
use the Gamerman algorithm. This is the default method.

IM
use the independent Metropolis algorithm.

SCALEPRIOR=GAMMAX ( options) > | IMPROPER

SPRIOR=GAMMA< (options) > | IMPROPER
speci es that Gibbs sampling be performed on the generalized linear model scale parameter and the
prior distribution for the scale parameter, if there is a scale parameter in the model. For models that do
not have a scale parameter (the Poisson and binomial), this option is ignored. Note that you can specify
Gibbs sampling on either the dispersion parametéhe scale parameterD Z, orthe precision
parameter D 1 with the DPRIOR=, SPRIOR=, and PPRIOR= options, respectively. These three
parameters are transformations of one another, and you should specify Gibbs sampling for only one of
them.

A gamma prioiG.a; b/ with densityf.t/ D 22UZte ™ is speci ed by SCALEPRIOR=GAMMA,

which can be followed by one of the followirggamma-options enclosed in parentheses. The hyperpa-
rameters andb are the shape and inverse-scale parameters of the gamma distribution, respectively.
See the section “Gamma Prior” on page 3287 for details. The defaBItLig *; 10 */.

RELSHAPE<=c>
speci es independer®.c Qc/ distribution, whereOis the MLE of the dispersion parameter.
With this choice of hyperparameters, the mean of the prior distributi@eisd the variance i§.
By default,c D 10 4.
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SHAPE=a

ISCALE=b
when both speci ed, results in@.a; b/ prior.

SHAPE=c
when speci ed alone, results in &.c; ¢/ prior.

ISCALE=c
when speci ed alone, results in &.c; c/ prior.

An improper prior with density.t/ proportional tat * is speci ed with SCALEPRIOR=IMPROPER.

SEED=number
speci es an integer seed in the range 2t 1 for the random number generator in the simulation.
Specifying a seed enables you to reproduce identical Markov chains for the same speci cation. If the
SEED= option is not speci ed, or if you specify a nonpositive seed, a random seed is derived from the
time of day.

STATISTICS < (global-options) > = ALL | NONE | keyword | (keyword-list)

STATS <(global-options) > = ALL | NONE | keyword | (keyword-list)
controls the number of posterior statistics produced. Specifying STATISTICS=ALL is equivalent to
specifyingSTATISTICS=(SUMMARY INTERVAL COV CORR). If you do not want any posterior
statistics, you specify STATISTICS=NONE. The default is STATISTICS=(SUMMARY INTERVAL).
See the section “Summary Statistics” on page 156 in Chapter 7, “Introduction to Bayesian Analysis
Procedures,” for details. Thgobal-options include the following:

ALPHA= numeric-list
controls the probabilities of the credible intervals. The ALPHA= values must be between 0 and 1.
Each ALPHA= value produces a pair of 100(1-ALPHA)% equal-tail and HPD intervals for each
parameters. The default is the value of the ALPHA= option in the MODEL statement, or 0.05 if
that option is not speci ed (yielding the 95% credible intervals for each parameter).

PERCENT=numeric-list
requests the percentile points of the posterior samples. The PERCENT= values must be between
0 and 100. The default is PERCENT=25, 50, 75, which yield the 25th, 50th, and 75th percentile
points, respectively, for each parameter.

The list ofkeywords includes the following:

CORR
produces the posterior correlation matrix.

cov
produces the posterior covariance matrix.

SUMMARY
produces the means, standard deviations, and percentile points for the posterior samples. The
default is to produce the 25th, 50th, and 75th percentile points, but you can use the global
PERCENT= option to request speci ¢ percentile points.
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INTERVAL
produces equal-tail credible intervals and HPD intervals. The default is to produce the 95%
equal-tail credible intervals and 95% HPD intervals, but you can use the global ALPHA= option
to request intervals of any probabilities.

THINNING=number

THIN=number
controls the thinning of the Markov chain. Only one in evkisamples is used when THINNING=
and if NBl=ng and NMC=, the number of samples kept is

npCn No
k k

where ] represents the integer part of the numbaetrhe default is THINNING=1.

BY Statement

BY variables ;

You can specify a BY statement with PROC GENMOD to obtain separate analyses of observations in groups
that are de ned by the BY variables. When a BY statement appears, the procedure expects the input data
set to be sorted in order of the BY variables. If you specify more than one BY statement, only the last one
speci ed is used.

If your input data set is not sorted in ascending order, use one of the following alternatives:

Sort the data by using the SORT procedure with a similar BY statement.

Specify the NOTSORTED or DESCENDING option in the BY statement for the GENMOD procedure.
The NOTSORTED option does not mean that the data are unsorted but rather that the data are arranged
in groups (according to values of the BY variables) and that these groups are not necessarily in
alphabetical or increasing numeric order.

Create an index on the BY variables by using the DATASETS procedure (in Base SAS software).
For more information about BY-group processing, see the discussi®ALanguage Reference: Concepts

For more information about the DATASETS procedure, see the discussion$A®&isual Data Management
and Utility Procedures Guide

CLASS Statement

CLASS variable < (options) > . .. <variable < (options) >> </ global-options > ;

The CLASS statement names the classi cation variables to be used as explanatory variables in the analysis.
Response variables do not need to be speci ed in the CLASS statement.

The CLASS statement must precede the MODEL statement. Most options can be speci ed either as individual
variableoptions or asglobal-options. You can specifyptions for each variable by enclosing the options in
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parentheses after the variable name. You can also spgeifyl-options for the CLASS statement by placing
them after a slash (/}Global-options are applied to all the variables speci ed in the CLASS statement. If you
specify more than one CLASS statement, dglubal-options speci ed in any one CLASS statement apply to
all CLASS statements. However, individual CLASS variadypions override theglobal-options. You can
specify the following values for either aption or aglobal-option:

CPREFIX=n
speci es that, at most, the rst characters of a CLASS variable name be used in creating names for
the corresponding design variables. The defa8is min.32; max.2;f// , wheref is the formatted
length of the CLASS variable.

DESCENDING

DESC
reverses the sort order of the classi cation variable. If bothDEESCENDINGand ORDER= options
are speci ed, PROC GENMOD orders the categories according to the ORDER= option and then
reverses that order.

LPREFIX=n
speci es that, at most, the rst characters of a CLASS variable label be used in creating labels for the
corresponding design variables. The defau56 min.256;max.2;f// , wheref is the formatted
length of the CLASS variable.

MISSING
treats missing values (., ._, .A, ..., .Z for numeric variables and blanks for character variables) as valid
values for the CLASS variable.

ORDER=DATA | FORMATTED | FREQ | INTERNAL
speci es the sort order for the levels of classi cation variables. This ordering determines which
parameters in the model correspond to each level in the data, so the ORDER= option can be useful when
you use the CONTRAST statement. By default, ORDER=FORMATTED. For ORDER=FORMATTED
and ORDER=INTERNAL, the sort order is machine-dependent. When ORDER=FORMATTED is in
effect for numeric variables for which you have supplied no explicit format, the levels are ordered by
their internal values.

The following table shows how PROC GENMOD interprets values of the ORDER= option.

Value of ORDER= Levels Sorted By

DATA Order of appearance in the input data set

FORMATTED External formatted values, except for numeric
variables with no explicit format, which are sorted
by their unformatted (internal) values

FREQ Descending frequency count; levels with more
observations come earlier in the order
INTERNAL Unformatted value

For more information about sort order, see the chapter on the SORT procedureSASheisual
Data Management and Utility Procedures Guiled the discussion of BY-group processingifS
Language Reference: Concepts
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PARAM=keyword
speci es the parameterization method for the classi cation variable or variables. You can specify any
of thekeywords shown in the following table; the default is PARAM=GLM. Design matrix columns
are created from CLASS variables according to the corresponding coding schemes:

Value of PARAM= Coding

EFFECT Effect coding

GLM Less-than-full-rank reference cell coding (this
keyword can be used only in a global option)

ORDINAL Cumulative parameterization for an ordinal

THERMOMETER CLASS variable

POLYNOMIAL Polynomial coding

POLY

REFERENCE Reference cell coding

REF

ORTHEFFECT Orthogonalizes PARAM=EFFECT coding

ORTHORDINAL Orthogonalizes PARAM=0ORDINAL coding

ORTHOTHERM

ORTHPOLY Orthogonalizes PARAM=POLYNOMIAL coding

ORTHREF Orthogonalizes PARAM=REFERENCE coding

All parameterizations are full rank, except for the GLM parameterization. The REF= option in the
CLASS statement determines the reference level for EFFECT and REFERENCE coding and for their
orthogonal parameterizations. It also indirectly determines the reference level for a singular GLM
parameterization through the order of levels.

If PARAM=ORTHPOLY or PARAM=POLY and the classi cation variable is numeric, then the
ORDER= option in the CLASS statement is ignored, and the internal unformatted values are used. See
the section “Other Parameterizations” on page 395 in Chapter 19, “Shared Concepts and Topics,” for
further details.

REF='"level' | keyword
speci es the reference level for PARAM=EFFECT, PARAM=REFERENCE, and their orthogonaliza-
tions. For PARAM=GLM, the REF= option speci es a level of the classi cation variable to be put at
the end of the list of levels. This level thus corresponds to the reference level in the usual interpretation
of the linear estimates with a singular parameterization.

For an individual variable REF= option (but not for a global REF= option), you can specifgwle

of the variable to use as the reference level. Specify the formatted value of the variable if a format is
assigned. For a global or individual variable REF= option, you can use one of the follkeyiwgrds.

The default is REF=LAST.

FIRST designates the rst ordered level as reference.
LAST designates the last ordered level as reference.
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TRUNCATE<=n>
speci es the lengtm of CLASS variable values to use in determining CLASS variable levels. The
default is to use the full formatted length of the CLASS variable. If you specify TRUNCATE without
the lengthn, the rst 16 characters of the formatted values are used. When formatted values are longer
than 16 characters, you can use this option to revert to the levels as determined in releases before SAS
9. The TRUNCATE option is available only as a global option.

Class Variable Default Parameterization

If you do not specify the PARAM= option, the default PARAM=GLM parameterization is used.

Class Variable Naming Convention

Parameter names for a CLASS predictor variable are constructed by concatenating the CLASS variable name
with the CLASS levels. However, for the POLYNOMIAL and orthogonal parameterizations, parameter
names are formed by concatenating the CLASS variable name and keywords that re ect the parameterization.
See the section “Other Parameterizations” on page 395 in Chapter 19, “Shared Concepts and Topics,” for
examples and further details.

Class Variable Parameterization with Unbalanced Designs

PROC GENMOD initially parameterizes the CLASS variables by looking at the levels of the variables across
the complete data set. If you haveambalancedeplication of levels across variables or BY groups, then

the design matrix and the parameter interpretation might be different from what you expect. For instance,
suppose you have a model with one CLASS variabigith three levels (1, 2, and 3), and another CLASS
variableB with two levels (1 and 2). If the third level & occurs only with the rst level oB, if you use the
EFFECT parameterization, and if your model contains the ef¢&Ytand an intercept, then the design for

within the second level a8 is not a differential effect. In particular, the design looks like the following:

Design Matrix
A(B=1) A(B=2)

B A Al A2 Al A2

1 1 1 0 0O O
1 2 0 1 0O O
1 3 -1 -1 0O O
2 1 0 0 1 O
2 2 0 0 0 1

PROC GENMOD detects linear dependency among the last two design variables and sets the parameter for
A2(B=2) to zero, resulting in an interpretation of these parameters as if they were reference- or dummy-coded.
The REFERENCE or GLM parameterization might be more appropriate for such problems.

CODE Statement
CODE < options > ;
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The CODE statement writes SAS DATA step code for computing predicted values of the tted model either
to a le or to a catalog entry. This code can then be included in a DATA step to score new data.

Table 46.3 summarizes tlptions available in the CODE statement.

Table 46.3 CODE Statement Options

Option Description

CATALOG= Names the catalog entry where the generated code is saved

DUMMIES Retains the dummy variables in the data set

ERROR Computes the error function

FILE= Names the le where the generated code is saved

FORMAT= Speci es the numeric format for the regression coef cients

GROUP= Speci es the group identi er for array names and statement labels

IMPUTE Imputes predicted values for observations with missing or invalid
covariates

LINESIZE= Speci es the line size of the generated code

LOOKUP= Speci es the algorithm for looking up CLASS levels

RESIDUAL Computes residuals

For details about the syntax of the CODE statement, see the section “CODE Statement” on page 399 in
Chapter 19, “Shared Concepts and Topics.”

CONTRAST Statement

CONTRAST label contrast-speci cation </ options> ;

The CONTRAST statement provides a means of obtaining a test of a speci ed hypothesis concerning the
model parameters. This is accomplished by specifying a miatiax testing the hypothesis® D 0. You

must be familiar with the details of the model parameterization that PROC GENMOD uses. For more
information, see the section “Parameterization Used in PROC GENMOD” on page 3259 and the section
“CLASS Statement” on page 3205. Computed statistics are based on the asymptotic chi-square distribution
of the likelihood ratio statistic, or the generalized score statistic for GEE models, with degrees of freedom
determined by the number of linearly independent rows irL_theatrix. You can request Wald chi-square
statistics with the Wald option in the CONTRAST statement.

There is no limit to the number of CONTRAST statements that you can specify, but they must appear after
the MODEL statement and after the ZEROMODEL statement for zero-in ated models. Statistics for multiple
CONTRAST statements are displayed in a single table.

The elements of the CONTRAST statement are as follows:

label identi es the contrast on the output. A label is required for every contrast speci ed. Labels can be
up to 20 characters and must be enclosed in single quotes.

contrast-speci cation identi es the effects and their coef cients from which thenatrix is formed. The
contrast-speci cation can be speci ed in two different ways. The rst method applies to all
models except the zero-in ated (ZI) distributions (zero-in ated Poisson and zero-in ated negative
binomial), and the syntax is:
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effect values <,. .. effect values >

The second method of specifying a contrast applies only to ZI models, and the syntax is:
effect values <,... effect values > @ZERO effect values <. .. effect values >
where

effect identi es an effect that appears in the MODEL statement. The VIiNO&RCEPTor
intercept can be used as an effect when an intercept is included in the model. You do
not need to include all effects that are included in the MODEL statement.

values are constants that are elements oflthe=ctor associated with the effect.

options  speci es CONTRAST statement options.

Speci cation of sets ogffect values before the @ZERO separator results in a row ofltRenatrix with
coef cients for effects in the regression part of the model setvidues and with the coef cients for the
zero-in ation part of the model set to zero. Speci cation of setefidéct values after the @ZERO separator
results in a row of th& matrix with the coef cients for the regression part of the model set to zero and with
the coef cients ofeffects in the zero-in ation part of the model set talues. For example, the statements

class a;
model y=a;
contrast Labell A 1 -1;

specify anL?matrix with one row with coef cients 1 for the rst level ok and —1 for the second level af

The statements

class a b;

model y=a / dist=zip;

zeromodel b;

contrast Label2 A 1 -1 @zero B 1 -1;

specify anL?matrix with two rows: the rst row has coef cients 1 for the rst level &, —1 for the second
level of A, and zeros for all levels d&; the second row has coef cients O for all levelsAafl for the rst
level of B, and —1 for the second level Bf

The rows ofL.are speci ed in order and are separated by commas.

If you use the default less-than-full-rank PROC GLM CLASS variable parameterization, each row of the
L9matrix is checked for estimability. If PROC GENMOD nds a contrast to be nonestimable, it displays
missing values in corresponding rows in the results. See Searle (1971) for a discussion of estimable functions.
If the elements of %are not speci ed for an effect that contains a speci ed effect, then the elements of the
speci ed effect are distributed over the levels of the higher-order effect just as the GLM procedure does for
its CONTRAST and ESTIMATE statements. For example, suppose that the model contains effects A and B
and their interaction A*B. If you specify a CONTRAST statement involving A alone|thmatrix contains
nonzero terms for both A and A*B, since A*B contains A.

When you use any of the full-rank PARAM= CLASS variable options, all parameters are directly estimable,
and rows ofL%are not checked for estimability.

If an effect is not speci ed in the CONTRAST statement, all of its coef cients inltAenatrix are set to 0. If
too many values are speci ed for an effect, the extra ones are ignored. If too few values are speci ed, the
remaining ones are set to 0.



CONTRAST Statement F 3211

PROC GENMOD handles missing level combinations of classi cation variables in the same manner as the
GLM and MIXED procedures. Parameters corresponding to missing level combinations are not included
in the model. This convention can affect the way in which you specify_th&trix in your CONTRAST
statement.

If you specify the WALD option, the test of hypothesis is based on a Wald chi-square statistic. If you omit
the WALD option, the test statistic computed depends on whether an ordinary generalized linear model or a
GEE-type model is speci ed.

For an ordinary generalized linear model, the CONTRAST statement computes the likelihood ratio statistic.
This is de ned to be twice the difference between the log likelihood of the model unconstrained by the
contrast and the log likelihood with the model tted under the constraint that the linear function of the
parameters de ned by the contrast is equal to (a-¥alue is computed based on the asymptotic chi-square
distribution of the chi-square statistic.

If you specify a GEE model with the REPEATED statement, the test is based on a score statistic. The GEE
model is t under the constraint that the linear function of the parameters de ned by the contrast is equal

to 0. The score chi-square statistic is computed based on the generalized score function. See the section
“Generalized Score Statistics” on page 3278 for more information.

The degrees of freedom is the number of linearly independent constraints implied by the CONTRAST
statement—that is, the rank bf

You can specify the followingptions after a slash (/).

E
requests that the matrix be displayed.

SINGULAR=number

EPSILON=number
tunes the estimability checking. ¥fis a vector, de ne ABS() to be the absolute value of the element
of v with the largest absolute value. LiéP be any row in the contrast matrix De ne C to be equal
to ABS.KY if ABS.KY is greater than 0; otherwise, C equals 1. If AR KP°T/ is greater than
C*number, thenK is declared nonestimablg.is the Hermite form matrixX°X/ .X%/, and. XX/
represents a generalized inverse of the matfx. The value fomumber must be between 0 and 1;
the default value is 1E—4. The SINGULAR= option in the MODEL statement affects the computation
of the generalized inverse of the mati#X. It might also be necessary to adjust this value for some
data.

WALD
requests that a Wald chi-square statistic be computed for the contrast rather than the default likelihood
ratio or score statistic. The Wald statistic for testity D 0is de ned by

SD.L°QOL% L/ .L°Q

where Gis the maximum likelihood estimate aridis its estimated covariance matrix. The asymptotic
distribution ofSis 2, wherer is the rank ofL. Computedp-values are based on this distribution.

If you specify a GEE model with the REPEATED stateméntis the empirical covariance matrix
estimate.
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DEVIANCE Statement

DEVIANCE variable=expression ;

You can specify a probability distribution other than those available in PBBEMOD by using the
DEVIANCE and VARIANCE statements. You do not need to specify the DEVIANCE or VARIANCE
statement if you use the DIST= MODEL statement option to specify a probability distributionafiable

identi es the deviance contribution from a single observation to the procedure, and it must be a valid SAS
variable name that does not appear in the input data setexjinession can be any arithmetic expression
supported by the DATA step language, and it is used to de ne the functional dependence of the deviance on
the mean and the response. You use the automatic varigleSN_ and_RESP_ to represent the mean and
response in thexpression.

Alternatively, the deviance function can be de ned using programming statements (see the section “Program-
ming Statements” on page 3237) and assigned to a variable, which is then listeegs¢ksion. This form
is convenient for using complex statements such as IF-THEN/ELSE clauses.

The DEVIANCE statement is ignored unless the VARIANCE statement is also speci ed.

EFFECTPLOT Statement

EFFECTPLOT < plot-type < (plot-de nition-options) >> </ options > ;

The EFFECTPLOT statement produces a display of the tted model and provides options for changing and
enhancing the displays. Table 46.4 describes the avaiddite¢ypesand theirplot-de nition-options

Table 46.4 Plot-Types and Plot-De nition-Options

Plot-Type and Description Plot-De nition-Options

BOX

Displays a box plot of continuous response data at edehOTBY= variable or CLASS effect
level of a CLASS effect, with predicted values X= CLASS variable or effect

superimposed and connected by a line. This is an
alternative to the INTERACTIONlot-type

CONTOUR
Displays a contour plot of predicted values against tWeLOTBY= variable or CLASS effect
continuous covariates. X= continuous variable

Y= continuous variable
FIT
Displays a curve of predicted values versus a PLOTBY= variable or CLASS effect
continuous variable. X= continuous variable
INTERACTION

Displays a plot of predicted values (possibly with errdPLOTBY= variable or CLASS effect
bars) versus the levels of a CLASS effect. The SLICEBY= variable or CLASS effect
predicted values are connected with lines and can b&X= CLASS variable or effect
grouped by the levels of another CLASS effect.




ESTIMATE Statement F 3213

Table 46.4 continued

Plot-Type and Description Plot-De nition-Options

MOSAIC

Displays a mosaic plot of predicted values using up tBLOTBY= variable or CLASS effect
three CLASS effects. X= CLASS effects

SLICEFIT

Displays a curve of predicted values versus a PLOTBY= variable or CLASS effect
continuous variable grouped by the levels of a SLICEBY= variable or CLASS effect
CLASS effect. X= continuous variable

For full details about the syntax and options of the EFFECTPLOT statement, see the section “EFFECTPLOT
Statement” on page 420 in Chapter 19, “Shared Concepts and Topics.”

ESTIMATE Statement

ESTIMATE label contrast-speci cation </ options> ;

The ESTIMATE statement is similar to a CONTRAST statement, except only oné-tomatrices are
permitted.

The elements of the ESTIMATE statement are as follows:

label identi es the contrast on the output. A label is required for every contrast speci ed. Labels can be
up to 20 characters and must be enclosed in single quotes.

contrast-speci cation  identi es the effects and their coef cients from which thematrix is formed. The
contrast-speci cation can be speci ed in two different ways. The rst method applies to all
models except the zero-in ated (ZI) distributions (zero-in ated Poisson and zero-in ated negative
binomial), and the syntax is:

effect values <... effect values >

The second method of specifying a contrast applies only to ZI models, and the syntax is:
effect values <.. . effect values > @ZERO effect values <.. . effect values >
where

effect identi es an effect that appears in the MODEL statement. The VINO&ERCEPTor
intercept can be used as an effect when an intercept is included in the model. You do
not need to include all effects that are included in the MODEL statement.

values are constants that are elements oflthe=ctor associated with the effect.

options  speci es options for the ESTIMATE statement.

For ZI models, sets oéffects values before the @ZERO separator correspond to the regression part of
the model with regression parametersandeffects values after the @ZERO separator correspond to the
zero-in ation part of the model with regression parametersn the case of ZI models, a one-ra matrix
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is created for the regression part of the model, another ond-Yomatrix is created for the zero-in ation part
of the model, and separate estimates for theltwmatrices are computed and displayed.

If you use the default less-than-full-rank GLM CLASS variable parameterization, each row is checked
for estimability. If PROC GENMOD nds a contrast to be nonestimable, it displays missing values in
corresponding rows in the results. See Searle (1971) for a discussion of estimable functions.

The actual estimaté,’ (andL® for ZI models), its approximate standard error, and con dence limits are
displayed. Additionally, the corresponding estimate on the mean scale (de ned as the inverse link function
applied toL? ), and con dence limits are displayed. Wald chi-square testslthat 0 andL® D 0 are also
displayed.

The approximate standard error of the estimate is computed as the squarelr®fet pivhereis the
estimated covariance matrix of the parameter estimates. If you specify a GEE model in the REPEATED
statementPis the empirical covariance matrix estimate.

If you specify the EXP option, theexp.L° /, its standard error, and its con dence limits are also displayed.

The construction of the vector and the checking for estimability for an ESTIMATE statement follow the
same rules as listed under the CONTRAST statement.

You can specify the followingptions in the ESTIMATE statement after a slash (/).

ALPHA=number
requests that a con dence interval be constructed with con dence levélumber. The value of
number must be between 0 and 1; the default value is 0.05.

DIVISOR=number
speci es a value by which to divide all coef cients so that fractional coef cients can be entered as
integer numerators. For example, you can use

estimate 1/3(A1+A2) - 2/3A3 a 1 1 -2 / divisor=3;

instead of

estimate 1/3(A1+A2) - 2/3A3 a 0.33333 0.33333 -0.66667;

requests that thie matrix coef cients be displayed.

EXP
requests thaexp.L® /, its standard error, and its con dence limits be computed. If you specify the
EXP option, standard errors are computed using the delta method. Con dence limits are computed by
exponentiating the con dence limits farf .

SINGULAR=number

EPSILON=number
tunes the estimability checking as described for the CONTRAST statement.
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EXACT Statement
EXACT < label > <INTERCEPT > <effects > </ options > ;

The EXACT statement performs exact tests of the parameters for the speffeed and optionally estimates

the parameters and outputs the exact conditional distributions. You can specify the keyword INTERCEPT
and anyeffects in the MODEL statement. Inference on the parameters of the speci ed effects is performed
by conditioning on the suf cient statistics of all the other model parameters (possibly including the intercept).

You can specify several EXACT statements, but they must follow the MODEL statement. Each statement can
optionally include an identifyingpbel. If several EXACT statements are speci ed, any statement without

a label is assigned a label of the form “Ex@tivheren indicates theith EXACT statement. The label is
included in the headers of the displayed exact analysis tables.

If a STRATA statement is also speci ed, then a strati ed exact logistic regression or a strati ed exact Poisson
regression is performed. The model contains a different intercept for each stratum, and these intercepts are
conditioned out of the model along with any other nuisance parameters (parameters for effects speci ed in
the MODEL statement that are not in the EXACT statement).

The ASSESSMENT, BAYES, CONTRAST, EFFECTPLOT, ESTIMATE, LSMEANS, LSMESTIMATE,
OUTPUT, SLICE, and STORE statements are not available with an exact analysis. Exact analyses are not
performed when you specify a WEIGHT statement, or a model other than LINK=LOGIT with DIST=BIN or
LINK=LOG with DIST=POISSON. An OFFSET= variable is not available with exact logistic regression.
Exact estimation is not available for ordinal response models.

For classi cation variables, use of the reference parameterization is recommended.

The followingoptions can be speci ed in each EXACT statement after a slash (/):

ALPHA=number
speci es the level of signi cance for 100.1 / % con dence limits for the parameters or odds
ratios. The value ofiumber must be between 0 and 1. By defaulimber is equal to the value of the
ALPHA= option in the MODEL statement, or 0.05 if that option is not speci ed.

CLTYPE=EXACT | MIDP
requests either the exact or npdzon dence intervals for the parameter estimates. By default, the
exact intervals are produced. The con dence coef cient can be speci ed with the ALPHA= option.
The midyp interval can be modi ed with the MIDPFACTOR= option. See the section “Exact Logistic
and Exact Poisson Regression” on page 3290 for details.

ESTIMATE <=keyword >
estimates the individual parameters (conditioned on all other parameters) for the effects speci ed in the
EXACT statement. For each parameter, a point estimate, a standard error, a con dence interval, and a
p-value for a two-sided test that the parameter is zero are displayed. Note that the twp-gidee is
twice the one-sideg-value. You can optionally specify one of the followikeywords:

PARM  speci es that the parameters be estimated. This is the default.

ODDS  speci es that the odds ratios be estimated. If you have classi cation variables, then you
must also specify the PARAM=REF option in the CLASS statement.

BOTH speci es that both the parameters and odds ratios be estimated.
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JOINT
performs the joint test that all of the parameters are simultaneously equal to zero, performs individual
hypothesis tests for the parameter of each continuous variable, and performs joint tests for the parame-
ters of each classi cation variable. The joint test is indicated in the “Conditional Exact Tests” table by
the label “Joint.”

JOINTONLY
performs only the joint test of the parameters. The test is indicated in the “Conditional Exact Tests”
table by the label “Joint.” When this option is speci ed, individual tests for the parameters of each
continuous variable and joint tests for the parameters of the classi cation variables are not performed.

MIDPFACTOR= 1 |( 1; »2)
sets the tie factors used to produce the mhipothesis statistics and the micton dence intervals.
1 modi es both the hypothesis tests and con dence intervals, whilaffects only the hypothesis tests.
By default, 1 D 0:5and , D 1:0. See the section “Exact Logistic and Exact Poisson Regression” on
page 3290 for details.

ONESIDED
requests one-sided con dence intervals gadhlues for the individual parameter estimates and odds
ratios. The one-sideptvalue is the smaller of the left- and right-tail probabilities for the observed
suf cient statistic of the parameter under the null hypothesis that the parameter is zero. The two-sided
p-values (default) are twice the one-sidetgtalues. See the section “Exact Logistic and Exact Poisson
Regression” on page 3290 for more details.

OUTDIST=SAS-data-set
names the SAS data set that contains the exact conditional distributions. This data set contains all of
the exact conditional distributions that are required to process the corresponding EXACT statement.
This data set contains the possible suf cient statistics for the parameters of the effects speci ed
in the EXACT statement, the counts, and, when hypothesis tests are performed on the parameters,
the probability of occurrence and the score value for each suf cient statistic. When you request an
OUTDIST= data set, the observed suf cient statistics are displayed in the “Suf cient Statistics” table.
See the section “OUTDIST= Output Data Set” on page 3291 for more information.

EXACT Statement Examples

In the following example, two exact tests are computed: oneif@nd the other for2. The test foix1 is
based on the exact conditional distribution of the suf cient statistic foxthparameter given the observed
values of the suf cient statistics for the intercex2, andx3 parameters; likewise, the test f is conditional
on the observed suf cient statistics for the interceqt, andx3.

proc genmod;
model y= x1 x2 x3/d=b;
exact x1 x2;

run;

PROC GENMOD determines, from all the speci ed EXACT statements, the distinct conditional distributions
that need to be evaluated. For example, there is only one exact conditional distribution for the following two
EXACT statements:
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exact One x1 / estimate=parm;
exact Two x1 / estimate=parm onesided;

For each EXACT statement, individual tests for the parameters of the speci ed effects are computed unless
the JOINTONLY option is speci ed. Consider the following EXACT statements:

exact E12 x1 x2 / estimate;
exact E1 x1 | estimate;
exact E2 x2 | estimate;
exact J12 x1 x2 / joint;

In the E12 statement, the parametersdbandx2 are estimated and tested separately. Specifying the E12
statement is equivalent to specifying both the E1 and E2 statements. In the J12 statement, the joint test for
the parameters ofl andx2 is computed in addition to the individual tests fdrandx2.

EXACTOPTIONS Statement
EXACTOPTIONS options ;

The EXACTOPTIONS statement speci egtions that apply to every EXACT statement in the program.
The followingoptions are available:

ABSFCONV=value
speci es the absolute function convergence criterion. Convergence requires a small change in the
log-likelihood function in subsequent iterations,

ili li 1j < value

wherel; is the value of the log-likelihood function at iteration

By default, ABSFCONV=1E-12. You can also specify the FCONV= and XCONV= criteria; optimiza-
tions are terminated as soon as one criterion is satis ed.

ADDTOBS
adds the observed suf cient statistic to the sampled exact distribution if the statistic was not sampled.
This option has no effect unless the METHOD=NETWORKMC option is speci ed and the ESTIMATE
option is speci ed in the EXACT statement. If the observed statistic has not been sampled, then the
parameter estimate does not exist; by specifying this option, you can produce (biased) estimates.

BUILDSUBSETS
builds every distribution for sampling. By default, some exact distributions are created by taking a
subset of a previously generated exact distribution. When the METHOD=NETWORKMC option is
invoked, this subsetting behavior has the effect of using fewer than the desiamdples; see the N=
option for more details. Use the BUILDSUBSETS option to suppress this subsetting.

EPSILON=value =
controls how the partial sums‘iDl yiX; are comparedvalue must be between 0 and 1; by default,
value=1E-8.
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FCONV=value

speci es the relative function convergence criterion. Convergence requires a small relative change in
the log-likelihood function in subsequent iterations,

i L4

——— < value
ili 1jC 1E-6

wherel; is the value of the log likelihood at iteration

By default, FCONV=1E-8. You can also specify the ABSFCONV= and XCONV= criteria; if you
specify more than one criterion, then optimizations are terminated as soon as one criterion is satis ed.

MAXTIME=seconds

speci es the maximum clock time (in seconds) that PROC GENMOD can use to calculate the exact
distributions. If the limit is exceeded, the procedure halts all computations and prints a note to the SAS
log. The default maximum clock time is seven days.

METHOD=keyword

N=n

speci es which exact conditional algorithm to use for every EXACT statement speci ed. You can
specify one of the followingieywords:

DIRECT invokes the multivariate shift algorithm of Hirji, Mehta, and Patel (1987). This method
directly builds the exact distribution, but it can require an excessive amount of memory in its
intermediate stages. METHOD=DIRECT is invoked by default when you are conditioning
out at most the intercept.

NETWORK invokes an algorithm described in Mehta, Patel, and Senchaudhuri (1992). This method
builds a network for each parameter that you are conditioning out, combines the networks,
then uses the multivariate shift algorithm to create the exact distribution. The NETWORK
method can be faster and require less memory than the DIRECT method. The NETWORK
method is invoked by default for most analyses.

NETWORKMC invokes the hybrid network and Monte Carlo algorithm of Mehta, Patel, and Sen-
chaudhuri (1992). This method creates a network, then samples from that network; this
method does not reject any of the samples at the cost of using a large amount of memory
to create the network. METHOD=NETWORKMC is most useful for producing parameter
estimates for problems that are too large for the DIRECT and NETWORK methods to
handle and for which asymptotic methods are invalid—for example, for sparse data on a
large grid.

speci es the number of Monte Carlo samples to take when you specify the METHOD=NETWORKMC
option. By defaultn = 10,000. If PROC GENMOD cannot obtainsamples because of a lack of
memory, then a note is printed in the SAS log (the number of valid samples is also reported in the
listing) and the analysis continues.

The number of samples used to produce any particular statistic might be smaller frarexample,
let X1 andX2 be continuous variables, denote their joint distributiorf ¢1,X2), and letf (X1 | X2=
x2) denote the marginal distribution &f1 conditioned on the observed valueXi. If you request
the JOINT test oK1 andX2, thenn samples are used to generate the estirfn@l(i.l,XZ) of f(X1,X2),
from which the test is computed. However, the parameter estima¥€lfisrcomputed from the subset
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of f QXl,XZ) that hasx2 = x2, and this subset need not contaisamples. Similarly, the distribution
for each level of a classi cation variable is created by extracting the appropriate subset from the joint
distribution for the CLASS variable.

In some cases, the marginal sample size can be too small to admit accurate estimation of a particular
statistic; a note is printed in the SAS log when a marginal sample size is less than 100. Inareasing
increases the number of samples used in a marginal distribution; however, if you want to control the
sample size exactly, you can either specify the BUILDSUBSETS option or do both of the following:

Remove the JOINT option from the EXACT statement.

Create dummy variables in a DATA step to represent the levels of a CLASS variable, and specify
them as independent variables in the MODEL statement.

NOLOGSCALE
speci es that computations for the exact conditional models be computed by using normal scaling.
Log scaling can handle numerically larger problems than normal scaling; however, computations in the
log scale are slower than computations in normal scale.

ONDISK
uses disk space instead of random access memory to build the exact conditional distribution. Use this
option to handle larger problems at the cost of slower processing.

SEED=seed
speci es the initial seed for the random number generator used to take the Monte Carlo samples when
you specify the METHOD=NETWORKMC option. The value of the SEED= option must be an integer.
If you do not specify a seed, or if you specify a value less than or equal to 0, then PROC GENMOD
uses the time of day from the computer's clock to generate an initial seed.

STATUSN=number
prints a status line in the SAS log after everymber of Monte Carlo samples when you specify
the METHOD=NETWORKMC option. The number of samples that are taken and the current exact
p-value for testing the signi cance of the model are displayed. You can use this status line to track the
progress of the computation of the exact conditional distributions.

STATUSTIME=seconds
speci es the time interval (in seconds) for printing a status line in the SAS log. You can use this
status line to track the progress of the computation of the exact conditional distributions. The time
interval that you specify is approximate; the actual time interval varies. By default, no status reports
are produced.

XCONV=value
speci es the relative parameter convergence criterion. Convergence requires a small relative parameter
change in subsequent iterations,

maxj j"/j < value
i
where

< _.i 1/ jj.i l/j<0:01

Al D ETRN Y,
) S EE otherwise
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and j'” is the estimate of thgh parameter at iteratian

By default, XCONV=1E-4. You can also specify the ABSFCONV= and FCONV= criteria; if more
than one criterion is speci ed, then optimizations are terminated as soon as one criterion is satis ed.

FREQ Statement
FREQ variable ;
FREQUENCY variable ;

Thevariable in the FREQ statement identi es a variable in the input data set containing the frequency of
occurrence of each observation. PROC GENMOD treats each observation as if it apjieas wheren is

the value of the FREQ variable for the observation. If it is not an integer, the frequency value is truncated to
an integer. Ifitis less than 1 or missing, the observation is not used. In the case of models t with generalized
estimating equations (GEES), the frequencies apply to the subject/cluster and therefore must be the same for
all observations within each subject.

FWDLINK Statement
FWDLINK variable=expression ;

You can de ne a link function other than a built-in link function by using the FWDLINK statement. If you

use the MODEL statement option LINK= to specify a link function, you do not need to use the FWDLINK
statement. Theariable identi es the link function to the procedure. Tlegpression can be any arithmetic
expression supported by the DATA step language, and it is used to de ne the functional dependence on the
mean.

Alternatively, the link function can be de ned by using programming statements (see the section “Program-
ming Statements” on page 3237) and assigned to a variable, which is then listecegsrdission. The
second form is convenient for using complex statements such as IF-THEN/ELSE clauses. The GENMOD
procedure automatically computes derivatives of the link function required for iterative tting. You must
specify the inverse of the link function in the INVLINK statement when you specify the FWDLINK statement

to de ne the link function. You use the automatic variabMEAN_ to represent the mean in the preceding
expression.

INVLINK Statement

INVLINK variable=expression ;

If you de ne a link function in the FWDLINK statement, then you must de ne the inverse link function by
using the INVLINK statement. If you use the MODEL statement option LINK= to specify a link function,
you do not need to use the INVLINK statement. TMagiable identi es the inverse link function to the
procedure. Thexpression can be any arithmetic expression supported by the DATA step language, and it is
used to de ne the functional dependence on the linear predictor.

Alternatively, the inverse link function can be de ned using programming statements (see the section
“Programming Statements” on page 3237) and assigned to a variable, which is then listeekpsetsion.
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The second form is convenient for using complex statements such as IF-THEN/ELSE clauses. The automatic
variable_XBETA_ represents the linear predictor in the precedixgression.

LSMEANS Statement
LSMEANS < model-effects > </ options > ;

The LSMEANS statement computes and compares least squares means (LS-means) of xed effects. LS-means
arepredicted population marginsthat is, they estimate the marginal means over a balanced population. In a
sense, LS-means are to unbalanced designs as class and subclass arithmetic means are to balanced designs.

Table 46.5 summarizes tleptions available in the LSMEANS statement. If you specify the BAYES
statement, the ADJUST=, STEPDOWN, and LINES options are ignored. The PLOTS= option is not available
for a maximum likelihood analysis; it is available only for a Bayesian analysis.

If you specify a zero-in ated model (that is, a model for either the zero-in ated Poisson or the zero-in ated
negative binomial distribution), then the least squares means are computed only for effects in the model for
the distribution mean, and not for effects in the zero-in ation probability part of the model.

Table 46.5 LSMEANS Statement Options

Option Description

Construction and Computation of LS-Means

AT Modi es the covariate value in computing LS-means

BYLEVEL Computes separate margins

DIFF Requests differences of LS-means

OM= Speci es the weighting scheme for LS-means computation as
determined by the input data set

SINGULAR= Tunes estimability checking

Degrees of Freedom ang-values

ADJUST= Determines the method for multiple-comparison adjustment of
LS-means differences

ALPHA= Determines the con dence level ()

STEPDOWN Adjusts multiple-comparisqavalues further in a step-down
fashion

Statistical Output

CL Constructs con dence limits for means and mean differences

CORR Displays the correlation matrix of LS-means

cov Displays the covariance matrix of LS-means

E Prints thel matrix

LINES Uses connecting lines to indicate nonsigni cantly different subsets
of LS-means

LINESTABLE Displays the results of the LINES option as a table

MEANS Prints the LS-means

PLOTS= Requests graphs of means and mean comparisons
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Table 46.5 continued

Option

Description

SEED=

Speci es the seed for computations that depend on random
numbers

Generalized Linear Modeling

EXP

ILINK

ODDSRATIO

Exponentiates and displays estimates of LS-means or LS-means
differences

Computes and displays estimates and standard errors of LS-means
(but not differences) on the inverse linked scale

Reports (simple) differences of least squares means in terms of
odds ratios if permitted by the link function

For details about the syntax of the LSMEANS statement, see the section “LSMEANS Statement” on page 464
in Chapter 19, “Shared Concepts and Topics.”

LSMESTIMATE Statement

LSMESTIMATE model-effect < label > values <divisor=n>
<, ...< label >values <divisor=n>>

</ options > ;

The LSMESTIMATE statement provides a mechanism for obtaining custom hypothesis tests among least

squares means.

Table 46.6 summarizes thptions available in the LSMESTIMATE statement.

Table 46.6 LSMESTIMATE Statement Options

Option

Description

Construction and Computation of LS-Means

AT
BYLEVEL
DIVISOR=
OM=

SINGULAR=

Modi es covariate values in computing LS-means

Computes separate margins

Speci es a list of values to divide the coef cients

Speci es the weighting scheme for LS-means computation as
determined by a data set

Tunes estimability checking

Degrees of Freedom angb-values

ADJUST=

ALPHA=
LOWER
STEPDOWN

Determines the method for multiple-comparison adjustment of
LS-means differences

Determines the con dence level ()

Performs one-sided, lower-tailed inference

Adjusts multiple-comparis@avalues further in a step-down
fashion
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Table 46.6 continued

Option Description
TESTVALUE= Speci es values under the null hypothesis for tests
UPPER Performs one-sided, upper-tailed inference

Statistical Output

CL Constructs con dence limits for means and mean differences

CORR Displays the correlation matrix of LS-means

Ccov Displays the covariance matrix of LS-means

E Prints theL matrix

ELSM Prints theK matrix

JOINT Produces a joirft or chi-square test for the LS-means and
LS-means differences

PLOTS= Requests graphs of means and mean comparisons

SEED= Speci es the seed for computations that depend on random
numbers

Generalized Linear Modeling

CATEGORY= Speci es how to construct estimable functions with multinomial
data

EXP Exponentiates and displays LS-means estimates

ILINK Computes and displays estimates and standard errors of LS-means

(but not differences) on the inverse linked scale

For details about the syntax of the LSMESTIMATE statement, see the section “LSMESTIMATE Statement”
on page 484 in Chapter 19, “Shared Concepts and Topics.”

MODEL Statement

MODEL response < (variable-options) > = < effects > </ options > ;
MODEL events/trials = < effects > </ options > ;

The MODEL statement speci es the response, or dependent variable, and the effects, or explanatory variables.
If you omit the explanatory variables, the procedure ts an intercept-only model. An intercept term is
included in the model by default. The intercept can be removed with the NOINT option.

You can specify the response in the form of a single variable or in the form of a ratio of two variables denoted
events/trials. The rst form is applicable to all responses. The second form is applicable only to summarized
binomial response data. When each observation in the input data set contains the number of events (for
example, successes) and the number of trials from a set of binomial trials, wserteétrials syntax.

In theevents/trials model syntax, you specify two variables that contain the event and trial counts. These two
variables are separated by a slash (/). The values ofdwetits and (rials—events) must be nonnegative, and

the value of therials variable must be greater than 0 for an observation to be valid. The vagials or

trials can take noninteger values.
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When each observation in the input data set contains a single trial from a binomial or multinomial experiment,

use the rst form of the preceding MODEL statements. The response variable can be numeric or character.
Variable options speci c to the response variable can be speci ed in parentheses immediately after the

response variable. Identifying the event level for binomial responses and ordering of response levels for
multinomial responses is critical in these models. You can use the response variable options to do this.

Responses for the Poisson distribution must be all nonnegative, but they can be noninteger values.

The effects in the MODEL statement consist of an explanatory variable or combination of variables. Ex-
planatory variables can be continuous or classi cation variables. Classi cation variables can be character or
numeric. Explanatory variables representing nominal, or classi cation, data must be declared in a CLASS
statement. Interactions between variables can also be included as effects. Columns of the design matrix are
automatically generated for classi cation variables and interactions. The syntax for speci cation of effects

is the same as for the GLM procedure. See the section “Speci cation of Effects” on page 3258 for more
information. Also see Chapter 48, “The GLM Procedure.”

Response Variable Options

DESCENDING | DESC
reverses the order of the response categories. If botRERCENDINGand ORDER= options are
speci ed, PROC GENMOD orders the response categories according to the ORDER= option and then
reverses that order. For more information, see the section “Response Level Ordering” on page 3293.

EVENT="category' | keyword
speci es the event category for the binary response model. PROC GENMOD models the probability
of the event category. The EVENT= option has no effect when there are more than two response
categories. You can specify the value (formatted if a format is applied) of the event category in
quotation marks, or you can specify one of the followkegwords:

FIRST
designates the rst-ordered category as the event.

LAST
designates the last-ordered category as the event.

By default, EVENT=FIRST.

One of the most common sets of response levels is {0,1}, where 1 represents the event for which the
probability is to be modeled. Consider the example whetakes the values 1 and 0 for event and
nonevent, respectively, afitkposure is the explanatory variable. To specify the value 1 as the event
category, use the following MODEL statement:

model Y(event=1) = Exposure;

ORDER=DATA | FORMATTED | FREQ | INTERNAL
speci es the sort order for the levels of the response variable. The following table displays the available
ORDER-= options.
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ORDER= Levels Sorted By

DATA Order of appearance in the input data set

FORMATTED External formatted value, except for numeric
variables with no explicit format, which are sorted
by their unformatted (internal) value

FREQ Descending frequency count; levels with the most
observations come rst in the order

INTERNAL Unformatted value

By default, ORDER=FORMATTED. For ORDER=FORMATTED and ORDER=INTERNAL, the
sort order is machine-dependent. When ORDER=FORMATTED is in effect for numeric variables for
which you have supplied no explicit format, the levels are ordered by their internal values.

For more information about sort order, see the chapter on the SORT procedureSAShéisual
Data Management and Utility Procedures Guigled the discussion of BY-group processingiS
Language Reference: Concepts

REFERENCE="category' | keyword

REF='category' | keyword
speci es the reference category for the binary response model. Specifying one response category as
the reference is the same as specifying the other response category as the event category. You can

specify the value (formatted if a format is applied) of the reference category in quotation marks, or you
can specify one of the followinkeywords:

FIRST
LAST

designates the rst-ordered category as the reference.
designates the last-ordered category as the reference.

By default, REF=LAST.

Table 46.7 summarizes tlptions available in the MODEL statement.

Table 46.7 MODEL Statement Options

Option Description

AGGREGATE= Speci es the subpopulations

ALPHA= Sets the con dence coef cient

CICONV= Sets the convergence criterion for pro le likelihood con dence intervals
CL Displays con dence limits for predicted values

CODING= Uses effect coding for all classi cation variables

CONVERGE=  Sets the convergence criterion

CONVH= Sets the relative Hessian convergence criterion

CORRB Displays the parameter estimate correlation matrix

covB Displays the parameter estimate covariance matrix
DESCENDING Reverses the order of the response categories

DIAGNOSTICS Displays case deletion diagnostic statistics

DIST= Speci es the built-in probability distribution

EVENT= Speci es the event category for the binary response model
EXACTMAX Names a variable used for performing an exact Poisson regression
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Table 46.7 continued

Option Description

EXPECTED Computes covariances and associated statistics by using the expected Fisher
information matrix

ID= Displays the values ofariable in the input data set in the OBSTATS table

INITIAL= Sets initial values for parameter estimates

INTERCEPT= Initializes the intercept term

ITPRINT Displays the iteration history for all iterative processes

LINK= Speci es the link function

LOGNB Computes the maximum likelihood estimate and con dence limitk-of
basedog.k/

LRCI Computes two-sided con dence intervals for the partially likelihood func-
tion

MAXITER= Sets the maximum allowable number of iterations for all iterative computa-
tion processes

NOINT Requests that no intercept term

NOLOGNB Computes the maximum likelihood estimate and con dence limitk of
based ork

NOSCALE Holds the scale parameter xed

OBSTATS Displays an additional table of statistics

OFFSET= Speci es a variable in the input data set to be used as an offset

ORDER= Speci es the sort order for the levels of the response variable

PREDICTED Displays predicted values and associated statistics

REFERENCE= Speci es the reference category for the binary response model

RESIDUALS Displays residuals and standardized residuals

SCALE= Sets the value used for the scale

SCORING= Computes the Hessian matrix using the Fisher scoring method

SINGULAR= Sets the tolerance for testing singularity

TYPE1 Performs a Type 1 analysis

TYPES Computes statistics for Type 3 contrasts

WALD Requests Wald statistics for Type 3 contrasts

WALDCI Computes two-sided Wald con dence intervals

XVARS Includes the regression variables in the OBSTATS table

You can specify the followingptions in the MODEL statement after a slash (/).

AGGREGATE-= (variable-list) | variable

AGGREGATE
speci es the subpopulations on which the Pearson chi-square and the deviance are calculated. This
option applies only to the multinomial distribution or the binomial distribution with binary (single
trial syntax) response. It is ignored if speci ed for other cases. Observations with common values
in the given list of variables are regarded as coming from the same subpopulation. This affects
the computation of the deviance and Pearson chi-square statistics. Variables in the list can be any
variables in the input data set. Specifying the AGGREGATE option is equivalent to specifying the
AGGREGATE= option with a variable list that includes all explanatory variables in the MODEL
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statement. Pearson chi-square and deviance statistics are not computed for multinomial models unless
this option is speci ed.

ALPHA=number
ALPH=number

A=number
sets the con dence coef cient for parameter con dence intervals taubrber. The value ohumber
must be between 0 and 1. The default valuewhber is 0.05.

CICONV=number
sets the convergence criterion for pro le likelihood con dence intervals. See the section “Con dence
Intervals for Parameters” on page 3262 for the de nition of convergence. The valuenber must
be between 0 and 1. By default, CICONV=1E-4.

CL
requests that con dence limits for predicted values be displayed (see the OBSTATS option).

CODING=EFFECT | FULLRANK
speci es that effect coding be used for all classi cation variables in the model. This is the same as
specifying PARAM=EFFECT as a CLASS statement option.

CONVERGE=number
sets the convergence criterion. The valuewahber must be between 0 and 1. The iterations are
considered to have converged when the maximum change in the parameter estimates between iteration
steps is less than the value speci ed. The change is a relative change if the parameter is greater than
0.01 in absolute value; otherwise, it is an absolute change. By default, CONVERGE=1E-4. This
convergence criterion is used in parameter estimation for a single model t, Type 1 statistics, and
likelihood ratio statistics for Type 3 analyses and CONTRAST statements.

CONVH=number
sets the relative Hessian convergence criterion. The valaenatber must be between 0 and 1. After
convergence is determined with the change in parameter criterion speci ed with the CONVERGE=
option, the quantityc D 90'; 19 s computed and compared namber, whereg is the gradient
vector,H is the Hessian matrix for the model parameters, faiscthe log-likelihood function. Itc
is greater thamumber, a warning that the relative Hessian convergence criterion has been exceeded
is printed. This criterion detects the occasional case where the change in parameter convergence
criterion is satis ed, but a maximum in the log-likelihood function has not been attained. By default,
CONVH=1E-4.

CORRB
requests that the parameter estimate correlation matrix be displayed.

CcovB
requests that the parameter estimate covariance matrix be displayed.

DIAGNOSTICS

INFLUENCE
requests that case deletion diagnostic statistics be displayed (see the OBSTATS option).
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DIST=keyword
D=keyword
ERROR=keyword
ERR=keyword
speci es the built-in probability distribution to use in the model. If you specifyBh8T= option and
you omit a user-de ned link function, a default link function is chosen as displayed in the following

table. If you specify no distribution and no link function, then the GENMOD procedure defaults to the
normal distribution with the identity link function. Models for data with correlated responses t by the

GEE method are not available for the zero-in ated distributions.

DIST= Distribution Default Link Function
BINOMIAL | BIN | B Binomial Logit

GAMMA | GAM | G Gamma Inverse ( power(-1))
GEOMETRIC | GEOM Geometric Log

IGAUSSIAN | IG Inverse Gaussian Inverse squared ( power(-2) )
MULTINOMIAL | MULT Multinomial Cumulative logit
NEGBIN | NB Negative binomial Log

NORMAL | NOR | N Normal Identity

POISSON | POI | P Poisson Log

TWEEDIE< (Tweedie-options) > Tweedie Log

ZIP Zero-in ated Poisson Log/logit

ZINB Zero-in ated negative binomial Log/logit

You can specify the followingweedie-options when you specify DIST=TWEEDIE.

INITIALP=starting-value
speci es a starting value for iterative estimation of the Tweedie power parameter.

P=power-parameter
speci es a xed Tweedie power parameter.

EPSILON=tolerance
speci es the tolerance for series approximation of the Tweedie density function.

OFFSET=constant-value
speci es a constant value to be added to the response variable for evaluating the extended
guasi-likelihood. By default, OFFSET=0.5.

NTHREADS=number
speci es the number of threads to be used in computation.

EXACTMAX< =variable >
names a variable to be used for performing an exact Poisson regression. For each observation, the
integer part of the EXACTMAX value should be nonnegative and at least as large as the response
value. If the EXACTMAX option is speci ed without a variable, then default values are computed.
See the section “Exact Logistic and Exact Poisson Regression” on page 3290 for information about
using this option.
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EXPECTED
requests that the expected Fisher information matrix be used to compute parameter estimate covariances
and the associated statistics. The default action is to use the observed Fisher information matrix. This

option does not affect the model tting, only the way in which the covariance matrix is computed (see
the SCORING= option.)

ID=variable
causes the values oériable in the input data set to be displayed in the OBSTATS table. If an explicit

format forvariable has been de ned, the formatted values are displayed. If the OBSTATS option is not
speci ed, this option has no effect.

INITIAL=numbers
sets initial values for parameter estimates in the model. The default initial parameter values are
weighted least squares estimates based on using the response data as the initial mean estimate. This
option can be useful in case of convergence dif culty. The intercept parameter is initialized with the
INTERCEPT= option and is not included here. The values are assigned to the variables in the MODEL
statement in the same order in which they appear in the MODEL statement. The order of levels
for CLASS variables is determined by the ORDER= option. Note that some levels of classi cation
variables can be aliased,; that is, they correspond to linearly dependent parameters that are not estimated
by the procedure. Initial values must be assigned to all levels of classi cation variables, regardless
of whether they are aliased or not. The procedure ignores initial values corresponding to parameters
not being estimated. If you specify a BY statement, all classi cation variables must take on the same
number of levels in each BY group. Otherwise, classi cation variables in some of the BY groups are
assigned incorrect initial values. Types of INITIAL= speci cations are illustrated in the following
table.

Type of List Speci cation

List separated by blanks INITIAL=345

List separated by commas INITIAL=3,4,5
xtoy INITIAL=3t0 5
xtoybyz INITIAL=3to5by 1
Combination of listtypes INITIAL=1,3t05,9

INTERCEPT=number | number-list
initializes the intercept term taumber for parameter estimation. If you specify both INTERCEPT=
and the NOINT options, the intercept term is not estimated, but an intercept tewmbér is included
in the model. If you specify a multinomial model for ordinal data, you can spegifynaer-list for
the multiple intercepts in the model.

ITPRINT
displays the iteration history for all iterative processes: parameter estimation, tting constrained models
for contrasts and Type 3 analyses, and pro le likelihood con dence intervals. The last evaluation of
the gradient and the negative of the Hessian (second derivative) matrix are also displayed for parameter
estimation. If you perform a Bayesian analysis by specifying the BAYES statement, the iteration
history for computing the mode of the posterior distribution is also displayed.

This option might result in a large amount of displayed output, especially if some of the optional
iterative processes are selected.
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LINK=keyword

speci es the link function to use in the model. Tkeywords and their associated built-in link functions
are as follows.

LINK= Link Function

CUMCLL

CCLL Cumulative complementary log-log
CUMLOGIT

CLOGIT Cumulative logit
CUMPROBIT

CPROBIT Cumulative probit
CLOGLOG

CLL Complementary log-log
IDENTITY

ID Identity

LOG Log

LOGIT Logit

PROBIT Probit

POWER(number) | POW(number) Power with = number

If no LINK= option is supplied and there is a user-de ned link function, the user-de ned link function
is used. If you specify neither the LINK= option nor a user-de ned link function, then the default
canonical link function is used if you specify the DIST= option. Otherwise, if you omit the DIST=
option, the identity link function is used.

The cumulative link functions are appropriate only for the multinomial distribution.

LOGNB

LRCI

speci es that the maximum likelihood estimate and con dence limits of the negative binomial disper-
sion parametek be computed basddg.k/ . This is the default method used for the negative binomial
dispersion parameter, so that specifying no option or specifying the LOGNB option have the same
effect. The GENMOD procedure computes the maximum likelihood estimdtgéf/ and computes

con dence limits based on the asymptotic normalityaxf.k/ rather than ok. The results are always
reported in terms ok rather than ofog.k/. This method ensures that the estimate and con dence
limits for k are positive. See Meeker and Escobar (1998, p. 163) for details about this method of
computing con dence limits.

requests that two-sided con dence intervals for all model parameters be computed based on the pro le
likelihood function. This is sometimes called the partially maximized likelihood function. See the
section “Con dence Intervals for Parameters” on page 3262 for more information about the pro le
likelihood function. This computation is iterative and can consume a relatively large amount of CPU
time. The con dence coef cient can be selected with the ALPHWmber option. The resulting

con dence coef cient is 1-aumber. The default con dence coef cient is 0.95.

MAXITER=number
MAXIT=number

sets the maximum allowable number of iterations for all iterative computation processes in PROC
GENMOD. By default, MAXITER=50.
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NOINT

requests that no intercept term be included in the model. An intercept is included unless this option is
speci ed.

NOLOGNB
speci es that the maximum likelihood estimate and con dence limits of the negative binomial disper-
sion parametek be computed based &rather thartog.k/ . If this option is not speci ed, then the
GENMOD procedure computes the maximum likelihood estimategk/ and computes con dence
limits based on the asymptotic normalitylofy.k/ rather than ok. The results are always reported
in terms ofk rather than ofog.k/ . This method ensures that the estimate and con dence limits for
k are positive. See Meeker and Escobar (1998, p. 163) for details about this method of computing
con dence limits.

NOSCALE
holds the scale parameter xed. Otherwise, for the normal, inverse Gaussian, and gamma distributions,
the scale parameter is estimated by maximum likelihood. If you omit the SCALE= option, the scale
parameter is xed at the value 1.

OBSTATS
speci es that an additional table of statistics be displayed. Formulas for the statistics are given in
the section “Predicted Values of the Mean” on page 3264, the section “Residuals” on page 3264, and
the section “Case Deletion Diagnostic Statistics” on page 3282. Residuals and t diagnostics are not
computed for multinomial models.

For each observation, the following items are displayed:
the value of the response variable (variables if the data are binomial), frequency, and weight
variables
the values of the regression variables

predicted mean©OD g 1./ ,where D xiO Ois the linear predictor angis the link function. If
there is an offset, it is included bqo @)

estimate of the linear predictaf © If there is an offset, it is included xP Q
standard error of the linear predictdt ©
the value of the Hessian weight at the nal iteration

lower con dence limit of the predicted value of the mean. The con dence coef cient is speci ed
with the ALPHA= option. See the section “Con dence Intervals on Predicted Values” on
page 3264 for the computational method.

upper con dence limit of the predicted value of the mean
raw residual, de ned a¥

Pearson, or chi residual, de ned as the square root of the contribution for the observation to the
Pearson chi-square—that is,

Y

V. /=w
whereY is the response, is the predicted meany is the value of the prior weight variable
speci ed in a WEIGHT statement, and VJ is the variance function evaluated at
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the standardized Pearson residual

deviance residual, de ned as the square root of the deviance contribution for the observation,
with sign equal to the sign of the raw residual

the standardized deviance residual
the likelihood residual

a Cook distance type statistic for assessing the in uence of individual observations on overall
model t

observation leverage

DFBETA, de ned as an approximation t& @ for each parameter estimaféwhere @is
the parameter estimate with ttth observation deleted

standardized DFBETA, de ned as DFBETA, normalized by its standard deviation
zero in ation probability for zero-in ated models
the mean of a zero-in ated response

The following additional cluster deletion diagnostic statistics are created and displayed for each cluster
if a REPEATED statement is speci ed:

a Cook distance type statistic for assessing the in uence of entire clusters on overall model t

a studentized Cook distance for assessing in uence of clusters

cluster leverage

cluster DFBETA for assessing the in uence of entire clusters on individual parameter estimates
cluster DFBETA normalized by its standard deviation

If you specify the multinomial distribution, only regression variable values, response values, predicted
values, con dence limits for the predicted values, and the linear predictor are displayed in the table.
Residuals and other diagnostic statistics are not available for the multinomial distribution.

The RESIDUALS, DIAGNOSTICS | INFLUENCE, PREDICTED, XVARS, and CL options cause
only subgroups of the observation statistics to be displayed. You can specify more than one of these
options to include different subgroups of statistics.

The ID=variable option causes the valuesdriable in the input data set to be displayed in the table.
If an explicit format forvariable has been de ned, the formatted values are displayed.

If a REPEATED statement is present, a table is displayed for the GEE model speci ed in the RE-
PEATED statement. Regression variables, response values, predicted values, con dence limits for the
predicted values, linear predictor, raw residuals, Pearson residuals for each observation in the input
data set are available. Case deletion diagnostic statistics are available for each observation and for each
cluster.

OFFSET=variable
speci es a variable in the input data set to be used as an offset variable. This variable cannot be a
CLASS variable, and it cannot be the response variable or one of the explanatory variables.



MODEL Statement F 3233

When you perform an exact Poisson regression with an OFFSET= variable but the EXACTMAX=
option is not speci ed, then i6; is the offset for thaéth observation, oor(expgi)) should be greater

than or equal to the response value. See the section “Exact Logistic and Exact Poisson Regression” on
page 3290 for information about the use of the offset in the exact Poisson model.

PREDICTED
PRED

P
requests that predicted values, the linear predictor, its standard error, and the Hessian weight be
displayed (see the OBSTATS option).

RESIDUALS

R
requests that residuals and standardized residuals be displayed. Residuals and other diagnostic statistics
are not available for the multinomial distribution (see the OBSTATS option).

SCALE=number
SCALE=PEARSON | P
PSCALE
SCALE=DEVIANCE | D

DSCALE
sets the value used for the scale parameter where the NOSCALE option is used. For the binomial and
Poisson distributions, which have no free scale parameter, this can be used to specdydispersed
model. In this case, the parameter covariance matrix and the likelihood function are adjusted by the
scale parameter. See the section “Dispersion Parameter” on page 3256 and the section “Overdispersion”
on page 3257 for more information. If the NOSCALE option is not speci ed, thenber is used as
an initial estimate of the scale parameter.

Specifying SCALE=PEARSON or SCALE=P is the same as specifying the PSCALE option. This
xes the scale parameter at the value 1 in the estimation procedure. After the parameter estimates
are determined, the exponential family dispersion parameter is assumed to be given by Pearson's
chi-square statistic divided by the degrees of freedom, and all statistics such as standard errors and
likelihood ratio statistics are adjusted appropriately.

Specifying SCALE=DEVIANCE or SCALE=D is the same as specifying the DSCALE option. This
xes the scale parameter at a value of 1 in the estimation procedure.

After the parameter estimates are determined, the exponential family dispersion parameter is assumed
to be given by the deviance divided by the degrees of freedom. All statistics such as standard errors
and likelihood ratio statistics are adjusted appropriately.

SCORING=number
requests that on iterations upriomber, the Hessian matrix be computed using the Fisher scoring
method. For further iterations, the full Hessian matrix is computed. The default value is 1. A value of
0 causes all iterations to use the full Hessian matrix, and a value greater than or equal to the value of
the MAXITER option causes all iterations to use Fisher scoring. The value of the SCORING= option
must be 0 or a positive integer.
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SINGULAR=number
sets the tolerance for testing singularity of the information matrix and the crossproducts matrix.
Roughly, the test requires that a pivot be at least this number times the original diagonal value. By
default,number is 10’ times the machine epsilon. The defanlimber is approximatelylO ° on
most machines. This value also controls the check on estimability for ESTIMATE and CONTRAST
statements.

TYPEL1
requests that a Type 1, or sequential, analysis be performed. This consists of sequentially tting models,
beginning with the null (intercept term only) model and continuing up to the model speci ed in the
MODEL statement. The likelihood ratio statistic between each successive pair of models is computed
and displayed in a table.

A Type 1 analysis is not available for GEE models, since there is no associated likelihood.

TYPE3
requests that statistics for Type 3 contrasts be computed for each effect speci ed in the MODEL
statement. The default analysis is to compute likelihood ratio statistics for the contrasts or score
statistics for GEEs. Wald statistics are computed if the WALD option is also speci ed.

WALD
requests Wald statistics for Type 3 contrasts. You must also specify the TYPE3 option in order to
compute Type 3 Wald statistics.

WALDCI
requests that two-sided Wald con dence intervals for all model parameters be computed based on
the asymptotic normality of the parameter estimators. This computation is not as time-consuming
as the LRCI method, since it does not involve an iterative procedure. However, it is thought to be
less accurate, especially for small sample sizes. The con dence coef cient can be selected with the
ALPHA= option in the same way as for the LRCI option.

XVARS
requests that the regression variables be included in the OBSTATS table.

OUTPUT Statement
OUTPUT <OUT=SAS-data-set > < keyword=name ... keyword=name > ;

The OUTPUT statement creates a new SAS data set that contains all the variables in the input data set and,
optionally, the estimated linear predictors (XBETA) and their standard error estimates, the weights for the
Hessian matrix, predicted values of the mean, con dence limits for predicted values, residuals, and case
deletion diagnostics. Residuals and diagnostic statistics are not computed for multinomial models.

You can also request these statistics with the OBSTATS, PREDICTED, RESIDUALS, DIAGNOSTICS | IN-
FLUENCE, CL, or XVARS option in the MODEL statement. You can then create a SAS data set containing
them with ODS OUTPUT commands.

You might prefer to specify the OUTPUT statement for requesting these statistics since the following are true:

The OUTPUT statement produces no tabular output.
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The OUTPUT statement creates a SAS data set more ef ciently than ODS. This can be an advantage
for large data sets.

You can specify the individual statistics to be included in the SAS data set.

If you use the multinomial distribution with one of the cumulative link functions for ordinal data, the data
set also contains variables namégdRDER_ and_LEVEL _ that indicate the levels of the ordinal response
variable and the values of the variable in the input data set corresponding to the sorted levels. These variables
indicate that the predicted value for a given observation is the probability that the response variable is as
large as the value of thet.EVEL _ variable. Residuals and other diagnostic statistics are not available for the
multinomial distribution.

The estimated linear predictor, its standard error estimate, and the predicted values and their con dence
intervals are computed for all observations in which the explanatory variables are all nonmissing, even if
the response is missing. By adding observations with missing response values to the input data set, you can
compute these statistics for new observations or for settings of the explanatory variables not present in the
data without affecting the model t.

The following list explains speci cations in the OUTPUT statement.

OUT=SAS-data-set
speci es the output data set. If you omit the OUT=option, the output data set is created and given a
default name that uses tD&TAn convention.

keyword=name
speci es the statistics to be included in the output data set and names the new variables that contain
the statistics. Specify a keyword for each desired statistic (see the following list of keywords), an
equal sign, and the name of the new variable or variables to contain the statistic. You can list only
one variable after the equal sign for all the statistics, except for the case deletion diagnostics for
individual parameter estimates, DFBETA, DFBETAS, DFBETAC, and DFBETACS. You can list
variables enclosed in parentheses to correspond to the variables in the model, or you can specify the
keyword_all_, without parentheses, to include deletion diagnostics for all of the parameters in the
model.

Although you can use the OUTPUT statement without keeyword=name speci cations, the output

data set then contains only the original variables and, possibly, the variasld@ndValue (if you

use the multinomial model with ordinal data). Note that the residuals and deletion diagnostics are not
available for the multinomial model with ordinal data. Some of the case deletion diagnostic statistics
apply only to models for correlated data speci ed with a REPEATED statement. If you request these
statistics for ordinary generalized linear models, the values of the corresponding variables are set to
missing in the output data set. Formulas for the statistics are given in the section “Predicted Values
of the Mean” on page 3264, the section “Residuals” on page 3264, and the section “Case Deletion
Diagnostic Statistics” on page 3282.

Thekeywords allowed and the statistics they represent are as follows:

DFBETA |DBETA represents the effect of deleting an observation on parameter estimates. If
you specify the keyword all_ after the equal sign, variables namexd-
BETA_ParameterName will be included in the output data set to contain the values
of the diagnostic statistic to measure the in uence of deleting a single observation
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on the individual parameter estimat®arameterName is the name of the regres-
sion model parameter formed from the input variable names concatenated with the
appropriate levels, if classi cation variables are involved.

DFBETAS | DBETAS represents the effect of deleting an observation on standardized parameter
estimates. If you specify the keywordll_ after the equal sign, variables named
DFBETAS_ParameterName will be included in the output data set to contain
the values of the diagnostic statistic to measure the in uence of deleting a single
observation on the individual parameter estimaBegameterName is the name of
the regression model parameter formed from the input variable names concatenated
with the appropriate levels, if classi cation variables are involved.

DOBS | COOKD | COOKSD represents the Cook distance type statistic to measure the in uence of
deleting a single observation on the overall model t.

HESSWGT represents the diagonal element of the weight matrix used in computing the Hessian
matrix.

H | LEVERAGE represents the leverage of a single observation.

LOWER |L represents the lower con dence limit for the predicted value of the mean, or the
lower con dence limit for the probability that the response is less than or equal
to the value ofLevel or Value. The con dence coef cient is determined by the
ALPHA=number option in the MODEL statementa$ number/ 100%. The
default con dence coef cient is 95%.

PREDICTED | PRED | PROB | P  represents the predicted value of the mean of the response or the
predicted probability that the response variable is less than or equal to the value
of _LEVEL_ if the multinomial model for ordinal data is used (in other words,
Pr.Y _LEVEL /,where is the response variable).

PZERO represents the zero-in ation probability for zero-in ated models.

RESCHI represents the Pearson (chi) residual for identifying observations that are poorly
accounted for by the model.

RESDEV represents the deviance residual for identifying poorly tted observations.

RESLIK represents the likelihood residual for identifying poorly tted observations.

RESRAW represents the raw residual for identifying poorly tted observations.

STDRESCHI represents the standardized Pearson (chi) residual for identifying observations that

are poorly accounted for by the model.
STDRESDEV represents the standardized deviance residual for identifying poorly tted observa-

tions.
STDXBETA represents the standard error estimate of XBETA (see the XBETA keyword).
UPPER | U represents the upper con dence limit for the predicted value of the mean, or the

upper con dence limit for the probability that the response is less than or equal
to the value ofLevel or Value. The con dence coef cient is determined by the
ALPHA=number option in the MODEL statementa$ number/ 100%. The
default con dence coef cient is 95%.
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XBETA represents the estimate of the linear predioﬂ{br for observationi, or ; C
x? , wherej is the corresponding ordered value of the response variable for the
multinomial model with ordinal data. If there is an offset, it is includeatin.

Thekeywords in the following list apply only to models speci ed with a REPEATED statement, t by
generalized estimating equations (GEES).

CH | CLUSTERH | CLEVERAGE represents the leverage of a cluster.
CLUSTER represents the numerical cluster index, in order of sorted clusters.

DCLS | CLUSTERCOOKD | CLUSTERCOOKSD represents the Cook distance type statistic to mea-
sure the in uence of deleting an entire cluster on the overall model t.

DFBETAC | DBETAC represents the effect of deleting an entire cluster on parameter estimates.
If you specify the keyword all_ after the equal sign, variables name8BE-
TAC_ParameterName will be included in the output data set to contain the values
of the diagnostic statistic to measure the in uence of deleting the cluster on the in-
dividual parameter estimateBarameterName is the name of the regression model
parameter formed from the input variable names concatenated with the appropriate
levels, if classi cation variables are involved.

DFBETACS | DBETACS represents the effect of deleting an entire cluster on normalized parameter
estimates. If you specify the keywordll_ after the equal sign, variables named
DFBETACS_ParameterName will be included in the output data set to contain the
values of the diagnostic statistic to measure the in uence of deleting the cluster on
the individual parameter estimates, normalized by their standard eRarsn-
eterName is the name of the regression model parameter formed from the input
variable names concatenated with the appropriate levels, if classi cation variables
are involved.

MCLS | CLUSTERDFIT represents the studentized Cook distance type statistic to measure the in u-
ence of deleting an entire cluster on the overall model t.

Programming Statements

Although the most commonly used link and probability distributions are available as built-in functions, the
GENMOD procedure enables you to de ne your own link functions and response probability distributions by
using the FWDLINK, INVLINK, VARIANCE, and DEVIANCE statements. The variables assigned in these
statements can have values computed in programming statements.

These programming statements can occur anywhere between the PROC GENMOD statement and the RUN
statement. Variable names used in programming statements must be unique. Variables from the input data set
can be referenced in programming statements. The mean, linear predictor, and response are represented by
the automatic variablesMEAN_, XBETA_, and_RESP_, respectively, which can be referenced in your
programming statements. Programming statements are used to de ne the functional dependencies of the
link function, the inverse link function, the variance function, and the deviance function on the mean, linear
predictor, and response variable.
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The following statements illustrate the use of programming statements. Even though you usually request
the Poisson distribution by specifying DIST=POISSON as a MODEL statement option, you can de ne the
variance and deviance functions for the Poisson distribution by using the VARIANCE and DEVIANCE
statements. For example, the following statements perform the same analysis as the Poisson regression
example in the section “Getting Started: GENMOD Procedure” on page 3168.

The statements must be in logical order for computation, just as in a DATA step.

proc genmod;
class car age;

a = MEAN_;
y = RESP_;
d=2x (y ~log(y/la)-(y-a)),

variance var = a;

deviance dev = d;

model ¢ = car age / link = log offset = In;
run;

The variablewar anddev are dummy variables used internally by the procedure to identify the variance and
deviance functions. Any valid SAS variable names can be used.

Similarly, the log link function and its inverse could be de ned with the FWDLINK and INVLINK statements,
as follows:

fwdlink link
invlink ilink

log(_MEAN.);
exp(_XBETA.);

These statements are for illustration, and they work well for most Poisson regression problems. If, however,
in the iterative tting process, the mean parameter becomes too close to 0, or a 0 response value occurs, an
error condition occurs when the procedure attempts to evaluate the log function. You can circumvent this
kind of problem by using IF-THEN/ELSE clauses or other conditional statements to check for possible error
conditions and appropriately de ne the functions for these cases.

Data set variables can be referenced in user de nitions of the link function and response distributions by
using programming statements and the FWDLINK, INVLINK, DEVIANCE, and VARIANCE statements.

See the DEVIANCE, VARIANCE, FWDLINK, and INVLINK statements for more information.

The syntax of programming statements used in PROC GENMOD is identical to that used in the NLMIXED
procedure and the GLIMMIX procedure (see Chapter 84, “The NLMIXED Procedure,” and Chapter 47,
“The GLIMMIX Procedure”) and the MODEL procedure (see tBBAS/ETS User's Guifle Most of the
programming statements that can be used in the DATA step can also be used in the GENMOD procedure.
SeeSAS DATA Step Statements: Referdaca description of SAS programming statements. The following

are some commonly used programming statements.
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ABORT;

ARRAY arrayname <[ dimensions ] > <$> <variables-and-constants >;

CALL name < (expression <, expression ... >)>;

DELETE;

DO <variable = expression < TO expression> <BY expression > >
<, expression < TO expression > <BY expression>> ...
<WHILE expression> <UNTIL expression >;

END;

GOTO statement-label;

IF expression;

IF expression THEN program-statement;

ELSE program-statement;

variable = expression;

variable + expression;

LINK statement-label;

PUT <variable> <=> .. .;

RETURN;

SELECT < (expression) >;

STOP;

SUBSTR(variable, index, length)= expression;

WHEN (expression)program-statement;

OTHERWISE program-statement;

REPEATED Statement
REPEATED SUBJECT=subject-effect </ options > ;

The REPEATED statement speci es the covariance structure of multivariate responses for GEE model tting

in the GENMOD procedure. In addition, the REPEATED statement controls the iterative tting algorithm
used in GEEs and speci es optional output. Other GENMOD procedure statements, such as the MODEL and
CLASS statements, are used in the same way as they are for ordinary generalized linear models to specify
the regression model for the mean of the responses.

Table 46.8 summarizes tlptions available in the REPEATED statement.

Table 46.8 REPEATED Statement Options

Option Description

ALPHAINIT= Speci es initial values for log odds ratio regression parameters
CONVERGE= Speci es the convergence criterion for GEE parameter estimation
CORRB Displays the estimated correlation matrix

CORRW Displays the estimated working correlation matrix

covB Displays the estimated covariance matrix

ECORRB Displays the estimated empirical correlation matrix

ECOVB Displays the estimated empirical covariance matrix

INITIAL= Speci es initial values of the regression parameters estimation
INTERCEPT= Speci es either an initial or a xed value of the intercept
LOGOR= Speci es the regression structure of the log odds ratio
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Table 46.8 continued

Option Description

MAXITER= Speci es the maximum number of iterations

MCORRB Displays the estimated model-based correlation matrix

MCOVB Displays the estimated model-based covariance matrix

MODELSE Displays an analysis of parameter estimates table

PRINTMLE Displays an analysis of maximum likelihood parameter estimates table

RUPDATE= Speci es the number of iterations between updates of the working correla-
tion matrix

SORTED Groups by subject and sorts within subject

SUBCLUSTER= Speci es a variable de ning subclusters

SUBJECT= Identi es a different subject, or cluster

TYPE= Speci es the working correlation matrix structure

V6CORR Uses the SAS "Version 6' method of computing normalized Pearson chi-
square

WITHIN= Speci es the order of measurements within subjects

YPAIR= Speci es the pairs of responses

ZDATA= Speci es the fullz matrix

ZROW= Speci es the rows of the matrix

SUBJECT=subject-effect
identi es subjects in the input data set. Téubject-effect can be a single variable, an interaction effect,
a nested effect, or a combination. Each distinct value, or level, of the effect identi es a different subject,
or cluster. Responses from different subjects are assumed to be statistically independent, and responses
within subjects are assumed to be correlateduBject-effect must be speci ed, and variables used in
de ning the subject-effect must be listed in the CLASS statement. The input data set does not need to
be sorted by subject (see the SORTED option).

Theoptions control how the model is t and what output is produced. You can specify the following
options after a slash (/).

ALPHAINIT=numbers
speci es initial values for log odds ratio regression parameters if the LOGOR= option is speci ed for
binary data. If this option is not speci ed, an initial value of 0.01 is used for all the parameters.

CONVERGE=number
speci es the convergence criterion for GEE parameter estimation. If the maximum absolute difference
between regression parameter estimates is less than the valualsdr on two successive iterations,
convergence is declared. If the absolute value of a regression parameter estimate is greater than
0.08, then the absolute difference normalized by the regression parameter value is used instead of the
absolute difference. The default valuenoimber is 0.0001.

CORRW
displays the estimated working correlation matrix. If you specify an exchangeable working correlation
structure with the CORR=EXCH option, the CORRW option is not needed to view the estimated
correlation, since a table is printed by default that contains the single estimated correlation.
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CORRB
displays the estimated regression parameter correlation matrix. Both model-based and empirical
correlations are displayed.

CcovB
displays the estimated regression parameter covariance matrix. Both model-based and empirical
covariances are displayed.

ECORRB
displays the estimated regression parameter empirical correlation matrix.

ECOVB
displays the estimated regression parameter empirical covariance matrix.

INTERCEPT=number
speci es either an initial or a xed value of the intercept regression parameter in the GEE model. If
you specify the NOINT option in the MODEL statement, then the intercept is xed at the value of
number.

INITIAL=numbers
speci es initial values of the regression parameters estimation, other than the intercept parameter,
for GEE estimation. If this option is not speci ed, the estimated regression parameters assuming
independence for all responses are used for the initial values.

LOGOR-=log-odds-ratio-structure-keyword
speci es the regression structure of the log odds ratio used to model the association of the responses
from subjects for binary data. The response syntax must be of the single variable type, the distribution
must be binomial, and the data must be binary. Table 46.9 displays the log odds ratio structure
keywords and the corresponding log odds ratio regression structures. See the section “Alternating
Logistic Regressions” on page 3274 for de nitions of the log odds ratio types and examples of
specifying log odds ratio models. You should specify either the LOGOR= or the TYPE= option, but
not both.

Table 46.9 Log Odds Ratio Regression Structures

Keyword Log Odds Ratio Regression Structure

EXCH Exchangeable

FULLCLUST Fully parameterized clusters

LOGORVAR (variable) Indicator variable for specifying block effects

NESTK k-nested

NEST1 1-nested

ZFULL Fully speci edz matrix speci ed in ZDATA= data set
ZREP Single cluster speci cation for replicatedmatrix speci ed

in ZDATA= data set
ZREP(matrix) Single cluster speci cation for replicatedmatrix
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MAXITER=number

MAXIT=number
speci es the maximum number of iterations allowed in the iterative GEE estimation process. The
default number is 50.

MCORRB
displays the estimated regression parameter model-based correlation matrix.

MCOVB
displays the estimated regression parameter model-based covariance matrix.

MODELSE
displays an analysis of parameter estimates table that uses model-based standard errors for inference.
By default, an “Analysis of Parameter Estimates” table based on empirical standard errors is displayed.

PRINTMLE
displays an analysis of maximum likelihood parameter estimates table. The maximum likelihood
estimates are not displayed unless thison is speci ed.

RUPDATE=number
speci es the number of iterations between updates of the working correlation matrix. For example,
RUPDATE=5 speci es that the working correlation is updated once for every ve regression parameter
updates. The default value mimber is 1; that is, the working correlation is updated every time the
regression parameters are updated.

SORTED
speci es that the input data are grouped by subject and sorted within subject. dpthis is not
speci ed, then the procedure internally sortsdmpject-effect andwithin subject-effect, if a within
subject-effect is speci ed.

SUBCLUSTER=Vvariable

SUBCLUST=variable
speci es a variable de ning subclusters for the 1-nestel-nested log odds ratio association modeling
structures. This variable must be listed in the CLASS statement.

TYPE=correlation-structure keyword

CORR=correlation-structure keyword
speci es the structure of the working correlation matrix used to model the correlation of the responses
from subjects. Table 46.10 displays the correlation strudteyaords and the corresponding cor-
relation structures. The default working correlation type is the independent (CORR=IND). See the
section “Details: GENMOD Procedure” on page 3247 for de nitions of the correlation matrix types.
You should specify LOGOR= or TYPE= but not both.
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Table 46.10 Correlation Structure Types

Keyword Correlation Matrix Type

AR

AR(1) Autoregressive(1)

EXCH

CS Exchangeable

IND Independent
MDEP(number) m-dependent wittm=number
UNSTR

UN Unstructured

USER

FIXED(matrix)  Fixed, user-speci ed correlation matrix

For example, you can specify a xetl 4 correlation matrix with the following option:

type=user( 1.0 0.9 0.8 0.6
09 1.0 09 o038
08 09 1.0 0.9
06 08 09 1.0)

V6CORR
speci es that the SAS “Version 6' method of computing the normalized Pearson chi-square be used for
working correlation estimation and for model-based covariance matrix scale factor.

WITHINSUBJECT | WITHIN=within subject-effect
de nes an effect specifying the order of measurements within subjects. Each distinct leveliththe
subject-effect de nes a different response from the same subject. If the data are in proper order within
each subject, you do not need to specify this option.

If some measurements do not appear in the data for some subjectstidmsproperly orders the exist-

ing measurements and treats the omitted measurements as missing values. If the WITHINSUBJECT=
option is not used in this situation, measurements might be improperly ordered and missing values
assumed for the last measurements in a cluster.

Variables used in de ning theithin subject-effect must be listed in the CLASS statement.

YPAIR=variable-list
speci es the variables in the ZDATA= data set corresponding to pairs of responses for log odds ratio
association modeling.

ZDATA=SAS-data-set
speci es a SAS data set containing either the fudhatrix for log odds ratio association modeling or
thez matrix for a single complete cluster to be replicated for all clusters.
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ZROW-=variable-list

speci es the variables in the ZDATA= data set corresponding to rows af thatrix for log odds ratio
association modeling.

SLICE Statement
SLICE model-effect </ options > ;

The SLICE statement provides a general mechanism for performing a partitioned analysis of the LS-means
for an interaction. This analysis is also known as an analysis of simple effects.

The SLICE statement uses the saoptions as the LSMEANS statement, which are summarized in Ta-
ble 19.21. For details about the syntax of the SLICE statement, see the section “SLICE Statement” on
page 512 in Chapter 19, “Shared Concepts and Topics.”

STORE Statement
STORE <OUT=>item-store-name </ LABEL= label >;

The STORE statement requests that the procedure save the context and results of the statistical analysis. The
resulting item store has a binary le format that cannot be modi ed. The contents of the item store can be
processed with the PLM procedure. For details about the syntax of the STORE statement, see the section
“STORE Statement” on page 515 in Chapter 19, “Shared Concepts and Topics.”

STRATA Statement

STRATA variable <(option) > ... <variable < (option) >> </ options > ;

The STRATA statement names thariables that de ne strata or matched set# use instrati ed exact

logistic regression of binary response data, strati ed exactPoisson regression of count data. An EXACT
statement must also be speci ed.

Observations that have the sameiable values are in the same matched set. For a strati ed logistic model,
you can analyze 1:1, 4, m:n, and generatn; :n; matched sets where the number of cases and controls varies
across strata. For a strati ed Poisson model, you can have any number of observations in each stratum. At
least one variable must be speci ed to invoke the strati ed analysis, and the usual unconditional asymptotic
analysis is not performed. The strati ed logistic model has the form

Iogit. hi/ D ,C Xgi

where , is the event probability for theh observation in straturh with covariates<,,; and where the
stratum-speci ¢ intercepts;, are the nuisance parameters that are to be conditioned out.

STRATA variables can also be speci ed in the MODEL statement as classi cation or continuous covariates;
however, the effects are nondegenerate only when crossed with a nonstrati cation variable. Specifying several
STRATA statements is the same as specifying one STRATA statement that contains all the strata variables.
The STRATA variables can be either character or numeric, and the formatted values of the STRATA variables
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determine the levels. Thus, you can also use formats to group values into levels; see the discussion of the
FORMAT procedure in th&AS Visual Data Management and Utility Procedures Guide

The “Strata Summary” table is displayed by default. For an exact logistic regression, it displays the number
of strata that have a speci c number of events and non-events. For example, if you are analyzing a 1:5
matched study, this table enables you to verify that every stratum in the analysis has exactly one event and
ve non-events. Strata that contain only events or only non-events are reported in this table, but such strata
are uninformative and are not used in the analysis. For an exact Poisson regression, the “Strata Summary”
table displays the number of strata that contain a speci c number of observations, which enables you to check
whether every stratum in the analysis has the same number of observations.

The ASSESSMENT, BAYES, CONTRAST, EFFECTPLOT, ESTIMATE, LSMEANSMESTIMATE,
OUTPUT, REPEATED, SLICE, and STORE statements are not available with a STRATA statement. Exact
analyses are not performed when you specify a WEIGHT statement, or a model other than LINK=LOGIT
with DIST=BIN or LINK=LOG with DIST=POISSON. An OFFSET= variable is not available with exact
logistic regression.

The followingoption can be speci ed for a strati cation variable by enclosing tipgion in parentheses after
the variable name, or it can be speci ed globally for all STRATA variables after a slash (/).

MISSING
treats missing values (".', ._, .A, ..., .Z for numeric variables and blanks for character variables) as
valid STRATA variable values.

The following stratapptions are also available after the slash:

CHECKDEPENDENCY | CHECK=keyword
speci es which variables are to be tested for dependency before the analysis is performed. The available
keywords are as follows:

NONE  performs no dependence checking. Typically, a message about a singular information matrix
is displayed if you have dependent variables. Dependent variables can be identi ed after the
analysis by noting any missing parameter estimates.

COVARIATES checks dependence between covariates and an added intercept. Dependent covariates
are removed from the analysis. However, covariates that are linear functions of the strata
variable might not be removed, which results in a singular information matrix message
being displayed in the SAS log. This is the default.

ALL checks dependence between all the strata and covariatesptibiscan adversely affect
performance if you have a large number of strata.

NOSUMMARY
suppresses the display of the “Strata Summary” table.

INFO
displays the “Strata Information” table, which includes the stratum number, levels of the STRATA
variables that de ne the stratum, and the total frequency for each stratum. Since the number of strata
can be very large, this table is displayed only by request.
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VARIANCE Statement

VARIANCE variable = expression ;

You can specify a probability distribution other than the built-in distributions by using the VARIANCE and
DEVIANCE statements. The variable naweiable identi es the variance function to the procedure. The
expression is used to de ne the functional dependence on the mean, and it can be any arithmetic expression

supported by the DATA step language. You use the automatic varisd#&N _ to represent the mean in the
expression.

Alternatively, you can de ne the variance function with programming statements, as detailed in the section
“Programming Statements” on page 3237. This form is convenient for using complex statements such as
IF-THEN/ELSE clauses. Derivatives of the variance function for use during optimization are computed

automatically. The DEVIANCE statement must also appear when the VARIANCE statement is used to de ne
the variance function.

WEIGHT Statement
WEIGHT | SCWGT variable ;

The WEIGHT statement identi es @ariable in the input data set to be used as the exponential family
dispersion parameter weight for each observation. The exponential family dispersion parameter is divided
by the WEIGHT variable value for each observation. This is true regardless of whether the parameter is
estimated by the procedure or speci ed in the MODEL statement witlsthALE= option. It is also true for
distributions such as the Poisson and binomial that are not usually de ned to have a dispersion parameter. For

these distributions, a WEIGHT variable weights the overdispersion parameter, which has the default value of
1.

The WEIGHT variable does not have to be an integer; if it is less than or equal to O or if it is missing, the
corresponding observation is not used.

ZEROMODEL Statement
ZEROMODEL effects </ options > ;

The ZEROMODEL statement enables you to perform zero-in ated Poisson regression or zero-in ated
negative binomial regression when those respective distributions are speci ed by the DIST= option in
the MODEL statement. The effects in the ZEROMODEL statement consist of explanatory variables or
combinations of variables for the zero-in ation probability regression model in a zero-in ated model. The
same effects can be used in both the ZEROMODEL statement and the MODEL statement, or effects can
be used in one statement or the other separately. Explanatory variables can be continuous or classi cation
variables. Classi cation variables can be character or numeric. Explanatory variables representing nominal,
or classi cation, data must be declared in a CLASS statement. Interactions between variables can also be
included as effects. Columns of the design matrix are automatically generated for classi cation variables and
interactions. The syntax for speci cation of effects is the same as for the GLM procedure. See the section
“Speci cation of Effects” on page 3258 for more information. Also see Chapter 48, “The GLM Procedure.”

You can specify the followingption in the ZEROMODEL statement after a slash (/).
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LINK=keyword
speci es the link function to use in the model. Tkeywords and their associated link functions are as

follows.
LINK= Link Function
CLOGLOG
CLL Complementary log-log
LOGIT Logit

PROBIT Probit

If no LINK= option is supplied, the LOGIT link is used. User-de ned link functions are not allowed.

Details: GENMOD Procedure

Generalized Linear Models Theory

This is a brief introduction to the theory of generalized linear models.

Response Probability Distributions

In generalized linear models, the response is assumed to possess a probability distribution of the exponential
form. That is, the probability density of the responstor continuous response variables, or the probability
function for discrete responses, can be expressed as

b./
y—C cy; /

f.y/ D exp ~

for some functions, b, andc that determine the speci c distribution. For xed this is a one-parameter
exponential family of distributions. The functioasandc are such thad. / D =w andc D c.y; =w/ ,
wherew is a known weight for each observation. A variable representiiig the input data set can be
speci ed in the WEIGHT statement. If no WEIGHT statement is speciwdD 1 for all observations.

Standard theory for this type of distribution gives expressions for the mean and variarce of

EY/ D b/

00
Var.Y/ D b=/

where the primes denote derivatives with respect.tdf represents the mean ¥f then the variance
expressed as a function of the mean is

V.
Var.Y/ D !

whereV is thevariance function
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Probability distributions of the respon¥an generalized linear models are usually parameterized in terms of
the mean and dispersion parameterinstead of thenatural parameter . The probability distributions

that are available in the GENMOD procedure are shown in the following list. The zero-in ated Poisson and
zero-in ated negative binomial distributions are not generalized linear models. However, the zero-in ated
distributions are included in PROC GENMOD since they are useful extensions of generalized linear models.
See Long (1997) for a discussion of the zero-in ated Poisson and zero-in ated negative binomial distributions.
The PROC GENMOD scale parameter and the variantéarke also shown.

Normal:
1 1 2
f.y/ D pzrexp > y for 1 <y< 1
D 2
scale D
Var.Y/ D 2
Inverse Gaussian:
" #
f.y/ D ! ex Ly 2for0<<1
Yy 19273 p 2y y
y
D 2
scale D
Var.Y/ D 238
Gamma:
f.y/ D 1y exp y_ forO<y< 1
€. ly
D 1
scale D
2
Var.Y/ D —

Geometric: This is a special case of the negative binomial kvitH.
Y
f.y/ D IR
D 1
VarY/ D .1 C/

fory D 0;1;2;:::
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Negative binomial:

€.y C 1=k/ kY
f.y/ fory D 0;1;2;:::
y €y C1/€1=Kk 1Ck/ o=k oY
D 1
dispersion D k
VarY/ D Ck ?
Poisson:
fy/ D —% foryDo0:1:2
y s ory 112000
1
Var.Y/ D
Binomial:
n r
f.y/ D ) L /T foryDﬁ;rDO;l;Z;:::;n
1
Var.Y/ D 1 /
n
Multinomial:
&
f : IR I Y1i,Y2 Yk
Yy 1;Y2 y —yls)éS ykgol P> Py
D 1

Zero-in ated Poisson:

1'C.1l !YYe foryDO

ty/ D 1 yyes fory D 1;2;:::
D 1
DEY/ D .1 VY
VarY/ D .1 !Y.1 CI!/
D Cc__ 2

1!
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Zero-in ated negative binomial:

I C.1 11 Ck/ « foryDO

f.y/ D €y C1=k/ K/ Y P
1l €.yél/€.l=k/ ACk/ yc1=k fory D 1;2;:::
D 1
dispersion D Kk
DEY/ D .1 VY
Var.y/ D 1 /.1 C! CKk/
! k 5
D c 1 ! C1 !
Tweedie(l<p<2):
e for 0
fy/ D oo L
e’ e no1gn7 Y ws fory>0
1p 2 p
D /
2. p
DEY/ D
Var.Y/ D 2c 22

The negative binomial and the zero-in ated negative binomial distributions contain a par&neted the
negative binomial dispersion parameter. This is not the same as the generalized linear model dispersion
but it is an additional distribution parameter that must be estimated or set to a xed value.

For the binomial distribution, the response is the binomial propoitidd events=trials. The variance
functionisV./ D .1 / , and the binomial trials parameteis regarded as a weight

The density function for the Tweedie distribution wher p < 2 is expressed in terms of the parameters of

the compound Poisson distribution. For more information about this representation, see the section “Tweedie
Distribution For Generalized Linear Models” on page 3268. g-or2 , the Tweedie random variable has
positive support and its density functibry/ can be expressed in terms of stable distributions as de ned in
Hougaard (1986).

If a weight variable is present, is replaced with=w , wherew is the weight variable.

PROC GENMOD works with a scale parameter that is related to the exponential family dispersion parameter

instead of working with itself. The scale parameters are related to the dispersion parameter as shown
previously with the probability distribution de nitions. Thus, the scale parameter output in the “Analysis of
Parameter Estimates” table is related to the exponential family dispersion parameter. If you specify a constant
scale parameter with the SCALE= option in the MODEL statement, it is also related to the exponential family
dispersion parameter in the same way.
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Link Function

For distributions other than the zero-in ated Poisson or zero-in ated negative binomial, the medithe
response in thigh observation is related to a linear predictor through a monotonic differentiable link function

g.
g. i/ DX’
Here,x; is a xed known vector of explanatory variables, ands a vector of unknown parameters.

There are two link functions and linear predictors associated with zero-in ated distributions: one for the zero
in ation probability ! , and another for the mean parameteSee the section “Zero-In ated Models” on
page 3266 for more details about zero-in ated distributions.

Log-Likelihood Functions

Log-likelihood functions for the distributions that are available in the procedure are parameterized in terms
of the means ; and the dispersion parameter Zero-in ated log likelihoods are parameterized in terms two
parameters, and! . The parametér is the zero-in ation probability, and is a function of the distribution
mean. The relationship between the mean of the zero-in ated Poisson and zero-in ated negative binomial
distributions and the parametelis de ned in the section “Response Probability Distributions” on page 3247.
The termy; represents the response for ttteobservationf ; represents a frequency weight that is speci ed
in a FREQ statement, anvd represents a known dispersion weight that is speci ed in a WEIGHT statement.
If no WEIGHT statement is speci ed, them D 1 for all observations. If no FREQ statement is speci ed,
thenf; D 1 for all observations. The log-likelihood functions are of the form
X
L.y; ;/ D filog.f.y i; i;//
|
where the sum is over the observations. The forms of the individual contributions
li Dlog.fyi; i;//

are shown in the following list; the parameterizations are expressed in terms of the mean and dispersion
parameters.

For the discrete distributions (binomial, multinomial, negative binomial, and Poisson), the functions computed
as the sum of thg terms are not proper log-likelihood functions, since terms involving binomial coef cients

or factorials of the observed counts are dropped from the computation of the log likelihood, and a dispersion
parameter is included in the computation. Deletion of factorial terms and inclusion of a dispersion
parameter do not affect parameter estimates or their estimated covariances for these distributions, and this
is the function used in maximum likelihood estimation. The value afsed in computing the reported
log-likelihood function is either the nal estimated value, or the xed value, if the dispersion parameter is
xed. Even though it is not a proper log-likelihood function in all cases, the function computed as the sum
of thel; terms is reported in the output as tlog likelihood The proper log-likelihood function is also
computed as the sum of thig¢ terms in the following list, and it is reported as thé log likelihoodin the

output.

Normal:

Wi.Yi i/?
C log - Clog.2/

1
iDl; D =
2
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Inverse Gaussian:

" ! #
1wy il? y 2
hibyb - ————CI ~—L Clog2/
[ [ 5 yi 2 0g i 0g
Gamma:
I; DI; D VﬂIog M M logyi/ log € i
| I
Negative binomial:
k k €.yi CWi:k/
li Dyl — Yi Cwj=k/l 1C— ClI —_

€.y; Cw;=k/
€.yi C l/€.Wi:k/

k k
II; Dy;log W yi C wj=k/log 1CW C log
|

I
Poisson:

li D ﬂ050/'09- il e

II; D w;Eyog. i/ i log.y;i S/e

Binomial:

i D Y Gdog.pi/C .ni ri/logl pile

Il; D w; GBg ?_‘ Crilog.pi/C.ni rillogl pile

Multinomial (k categories):

X
W,
liD— yjlog. j/
iD1
. X §
II; D w;@g.m; S/IC Yi log. j/ log.yj Sl
iD1
Zero-in ated Poisson:
8
< wilogEEIC.1 !i/exp. il yiDO

i DII; D
w;@g.l !i/Cyilog. i/ i logyiS/le y>0
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Zero-in ated negative binomial:

?Iog(Ei!C.l 1il1C & % yDoO
DI, Di< log.1 !i/Cyilog -
2 YiCYlog 1C &
: Clog €y€lyc'1—cl€wk'vikll yi >0
Tweedie:
li DIl Dlog.f.yi; i; = i;p//

Maximum Likelihood Fitting

The GENMOD procedure uses a ridge-stabilized Newton-Raphson algorithm to maximize the log-likelihood

functionL.y; ; / with respect to the regression parameters. By default, the procedure also produces
maximum likelihood estimates of the scale parameter as de ned in the section “Response Probability
Distributions” on page 3247 for the normal, inverse Gaussian, negative binomial, and gamma distributions.

On therth iteration, the algorithm updates the parameter vectawith
rct:D  H s

whereH is the Hessian (second derivative) matrix, and the gradient ( rst derivative) vector of the
log-likelihood function, both evaluated at the current value of the parameter vector. That is,

sD Gge D @QJL
and
@L
HD D
& @i @;

In some cases, the scale parameter is estimated by maximum likelihood. In these cases, elements correspond-
ing to the scale parameter are computed and include@inuH.

If ; D xi0 is the linear predictor for observatiorandg is the link function, then; D g. i/, so that
i D g 1.x? /is an estimate of the mean of tfta observation, obtained from an estimate of the parameter
vector .

The gradient vector and Hessian matrix for the regression parameters are given by
X fiwyi  ilx

V. i/g 0 i/
H D XWX

s D
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whereX is the design matrixx; is the transpose of théh row of X, andV is the variance function. The
matrix W, is diagonal with itdth diagonal element

V. i/g‘)(? i/ C VO i/go. il

Wi DWeiniWi-Yi i/ V2 i//2.g°. i//3
where

Wei D fiw

e V. ilgQ //?2

The primes denote derivatives gfandV with respect to . The negative oH is called the observed
information matrix. The expected value \¢f, is a diagonal matrixV, with diagonal valuesve;. If you
replaceW, with We, then the negative df is called the expected information matri/, is the weight
matrix for the Fisher scoring method of tting. Eith&Y, or W can be used in the update equation. The
GENMOD procedure uses Fisher scoring for iterations up to the number speci ed by the SCORING option
in the MODEL statement, and it uses the observed information matrix on additional iterations.

Covariance and Correlation Matrix

The estimated covariance matrix of the parameter estimator is given by
tD H!

whereH is the Hessian matrix evaluated using the parameter estimates on the last iteration. Note that
the dispersion parameter, whether estimated or speci ed, is incorporate#i infRows and columns
corresponding to aliased parameters are not includéd in

The correlation matrix is the normalized covariance matrix. That is; ifs an element oft , then the

corresponding element of the correlation matrixjis= ; j , where ; D i -

Goodness of Fit

Two statistics that are helpful in assessing the goodness of t of a given generalized linear model are the
scaled deviance and Pearson's chi-square statistic. For a xed value of the dispersion parathetscaled
deviance is de ned to be twice the difference between the maximum achievable log likelihood and the log
likelihood at the maximum likelihood estimates of the regression parameters.

Note that these statistics are not valid for GEE models.

If I.y; [/ isthe log-likelihood function expressed as a function of the predicted mean valaied the vector
y of response values, then the scaled deviance is de ned by

D .y, ID2Ly;yl Ly; [/l

For speci c distributions, this can be expressed as

D.vy;
D.; /D y: !

whereD is the deviance. The following table displays the deviance for each of the probability distributions
available in PROC GENMOD. The deviance cannot be directly calculated for zero-in ated models. Twice
the negative of the log likelihood is reported instead of the proper deviance for the zero-in ated Poisson and
zero-in ated negative binomial.
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Distribution Deviance
Normal " Fiwi Ly e
P h i
Poisson 2 fiwi yilog Xy il
P h |
; ; AN Y Yi . 1y
Binomial 2 fiwim; yjlog = C.1 vyj/log 1=+
P h | i |
Gamma 2 fiw; log ¥ C Y=
P
Inverse Gaussian Lowiyy 0
iyi
N P P "
Multinomial i fiwiyj log -
P h pij mj i
Negative binomial 2 ;fi ylogy=/ .y Cw;=Kk/log %
8
2< wilog& C.1 !;/exp. i/~ yiDO
. . P
Zero-in ated Poisson 2 f 2 wi®@gl !i/Cyilog i/
i log.y;S/e y >0
8 k
2 logE!C.1 !';/l1C W/. yiDO
P  <logl !i/Cyjlog &
Zero-in ated negative binomial 2 f; J Y00
2 yiCH¥llog 1C K- C
2 €y CLll .
+ log ey iCle. S/ yi >0

In the binomial casey; D ri=m;, wherer; is a binomial count andn; is the binomial number of trials
parameter.

In the multinomial casey; refers to the observed number of occurrences ofttheategory for theth
subpopulation de ned by the AGGREGATE= variabis, is the total number in thigh subpopulation, and
pj isthe category probability.

Pearson's chi-square statistic is de ned as
X fiwiyi i/

X2D
V. il

i
and the scaled Pearson's chi-squark s .

The scaled version of both of these statistics, under certain regularity conditions, has a limiting chi-square
distribution, with degrees of freedom equal to the number of observations minus the number of parameters
estimated. The scaled version can be used as an approximate guide to the goodness of t of a given model.
Use caution before applying these statistics to ensure that all the conditions for the asymptotic distributions
hold. McCullagh and Nelder (1989) advise that differences in deviances for nested models can be better
approximated by chi-square distributions than the deviances can themselves.

In cases where the dispersion parameter is not known, an estimate can be used to obtain an approximation to
the scaled deviance and Pearson's chi-square statistic. One strategy is to t a model that contains a suf cient
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number of parameters so that all systematic variation is removed, estinfrat@ this model, and then use
this estimate in computing the scaled deviance of submodels. The deviance or Pearson's chi-square divided
by its degrees of freedom is sometimes used as an estimate of the dispersion parafetexample, since
the limiting chi-square distribution of the scaled deviabceD D= hasn p degrees of freedom, where
n is the number of observations apds the number of parameters, equatidg to its mean and solving for

yields OD D=.n p/. Similarly, an estimate of based on Pearson's chi-squaé is OD X2=.n p/.
Alternatively, a maximum likelihood estimate ofcan be computed by the procedure, if desired. See the
discussion in the section “Type 1 Analysis” on page 3259 for more about the estimation of the dispersion
parameter.

Other Fit Statistics

The Akaike information criterion (AIC) is a measure of goodness of model t that balances model t against
model simplicity. AIC has the form

AICD 2LLC2p

wherep is the number of parameters estimated in the model, and LL is the log likelihood evaluated at the
value of the estimated parameters. An alternative form is the corrected AIC given by

n
AICCD 2lLC2p———
cc C2p—

wheren is the total number of observations used.
The Bayesian information criterion (BIC) is a similar measure. BIC is de ned by
BIC D 2LL C plog.n/

See Akaike (1981, 1979) for details of AIC and BIC. See Simonoff (2003) for a discussion of using AIC,
AICC, and BIC with generalized linear models. These criteria are useful in selecting among regression
models, with smaller values representing better model t. PROC GENMOD uses the full log likelihoods
de ned in the section “Log-Likelihood Functions” on page 3251, with all terms included, for computing alll

of the criteria.

Dispersion Parameter

There are several options available in PROC GENMOD for handling the exponential distribution dispersion
parameter. The NOSCALE and SCALE options in the MODEL statement affect the way in which the
dispersion parameter is treated. If you specify the SCALE=DEVIANCE option, the dispersion parameter is
estimated by the deviance divided by its degrees of freedom. If you specify the SCALE=PEARSON option,
the dispersion parameter is estimated by Pearson's chi-square statistic divided by its degrees of freedom.

Otherwise, values of the SCALE and NOSCALE options and the resultant actions are displayed in the
following table.

NOSCALE SCALE=value Action

Present Present Scale xedatue
Present Not present Scale xed at 1

Not present Not present Scale estimated by ML
Not present Present Scale estimated by ML,

starting point atalue
Present (negative binomial) Not present k xed at0
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The meaning of the scale parameter displayed in the “Analysis Of Parameter Estimates” table is different
for the gamma distribution than for the other distributions. The relation of the scale parameter as used by
PROC GENMOD to the exponential family dispersion parametisrdisplayed in the following table. For

the binomial and Poisson distributionsjs the overdispersion parameter, as de ned in the “Overdispersion”
section, which follows.

Distribution Scale
Normal v -
Inverse Gaussian P—
Gamma E,z
Binomial B
Poisson P—

In the case of the negative binomial distribution, PROC GENMOD reports the “dispersion” parameter
estimated by maximum likelihood. This is the negative binomial pararketemed in the section “Response
Probability Distributions” on page 3247.

Overdispersion

Overdispersion is a phenomenon that sometimes occurs in data that are modeled with the binomial or Poisson
distributions. If the estimate of dispersion after tting, as measured by the deviance or Pearson's chi-square,
divided by the degrees of freedom, is not near 1, then the data mightesdispersedf the dispersion
estimate is greater than 1 onderdisperseif the dispersion estimate is less than 1. A simple way to model

this situation is to allow the variance functions of these distributions to have a multiplicative overdispersion
factor :

Binomial:V./ D .1 /
PoissonV./ D

An alternative method to allow for overdispersion in the Poisson distribution is to t a negative binomial
distribution, where/./ D Ck 2, instead of the Poisson. The paramdtean be estimated by maximum
likelihood, thus allowing for overdispersion of a speci ¢ form. This is different from the multiplicative
overdispersion factor, which can accommodate many forms of overdispersion.

The models are tin the usual way, and the parameter estimates are not affected by the valtéef
covariance matrix, however, is multiplied by and the scaled deviance and log likelihoods used in likelihood
ratio tests are divided by. The pro le likelihood function used in computing con dence intervals is also
divided by . If you specify a WEIGHT statement, is divided by the value of the WEIGHT variable for
each observation. This has the effect of multiplying the contributions of the log-likelihood function, the
gradient, and the Hessian by the value of the WEIGHT variable for each observation.

The SCALE= option in the MODEL statement enables you to specify a vaIueD)P ~ for the binomial

and Poisson distributions. If you specify the SCALE=DEVIANCE option in the MODEL statement, the
procedure uses the deviance divided by degrees of freedom as an estimaémadfall statistics are adjusted
appropriately. You can use Pearson's chi-square instead of the deviance by specifying the SCALE=PEARSON
option.

The function obtained by dividing a log-likelihood function for the binomial or Poisson distribution by a
dispersion parameter is not a legitimate log-likelihood function. Itis an examplgudsi-likelihoodfunction.
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Most of the asymptotic theory for log likelihoods also applies to quasi-likelihoods, which justi es computing
standard errors and likelihood ratio statistics by using quasi-likelihoods instead of proper log likelihoods.
For details on quasi-likelihood functions, see McCullagh and Nelder (1989, Chapter 9), McCullagh (1983);
Hardin and Hilbe (2003).

Although the estimate of the dispersion parameter is often used to indicate overdispersion or underdispersion,
this estimate might also indicate other problems such as an incorrectly speci ed model or outliers in the data.
You should carefully assess whether this type of model is appropriate for your data.

Speci cation of Effects

Each term in a model is called an effect. Effects are speci ed in the MODEL statement. You specify effects
with a special notation that uses variable names and operators. There are two types of valdgsiestion

(or CLASS) variables andontinuousvariables. There are two primary types of operatorgssingand
nesting A third type, thebar operator, is used to simplify effect speci cation. Crossing is the type of operator
most commonly used in generalized linear models.

Variables that identify classi cation levels are called CLASS variables in SAS and are identi ed in a CLASS
statement. These might also be caltadegorical, qualitative, discreter nominalvariables. CLASS
variables can be either character or numeric. The values of CLASS variables ardesadled-or example,

the CLASS variabl&ex could have the levels "‘male’ and “‘female'.

In a model, an explanatory variable that is not declared in a CLASS statement is assumed to be continuous.
Continuous variables must be numeric. For example, the heights and weights of subjects in an experiment
are continuous variables.

The types of effects most useful in generalized linear models are shown in the following list. Assume that
B, andC are classi cation variables and th&l andX2 are continuous variables.

Regressor effects are speci ed by writing continuous variables by thems&ivexs2.
Polynomial effects are speci ed by joining two or more continuous variables with astel$kx2.
Main effects are speci ed by writing classi cation variables by themselve®, C.

Crossed effects (interactions) are speci ed by joining two or more classi cation variables with asterisks:
A*B, B*C, A*B*C.

Nested effects are speci ed by following a main effect or crossed effect with a classi cation variable or
list of classi cation variables enclosed in parenthegg®), C(B A), A*B(C). In the preceding example,
B(A) is “B nested withimA.”

Combinations of continuous and classi cation variables can be speci ed in the same way by using the
crossing and nesting operators.

The bar operator consists of two effects joined with a vertical bar (]). It is shorthand notation for including
the left-hand side, the right-hand side, and the cross between them as effects in the model. For a{anple,

is equivalent toA B A*B. The effects in the bar operator can be classi cation variables, continuous variables,
or combinations of effects de ned using operators. Multiple bars are permitted. For exan@é C means

A B C A*B A*C B*C A*B*C.
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You can specify the maximum number of variables in any effect that results from bar evaluation by specifying
the maximum number, preceded by an @ sign. For examgIB,| C@?2 results in effects that involve two or
fewer variablesA B C A*B A*C B*C.

Parameterization Used in PROC GENMOD
Design Matrix
The linear predictor part of a generalized linear model is

D X

where is an unknown parameter vector axds a known design matrix. By default, all models automatically
contain an intercept term; that is, the rst columnXfontains all 1s. Additional columns &f are generated

for classi cation variables, regression variables, and any interaction terms included in the model. It is
important to understand the ordering of classi cation variable parameters when you use the ESTIMATE or
CONTRAST statement. The ordering of these parameters is displayed in the “CLASS Level Information”
table and in tables displaying the parameter estimates of the tted model.

When you specify an overparameterized model with the PARAM=GLM option in the CLASS statement,
some columns oX can be linearly dependent on other columns. For example, when you specify a model
consisting of an intercept term and a classi cation variable, the column corresponding to any one of the
levels of the classi cation variable is linearly dependent on the other columXs @he columns oKX are
checked in the order in which the model is speci ed for dependence on preceding columns. If a dependency
is found, the parameter corresponding to the dependent column is set to 0 along with its standard error to
indicate that it is not estimated. The order in which the levels of a classi cation variable are checked for
dependencies can be set by the ORDER= option in the PROC GENMOD statement or by the ORDER=
option in the CLASS statement. For full-rank parameterizations, the columns Bf tingtrix are designed to

be linearly independent.

You can exclude the intercept term from the model by specifying the NOINT option in the MODEL statement.

Missing Level Combinations

All levels of interaction terms involving classi cation variables might not be represented in the data. In that
case, PROC GENMOD does not include parameters in the model for the missing levels.

Type 1 Analysis

A Type 1 analysis consists of tting a sequence of models, beginning with a simple model with only an
intercept term, and continuing through a model of speci ed complexity, tting one additional effect on each
step. Likelihood ratio statistics—that is, twice the difference of the log likelihoods—are computed between
successive models. This type of analysis is sometimes called an analysis of deviance since, if the dispersion
parameter is held xed for all models, it is equivalent to computing differences of scaled deviances. The
asymptotic distribution of the likelihood ratio statistics, under the hypothesis that the additional parameters
included in the model are equal to 0, is a chi-square with degrees of freedom equal to the difference in the
number of parameters estimated in the successive models. Thus, these statistics can be used in a test of
hypothesis of the signi cance of each additional term t.
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This type of analysis is not available for GEE models, since the deviance is not computed for this type of
model.

If the dispersion parameteris known, it can be included in the models; if it is unknown, there are two
strategies allowed by PROC GENMOD. The dispersion parameter can be estimated from a maximal model
by the deviance or Pearson's chi-square divided by degrees of freedom, as discussed in the section “Goodness
of Fit” on page 3254, and this value can be used in all models. An alternative is to consider the dispersion to
be an additional unknown parameter for each model and estimate it by maximum likelihood on each step. By
default, PROC GENMOD estimates scale by maximum likelihood at each step.

A table of likelihood ratio statistics is produced, along with associptedlues based on the asymptotic
chi-square distributions.

If you specify either the SCALE=DEVIANCE or the SCALE=PEARSON option in the MODEL statement,
the dispersion parameter is estimated using the deviance or Pearson's chi-square statiStstaastits are
computed in addition to the chi-square statistics for assessing the signi cance of each additional term in the
Type 1 analysis. See the sectidn Statistics” on page 3263 for a de nition & statistics.

This Type 1 analysis has the general property that the results depend on the order in which the terms of the
model are tted. The terms are tted in the order in which they are speci ed in the MODEL statement.

Type 3 Analysis

A Type 3 analysis is similar to the Type Ill sums of squares used in PROC GLM, except that likelihood ratios
are used instead of sums of squares. First, a Type Ill estimable function is de ned for an effect of interest
in exactly the same way as in PROC GLM. Then maximum likelihood estimates are computed under the
constraint that the Type 11l function of the parameters is equal to 0, by using constrained optimization. Let
the resulting constrained parameter estimate§hgd the log likelihood bé Q. Then the likelihood ratio
statistic

SD21.9 1.Q

where Ois the unconstrained estimate, has an asymptotic chi-square distribution under the hypothesis that
the Type Ill contrast is equal to 0, with degrees of freedom equal to the number of parameters associated with
the effect.

When a Type 3 analysis is requested, PROC GENMOD produces a table that contains the likelihood ratio
statistics, degrees of freedom, gmttalues based on the limiting chi-square distributions for each effect in
the model. If you specify either the DSCALE or PSCALE option in the MODEL statenkesiatistics are

also computed for each effect.

Options for handling the dispersion parameter are the same as for a Type 1 analysis. The dispersion parameter
can be speci ed to be a known value, estimated from the deviance or Pearson's chi-square divided by degrees
of freedom, or estimated by maximum likelihood individually for the unconstrained and constrained models.
By default, PROC GENMOD estimates scale by maximum likelihood for each model t.

The results of this type of analysis do not depend on the order in which the terms are speci ed in the MODEL
statement.
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A Type 3 analysis can consume considerable computation time since a constrained model is tted for each
effect. Wald statistics for Type 3 contrasts are computed if you specify the WALD option. Wald statistics for
contrasts use less computation time than likelihood ratio statistics but might be less accurate indicators of the
signi cance of the effect of interest. The Wald statistic for tesﬂiﬂg D 0, wherelL is the contrast matrix, is

de ned by

SD.L°QY L%/ .L°Q

where is the maximum likelihood estimate arid is its estimated covariance matrix. The asymptotic
distribution ofSis chi-square withr degrees of freedom, wherds the rank ofL.

For models that use less-than-full-rank parameterization (as speci ed by the PARAM=GLM option in the
CLASS statement), a Type 3 test of an effect of interest (main effect or interaction) is a test of the Type IlI
estimable functions that are de ned for that effect. When the model contains no missing cells, the Type 3 test
of a main effect corresponds to testing the hypothesis of equal marginal means. For more information about
Type Il estimable functions, see Chapter 48, “The GLM Procedure,” and Chapter 15, “The Four Types of
Estimable Functions.” Also see Littell, Freund, and Spector (1991).

For models that use full-rank parameterization, all parameters are estimable when there are no missing
cells, so it is unnecessary to de ne estimable functions. The standard test of an effect of interest in this
case is the joint test that the values of the parameters associated with that effect are zero. For a model that
uses effects parameterization (as speci ed by the PARAM=EFFECT option in the CLASS statement), the
joint test for a main effect is equivalent to testing the equality of marginal means. For a model that uses
reference parameterization (as speci ed by the PARAM=REF option in the CLASS statement), the joint test

is equivalent to testing the equality of cell means at the reference level of the other model effects. For more
information about the coding scheme and the associated interpretation of results, see Muller and Fetterman
(2002, Chapter 14).

If there is no interaction term, the Type 3 test of an effect for a model that uses GLM parameterization is the

same as the joint test of the effect for the model that uses full-rank parameterization. In this situation, the
joint test is also called the Type 3 test. For a model that contains an interaction term and no missing cells,
the Type 3 test of a component main effect under GLM parameterization is the same as the joint test of the
component main effect under effect parameterization. Both test the equality of cell means. But this Type 3
test differs from the joint test under reference parameterization, which tests the equality of cell means at the
reference level of the other component main effect. If some cells are missing, you can obtain meaningful
tests only by testing a Type Il estimation function, so in this case you should use GLM parameterization.

The results of a Type 3 test or a joint test do not depend on the order in which you specify the terms in the
MODEL statement.

Generalized score tests for Type Ill contrasts are computed for GEE models if you specify the TYPE3 option
in the MODEL statement when a REPEATED statement is also used. See the section “Generalized Score
Statistics” on page 3278 for more information about generalized score statistics. Wald tests are also available
with the Wald option in the CONTRAST statement. In this case, the robust covariance matrix estimate is
used fort in the Wald statistic.
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Con dence Intervals for Parameters
Likelihood Ratio-Based Con dence Intervals

PROC GENMOD produces likelihood ratio-based con dence intervals, also known as pro le likelihood
con dence intervals, for parameter estimates for generalized linear models. These are not computed for
GEE models, since there is no likelihood for this type of model. Suppose that the parameter vector is

D By, 1;:::; pooand that you want a con dence interval foy . The pro le likelihood function for
is de ned as
I . /D maxl. /
Q

where Qs the vector with thejth element xed at j andl is the log-likelihood function. If D I. Q is the
log likelihood evaluated at the maximum likelihood estim&e¢hen2.l | . j /I has a limiting chi-square
distribution with one degree of freedom if is the true parameter value..A /100 % con dence interval
for j is

i W. j/ 1gDI 05% .

where f 1 isthel00.1 / th percentile of the chi-square distribution with one degree of freedom. The
endpoints of the con dence interval can be found by solving numerically for values tfat satisfy equality

in the preceding relation. PROC GENMOD solves this by starting at the maximum likelihood estimate of

The log-likelihood function is approximated with a quadratic surface, for which an exact solution is possible.
The process is iterated until convergence to an endpoint is attained. The process is repeated for the other
endpoint.

Convergence is controlled by the CICONV= option in the MODEL statement. Suppisshe number
speci ed in the CICONV= option. The default value ofs 10 . Let the parameter of interest bg, and

de ner D u; , the unit vector with a 1 in positiopand Os elsewhere. Convergence is declared on the current
iteration if the following two conditions are satis ed:

it o
sC /™ 1.sC r/
wherel . ;/,s, andH are the log likelihood, the gradient, and the Hessian evaluated at the current parameter

vector and is a constant computed by the procedure. The rst condition for convergence means that the
log-likelihood function must be within of the correct value, and the second condition means that the gradient
vector must be proportional to the restriction veator

When you specify the LRCI option in the MODEL statement, PROC GENMOD computes pro le likelihood
con dence intervals for all parameters in the model, including the scale parameter, if there is one. The
interval endpoints are displayed in a table as well as the values of the remaining parameters at the solution.

Wald Con dence Intervals

You can request that PROC GENMOD produce Wald con dence intervals for the parameters. THha@0%
Wald con dence interval for a parameteris de ned as

O zZ; -2 0

wherez, is the100pth percentile of the standard normal distributiddis the parameter estimate, afis
the estimate of its standard error.
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F Statistics

Suppose thdD g is the deviance resulting from tting a generalized linear model andBhais the deviance

from tting a submodel. Then, under appropriate regularity conditions, the asymptotic distribution of
.D1 Dyo/= ischi-square withr degrees of freedom, wheres the difference in the number of parameters
between the two models andis the dispersion parameter. Ifis unknown, andCis an estimate of based

on the deviance or Pearson's chi-square divided by degrees of freedom, then, under regularity conditions,
N p/ €@ has an asymptotic chi-square distribution with p degrees of freedom. Henejs the number of
observations and is the number of parameters in the model that is used to estimatkus, the asymptotic
distribution of

D; Dy

P

is theF distribution withr andn  p degrees of freedom, assuming tfat;, Do/= and.n p/ @ are
approximately independent.

This F statistic is computed for the Type 1 analysis, Type 3 analysis, and hypothesis tests speci ed in
CONTRAST statements when the dispersion parameter is estimated by either the deviance or Pearson's
chi-square divided by degrees of freedom, as speci ed by the DSCALE or PSCALE option in the MODEL
statement. In the case of a Type 1 analysis, model 0 is the higher-order model obtained by including one
additional effect in model 1. For a Type 3 analysis and hypothesis tests, model 0 is the full speci ed model
and model 1 is the submodel obtained from constraining the Type Il contrast or the user-speci ed contrast to
be 0.

Lagrange Multiplier Statistics

When you select the NOINT or NOSCALE option, restrictions are placed on the intercept or scale parameters.
Lagrange multiplier, or score, statistics are computed in these cases. These statistics assess the validity of the
restrictions, and they are computed as

2
S
2p >
Y
wheres is the component of the score vector evaluated at the restricted maximum corresponding to the
restricted parameter and D 111 I12I221I21. The matrix| is the information matrix, 1 refers to the
restricted parameter, and 2 refers to the rest of the parameters.

Under regularity conditions, this statistic has an asymptotic chi-square distribution with one degree of
freedom, angb-values are computed based on this limiting distribution.

If you setk = 0 in a negative binomial moded,is the score statistic of Cameron and Trivedi (1998) for testing
for overdispersion in a Poisson model against alternatives of theWormD C k 2.

See Rao (1973, p. 417) for more details.
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Predicted Values of the Mean
Predicted Values
A predicted value, or tted value, of the mean corresponding to the vector of covariatess given by
@Dg 1.x°0

whereg is the link function, regardless of whethear corresponds to an observation or not. That is, the
response variable can be missing and the predicted value is still computed fox;vdhidhe case where

X; does not correspond to a valid observatiginjs not checked for estimability. You should check the
estimability ofx; in this case in order to ensure the uniqueness of the predicted value of the mean. If there is
an offset, it is included in the predicted value computation.

Con dence Intervals on Predicted Values

Approximate con dence intervals for predicted values of the mean can be computed as follows. The variance
of the linear predictor; D xi0 Gis estimated by

2 0
< DXt X
wheret is the estimated covariance & The robust estimate of the covariance is usedfan the case of
models t with GEEs.
Approximatel00.1 / % con dence intervals are computed as

1,0
Xiozl=2x

g
wherez, is the100pth percentile of the standard normal distribution grid the link function. If either end-

point in the argument is outside the valid range of arguments for the inverse link function, the corresponding
con dence interval endpoint is set to missing.

Residuals

The GENMOD procedure computes three kinds of residuals. Residuals are available for all generalized linear
models except multinomial models for ordinal response data, for which residuals are not available. Raw
residuals and Pearson residuals are available for models t with generalized estimating equations (GEES).

The raw residual is de ned as
ri Dyi i
wherey; is theith response and; is the corresponding predicted mean. You can request raw residuals in an
output data set with the keyword RESRAW in the OUTPUT statement.
The Pearson residual is the square root ofitheontribution to the Pearson's chi-square:
r
Wi

rei D .yi i/ V—|/
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You can request Pearson residuals in an output data set with the keyword RESCHI in the OUTPUT statement.
Finally, the deviance residual is de ned as the square root of the contribution whtbbservation to the
deviance, with the sign of the raw residual:
p— |
rpi D dj.signy; ill
You can request deviance residuals in an output data set with the keyword RESDEYV in the OUTPUT
statement.

The adjusted Pearson, deviance, and likelihood residuals are de ned by Agresti (2002); Williams (1987);
Davison and Snell (1991). These residuals are useful for outlier detection and for assessing the in uence of
single observations on the tted model.

For the generalized linear model, the variance ofithéndividual observation is given by

V. il
Wi

v; D

where is the dispersion parametey; is a user-speci ed prior weight (if not speci ety D 1), ; isthe
mean, and/. ;/ is the variance function. Let

for theith observation, wherg®. i/ is the derivative of the link function, evaluated at LetW, be the
diagonal matrix withwe; denoting thath diagonal element. The weight matki¥X. is used in computing the
expected information matrix.

De ne h; as theith diagonal element of the matrix
1 1
W2ZX. XWX/ 1XW2

The Pearson residuals, standardized to have unit asymptotic variance, are given by

i
r Dpi
P! vil hi/

You can request standardized Pearson residuals in an output data set with the keyword STDRESCHI in the
OUTPUT statement. The deviance residuals, standardized to have unit asymptotic variance, are given by

sign.yi Tl

rpi D A
o "1 h/

whered; is the contribution to the total deviance from observaticandsign.y; il is 1ify; i is
positive and —1 ify; i is negative. You can request standardized deviance residuals in an output data set
with the keyword STDRESDEYV in the OUTPUT statement. The likelihood residuals are de ned by

q
rei Dsigny; i/ .1 hi/rZ Chr3,

You can request likelihood residuals in an output data set with the keyword RESLIK in the OUTPUT
statement.



3266 F Chapter 46: The GENMOD Procedure

Multinomial Models

This type of model applies to cases where an observation can fall into dneadégories. Binary data
occur in the special case whete 2. If there aran; observations in a subpopulatigrthen the probability

f_r,]ultinomial distribution, de ned in the section “Response Probability Distributions” on page 3247, with
i Yi D mi. The multinomial model is aordinal model if the categories have a natural order.

Residuals are not available in the OBSTATS table or the output data set for multinomial models.

By default, and consistently with binomial models, the GENMOD procedure orders the response categories
for ordinal multinomial models from lowest to highest and models the probabilities of the lower response
levels. You can change the way PROC GENMOD orders the response levels with the RORDER= option in
the PROC GENMOD statement. The order that PROC GENMOD uses is shown in the “Response Pro les”
output table described in the section “Response Pro le” on page 3295.

category probabilities, the ciymulative category probabilities are modeled with the same link functions used
for binomial data. LePj, D erl pj ,r D 1;2;:::;k 1, be the cumulative category probabilities (note
thatP;, D 1). The ordinal model is

gPi:/D ,Cx° for rD1;2;:::;k 1

where 1; 2;:::; k 1 areinterceptterms that depend only on the categorieg;aisdh vector of covariates
that does not include an intercept term. The logit, probit, and complementary log-log link furgtoas
available. These are obtained by specifying the MODEL statement options DIST=MULTINOMIAL and
LINK=CUMLOGIT (cumulative logit), LINK=CUMPROBIT (cumulative probit), or LINK=CUMCLL
(cumulative complementary log-log). Alternatively,

maximum likelihood.

The subpopulationisare de ned by constant values of the AGGREGATE= variable. This has no effect on the
parameter estimates, but it does affect the deviance and Pearson chi-square statistics; it also affects parameter
estimate standard errors if you specify the SCALE=DEVIANCE or SCALE=PEARSON option.

Zero-In ated Models

Count data that have an incidence of zeros greater than expected for the underlying probability distribution
of counts can be modeled with a zero-in ated distribution. In GENMOD, the underlying distribution can
be either Poisson or negative binomial. See Lambert (1992), Long (1997) and Cameron and Trivedi (1998)
for more information about zero-in ated models. The population is considered to consist of two types of
individuals. The rst type gives Poisson or negative binomial distributed counts, which might contain zeros.
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The second type always gives a zero count. Lbé the underlying distribution mean ahdoe the probability

of an individual being of the second type. The paramktes called here thezero-in ation probability, and

is the probability of zero counts in excess of the frequency predicted by the underlying distribution. You can
request that the zero in ation probability be displayed in an output data set with the PZERO keyword. The
probability distribution of a zero-in ated Poisson random variablis given by

1'C.1l e fory D O

Pr¥ Dyl D 1 -2 fory D 1;2;:::

e
yS

and the probability distribution of a zero-in ated negative binomial random variglidegiven by

lc.1 Y1 Ck/ ¥« fory D O
Pry Dy/ D €y C1=k/ K/ Y o
1 Mg L Tciye=e fory D 1;2;::

wherek is the negative binomial dispersion parameter.

You can model the parametédrsand in GENMOD with the regression models:

h!i/ D 2
g. i/ D Xio

whereh is one of the binary link functions: logit, probit, or complementary log-log. The link fundtimthe
logit link by default, or the link function option speci ed in the ZEROMODEL statement. The link function
g is the log link function by default, or the link function speci ed in the MODEL statement, for both the
Poisson and the negative binomial. The covariatder observatior are determined by the model speci ed

in the ZEROMODEL statement, and the covariateare determined by the model speci ed in the MODEL
statement. The regression parameteend are estimated by maximum likelihood.

The mean and variance ¥ffor the zero-in ated Poisson are given by

E.Y/ D D.1 V!
I

: 2
Var.Y/ D C 1—|

and for the zero-in ated negative binomial by

EY/ D D.1 U
! K
Var Y/ D C —C—— 2
1 ! 1

You can request that the meanYobe displayed for each observation in an output data set with the PRED
keyword.
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Tweedie Distribution For Generalized Linear Models

The Tweedie (1984) distribution has nonnegative support and can have a discrete mass at zero, making it
useful to model responses that are a mixture of zeros and positive values. The Tweedie distribution belongs to
the exponential family, so it conveniently ts in the generalized linear models framework. According to such
parameterization, the mean and variance for the Tweedie random variablé&/dr® andVar.Y/D P,
respectively, where is the dispersion parameter apds an extra parameter that controls the variance of the
distribution.

The Tweedie family of distributions includes several important distributions for generalized linear models.
Whenp D 0, the Tweedie distribution degenerates to the normal distribution; whienl, it becomes a
Poisson distribution; whep D 2, it becomes a gamma distribution; wherD 3, it is an inverse Gaussian
distribution.

Except for these special cases, the probability density function for the Tweedie distribution does not have a
closed form and can at best be expressed in terms of series. Numerical approximations are needed to evaluate
the density function. Dunn and Smyth (2005) propose using a nite series and provide a formula to determine

its lower and upper indices in order to achieve a desired accuracy. Alternatively, you can apply the Fourier
transformation on the characteristic function (Dunn and Smyth 2008). These approximations tend to be
expensive when a high level of accuracy is demanded or the data volume becomes large. PROC GENMOD
uses the series method unless it becomes complicated to do so. In this case, the method that is based on the
Fourier transformation is used. The accuracy of approximation is controlled by the EPSILON= option, whose
default value isLO °.

The Tweedie distribution is not de ned wheris between 0 and 1. In practice, the most interesting range
is from 1 to 2 in which the Tweedie distribution gradually loses its mass at 0 as it shifts from a Poisson
distribution to a gamma distribution. In this case, the Tweedie random vaiatde be generated from a
compound Poisson distribution (Smyth 1996) as

Y D t/5.X
T Poisson /
Xi gamma ; /

whereY D 0if T D O, T andX; are statistically independent, agdmma ; / denotes a gamma random
variable that has mean and variance 2. These parameters are determined by the Tweedie parameters as
follows:

D p u©Pr!?

Inversely, given the Tweedie distributional parameters, the parameters of the compound Poisson distribution
are determined as follows:
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D
c2
D—
P c1
1p /2p
D
2 p

In terms of generalized linear models parameterizations, the canonical pararfeatére Tweedie density
can be expressed as

C .,

p Tp P21
log p D1

and the functiob. / is

C 5,

b./ D zp P%2
log p D2

Because of the intractability of differentiating the gradient functions with respect to the variance parameters,
PROC GENMOD uses a quasi-Newton approach to maximize the likelihood function, where the Hessian
matrix is approximated by taking nite differences of the gradient functions. Convergence is determined by
a union of two criteria: the relative gradient convergence criterion is sH t&, and the relative function
convergence criterion is set® 10 °. Convergence is declared when at least one of the criteria is attained
during the quasi-Newton iteration.

Before PROC GENMOD maximizes the approximate likelihood, it rst maximizes the following extended
log quasi-likelihood which is constructed according to the de nition of McCullagh and Nelder (1989, Chapter
9) as
X
Qp.y; iip/ D qyi; i;;p/
|

where the contribution from an observation is

|
2P 2 ply; YPca1 opr 2P
ayii i:ip/ D 05log2y P=w/ w; .fylp/-ll p/ e

andw; is the weight for the observation from the WEIGHT statement.

The range of parametexfor the quasi-likelihood is from 1 to 2. For a speci ed P= value outside this
range, PROC GENMOD skips optimization of the quasi-likelihood. To maintain numerical stability, PROC
GENMOD imposes a lower bound of 1.1 and a upper bound of 1.99 for computation with the quasi-likelihood.
The full-likelihood solution imposes the same lower bound but no upper bound. The estimates that are
obtained from optimizing the quasi-likelihood are usually near the full-likelihood solution so that fewer
iterations are needed for maximizing the more expensive full likelihood.



3270 F Chapter 46: The GENMOD Procedure

Generalized Estimating Equations

measurements on subjeand iKDl fin; total measurements whefrg is the cluster frequency that you
specify in the FREQUENCY statement. If you do not specify a FREQUENCY stateifmebt,1 for all
observations. The frequencies must be the same for all observations within each cluster.

Correlated data are modeled using the same link function and linear predictor setup (systematic component)
as the independence case. The random component is described by the same variance functions as in the
independence case, but the covariance structure of the correlated measurements must also be modeled.

The generalized estimating equation of Liang and Zeger (1986) for estimatipg tHevector of regression
parameters is an extension of the independence estimating equation to correlated data and is given by

X
S /D fiD%,;tY; . /DO
iD1

where

@F
Di D —
@

Since
g. i /| D Xij 0

whereg is the link function, theg  n; matrix of partial derivatives of the mean with respect to the regression
parameters for thigh subject is given by

Xi11 Xin;1
09D @?DE A L é
| @ X.. X...
ilp injp
g% i/ 9% in/

Working Correlation Matrix

LetR;. /beann; n; “working” correlation matrix that is fully speci ed by the vector of parameters
The covariance matrix of ; is modeled as

1 1 1 1
ViD AW, ’R. /W, ?A?

whereA; is ann;  n; diagonal matrix withv. j / as thgth diagonal element and/; is ann;  n; diagonal
matrix withw; as thejth diagonal, wherev; is a weight speci ed with the WEIGHT statement. If there is
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no WEIGHT statementy; D 1foralliandj. If Rj. /isthe true correlation matrix of;, thenV; is the
true covariance matrix of;.

The working correlation matrix is usually unknown and must be estimated. It is estimated in the iterative

tting process by using the current value of the parameter vectiarcompute appropriate functions of the
Pearson residual

g D p Yi j
V. ij/ZWij

If you specify the working correlation @&y D |, which is the identity matrix, the GEE reduces to the
independence estimating equation.

Following are the structures of the working correlation supported by the GENMOD procedure and the
estimators used to estimate the working correlations.

Working Correlation Structure Estimator

Fixed
Corr.Yj ; Yik/ D rjg The working correlation is not esti-
wherer;i is the jkth element of a constantmated in this case.
user-speci ed correlation matriRg.

Independent
] 1 jDKk . L :
Corr.Yj ; Y/ D 0 i K The working correlation is not esti-
mated in this case.
m-dependent
<1 tDO
Corr.Yj;Yijct/ D, ¢ tD1;2;:::;m Q = D
. K
0 t>m W ipifi | n t& & ct
Exchangeable
Corr.Y; ;Yy/D 1 jJ Et 0 5 D
K
ﬁ Pilei i<k & Gk
N D05 [G,fim.ni 1
Unstructured
1 jDk 1 P
Corr.Yj ;Yik/ D W jok G D ST in1fig ex
Autoregressive
AR(1)
Corr.Yj ;Yij ct/ D t O P D
fort D 0;1;2;:::;n ] ﬁ iKlei i n 18 &jc1

KiD [5ifini 1/
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Dispersion Parameter

The dispersion parameteris estimated by

iD1  jD1
Py . . .
whereN D ;4 fin; is the total number of measurements @rid the number of regression parameters.

The square root ofis reported by PROC GENMOD as the scale parameter in the “Analysis of GEE
Parameter Estimates Model-Based Standard Error Estimates” output table. If a xed scale parameter is
speci ed with the NOSCALE option in the MODEL statement, then the xed value is used in estimating the
model-based covariance matrix and standard errors.

Fitting Algorithm

The following is an algorithm for tting the speci ed model by using GEEs. Note that this is not in general
a likelihood-based method of estimation, so that inferences based on likelihoods are not possible for GEE
methods.

1. Compute an initial estimate of with an ordinary generalized linear model assuming independence.

2. Compute the working correlatior® based on the standardized residuals, the curremind the
assumed structure &.

3. Compute an estimate of the covariance:
1 1 1 1
ViD AW, 2R /W, 2A?

4. Update :

n # 1||
X 0 : X 0

iD1 iD1

#

5. Repeat steps 2-4 until convergence.

Missing Data

See Diggle, Liang, and Zeger (1994, Chapter 11) for a discussion of missing values in longitudinal data.
Suppose that you intend to take measurem¥ats : :; Yi, for theith unit. Missing values for whiclyj are

missing whenevey;, is missing for allj k are calleddropouts Otherwise, missing values that occur
intermixed with nonmissing values argermittentmissing values. The GENMOD procedure can estimate

the working correlation from data containing both types of missing values by usiraj theailable pairs

method, in which all nonmissing pairs of data are used in the moment estimators of the working correlation
parameters de ned previously. The resulting covariances and standard errors are valid under the missing
completely at random (MCAR) assumption.

For example, for the unstructured working correlation model,

X

1
Gx DW fig e
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where the sum is over the units that have nonmissing measurements gtainads andK °is the number of

units with nonmissing measurementg ahdk. Estimates of the parameters for other working correlation
types are computed in a similar manner, using available nonmissing pairs in the appropriate moment
estimators.

The contribution of theth unit to the parameter update equation is computed by omitting the elements

0 . o
of .Y i/, the columns 01DiO D % , and the rows and columns &f; corresponding to missing
measurements.

Parameter Estimate Covariances

Themodel-base@stimator of Cov @ is given by

Tm @D Iyt
where
X @.0 @
loD fi— Vv, 1=—L
iD1 @ | @

This is the GEE equivalent of the inverse of the Fisher information matrix that is often used in generalized
linear models as an estimator of the covariance estimate of the maximum likelihood estimatdirisfa
consistent estimator of the covariance matrix@f the mean model and the working correlation matrix are
correctly speci ed.

The estimator
TeDlgtlily?
is called theempirical or robust estimator of the covariance matrix & where
X @°

11D fi—V, CovYi/V;?
iD1 @

@
@

It has the property of being a consistent estimator of the covariance mati§ @fen if the working
correlation matrix is misspeci ed—that is, €ov.Y;/ & V;. For further information about the robust
variance estimate, see Zeger, Liang, and Albert (1988); Royall (1986); White (1982). In computing
and are replaced by estimates, aidv. Y,/ is replaced by the estimate

Y QLY i. Qo

Multinomial GEEs

Lipsitz, Kim, and Zhao (1994) and Miller, Davis, and Landis (1993) describe how to extend GEEs to
multinomial data. Currently, only the independent working correlation is available for multinomial models in
PROC GENMOD.
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Alternating Logistic Regressions

If the responses are binary (that is, they take only two values), then there is an alternative method to account
for the association among the measurements. The alternating logistic regressions (ALR) algorithm of Carey,
Zeger, and Diggle (1993) models the association between pairs of responses with log odds ratios, instead of
with correlations, as ordinary GEEs do.

For binary data, the correlation between ftheandkth response is, by de nition,

Pr.Y; D 1Y, D 1/ i
Corr.Yj ; Y/ D —p—= ik Ik
i 1 i / ik -1 ik/

The joint probability in the numerator satis es the following bounds, by elementary properties of probability,
since j D Pr.Y; D 1/

max.0;  C i 1/ PrYj DLYy D1 min. j; i/
The correlation, therefore, is constrained to be within limits that depend in a complicated way on the means
of the data.
The odds ratio, de ned as

Pr.Yj D 1,Yy D 1/Pr.Yj DO;Yy D 0/
Pr.Yj D 1,Yy DO/Pr.Y; DO;Yy D 1/

OR.Yj ; Y/ D

is not constrained by the means and is preferred, in some cases, to correlations for binary data.

The ALR algorithm seeks to model the logarithm of the odds rafip, D log.OR.Yj ;Y //, as
ik D Zj
where isaq 1vector of regression parameters agg is a xed, speci ed vector of coef cients.

The parameter; can take any value inl ;1 / with j D Ocorresponding to no association.

The log odds ratio, when modeled in this way with a regression model, can take different values in subgroups
de ned by z; . For exampleg;, can de ne subgroups within clusters, or it can de ne “block effects”
between clusters.

You specify a GEE model for binary data that uses log odds ratios by specifying a model for the mean, as
in ordinary GEEs, and a model for the log odds ratios. You can use any of the link functions appropriate
for binary data in the model for the mean, such as logistic, probit, or complementary log-log. The ALR
algorithm alternates between a GEE step to update the model for the mean and a logistic regression step to
update the log odds ratio model. Upon convergence, the ALR algorithm provides estimates of the regression
parameters for the mean, the regression parameters for the log odds ratiptheir standard errors, and

their covariances.

Specifying Log Odds Ratio Models

Specifying a regression model for the log odds ratio requires you to specify rows ofrtagix zj, for
each cluster and each unique within-cluster pajirk/ . The GENMOD procedure provides several methods
of specifyingz;, . These are controlled by the LOGORsyword and associated options in the REPEATED
statement. The support&dywords and the resulting log odds ratio models are described as follows.



EXCH

FULLCLUST

LOGORVAR (variable)

NESTK

NEST1
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speci es exchangeable log odds ratios. In this model, the log odds ratio is a
constant for all clustersand pairsj; k/ . The parameter is the common log
odds ratio.

zix D1 forall i;j;k

speci es fully parameterized clusters. Each cluster is parameterized in the same
way, and there is a parameter for each unique pair within clusters. If a complete
cluster is of sizen, then there ar@‘”z—” parameters in the vector. For example,
if a full cluster is of size 4, then there aﬁgﬁ D 6 parameters, and tteematrix
is of the form

2 3

ZD

[eNeNelNolNoll
[ecNeoNoNeN e
QOO Fr oo
OO PFr OOoOOo
O OO0OO0OOoO
P OOOOOo

The elements of correspond to log odds ratios for cluster pairs in the following
order:

Pair Parameter

(1,2) Alphal
(1,3) Alpha2
(2,4) Alpha3
(2.3) Alpha4
(2,4) Alpha5
(3,4) Alpha6

speci es log odds ratios by cluster. The argumeantable is a variable name that

de nes the “block effects” between clusters. The log odds ratios are constant
within clusters, but they take a different value for each different value of the
variable. For example, ifCenter is a variable in the input data set taking a different
value fork treatment centers, then specifying LOGOR=LOGORVAR(Center)
requests a model with different log odds ratios for each oktbenters, constant
within center.

speci es k-nested log odds ratios. You must also specify the SUB-
CLUST=variable option to de ne subclusters within clusters. Within each
cluster, PROC GENMOD computes a log odds ratio parameter for pairs having
the same value ofariable for both members of the pair and one log odds ratio
parameter for each unique combination of different valuesoéble.

species 1l-nested log odds ratios. You must also specify the SUB-
CLUST=variable option to de ne subclusters within clusters. There are
two log odds ratio parameters for this model. Pairs having the same value of
variable correspond to one parameter; pairs having different valueariable
correspond to the other parameter. For example, if clusters are hospitals and
subclusters are wards within hospitals, then patients within the same ward have
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ZFULL

ZREP

ZREP(matrix)

one log odds ratio parameter, and patients from different wards have the other
parameter.

speci es the fullz matrix. You must also specify a SAS data set containing
the z matrix with the ZDATA=data-set-name option. Each observation in

the data set corresponds to one row of thmatrix. You must specify the
ZDATA data set as if all clusters are complete—that is, as if all clusters are
the same size and there are no missing observations. The ZDATA data set
hasK@ERax-Nmax  1/=2¢0bservations, wher is the number of clusters and
Nmax 1S the maximum cluster size. If the members of clustare ordered as

A;20,.0;30000.4n/;.2;30000.2;n/;000,.n 1 n/. The variables speci ed

in the REPEATED statement for the SUBJECT effect must also be present in
the ZDATA= data set to identify clusters. You must specify variables in the data
set that de ne the columns of trematrix by theZROW=variable-list option.

If there areq columns ¢ variables invariable-list), then there arg log odds

ratio parameters. You can optionally specify variables indicating the cluster pairs
corresponding to each row of tzematrix with the YPAIR=(ariablel, variable2)
option. If you specify this option, the data from the ZDATA data set are sorted
within each cluster byariablel andvariable2. See Example 46.6 for an example

of specifying a fullz matrix.

speci es a replicated matrix. You specifyz matrix data exactly as you do for the
ZFULL case, except that you specify only one complete cluster.ZThatrix for

the one cluster is replicated for each cluster. The number of observations in the
ZDATA data set |s”m“”2¢” wherennay is the size of a complete cluster (a
cluster with no missing observations).

speci es direct input of the replicaterimatrix. You specify thez matrix for
one cluster with the syntax LOGOR=ZRER/1 y»/z; 2z zq; ), where
y1 andy, are numbers representing a pair of observations and the values

of rows speci ed isM, wherennax is the size of a complete cluster
(a cluster with no missing observations). For example,

logor = zrep((1 2) 1 O,

~~

N

w

N
e
PPROO

=

)

speci es the?52 D 6 rows of thez matrix for a cluster of size 4 with = 2 log
odds ratio parameters. The log odds ratio for the pairs (1 2), (1 3), (1 4) end
the log odds ratio for the pairs (2 3), (24), (34) isC ».
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Quasi-likelihood Information Criterion

The quasi-likelihood information criterion (QIC) was developed by Pan (2001) as a modi cation of the
Akaike information criterion (AIC) to apply to models t by GEEs.

De ne the quasi-likelihood under the independence working correlation assumption, evaluated with the
parameter estimates under the working correlation of interest as

XX
Q. ORI D fi  Q ORAL LY X/l
iD1 jD1
where the quasi-likelihood contribution of tii observation in théh cluster is de ned in the section

“Quasi-likelihood Functions” on page 3277 a%¥R/ are the parameter estimates obtained from GEEs with
the working correlation of intere®.

QICis de ned as
QIC.R/ D 2Q.OR/; | C 2trace.«Q\R/

where\ is the robust covariance estimate afd is the inverse of the model-based covariance estimate
under the independent working correlation assumption, evaluateiRat the parameter estimates obtained
from GEEs with the working correlation of interd3t

PROC GENMOD also computes an approximatio@I€ .R/ de ned by Pan (2001) as
QIC,.R/ D 2Q.OR/;/ C2p

wherep is the number of regression parameters.

Pan (2001) notes that QIC is appropriate for selecting regression models and working correlations, whereas
QIC,, is appropriate only for selecting regression models.

Quasi-likelihood Functions

See McCullagh and Nelder (1989) and Hardin and Hilbe (2003) for discussions of quasi-likelihood functions.
The contribution of observationin clusteri to the quasi-likelihood function evaluated at the regression
parameters is given byQ. ; 1.Yj;X;// D 9”— whereQj is de ned in the following list. These are

used in the computation of the quasi-likelihood information criteria (QIC) for goodness of t of models t
with GEEs. Thew; are prior weights, if any, speci ed with the WEIGHT or FREQ statements. Note that the
de nition of the quasi-likelihood for the negative binomial differs from that given in McCullagh and Nelder
(1989). The de nition used here allows the negative binomial quasi-likelihood to approach the Poisson as
k! O

Normal:

1
Qi D Swiyy 3/

Inverse Gaussian:

Qij D I I > I
J
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Gamma:
Yi
i

Qij D Wi Clog. ij/
Negative binomial:
K j 1 1

Clog —>
9 1ck;

CYilos 1o

1 1
Qj D wj log€ vyj CE log€ ”

Poisson:
Qj D wj.yj log. j/ 5/
Binomial:
Qj D wj Grlog.pj/C .nj rj/log.l pjle

Multinomial (s categories):
x
Qij DWij Yiik Iog ijk/
kD1

Generalized Score Statistics

Boos (1992) and Rotnitzky and Jewell (1990) describe score tests applicable to tdstidg) in GEEs,
whereL%is a user-specied p contrast matrix or a contrast for a Type 3 test of hypothesis.

Let Qbe the regression parameters resulting from solving the GEE under the restricted_fhoBe0, and
letS. Q be the generalized estimating equation valueSat

The generalized score statistic is
TDS Q% nL.L%el/ L% S Q

wheret , is the model-based covariance estimate hds the empirical covariance estimate. Trealues
for T are computed based on the chi-square distribution mitbgrees of freedom.

Assessment of Models Based on Aggregates of Residuals

Lin, Wei, and Ying (2002) present graphical and numerical methods for model assessment based on the
cumulative sums of residuals over certain coordinates (such as covariates or linear predictors) or some
related aggregates of residuals. The distributions of these stochastic processes under the assumed model
can be approximated by the distributions of certain zero-mean Gaussian processes whose realizations can
be generated by simulation. Each observed residual pattern can then be compared, both graphically and
numerically, with a number of realizations from the null distribution. Such comparisons enable you to
assess objectively whether the observed residual pattern re ects anything beyond random uctuation. These
procedures are useful in determining appropriate functional forms of covariates and link function. You use
the ASSESS|ASSESSMENT statement to perform this kind of model-checking with cumulative sums of
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residuals, moving sums of residuals, or LOESS smoothed residuals. See Example 46.8 and Example 46.9 for
examples of model assessment.

Let the model for the mean be
g. i/DX°

where ; is the mean of the responge andx; is the vector of covariates for thith observation. Denote the
raw residual resulting from tting the model as

g Dyi Oj

and letxj be the value of thgth covariate in the model for observatiorirhen to check the functional form
of thejth covariate, consider the cumulative sum of residuals with respegt,to

1 X
W x/ D p—ﬁ I.xj  xle
iD1

wherel./ is the indicator function. For any, W, .x/ is the sum of the residuals with valuesxgf less than
or equal tox.

Denote the score, or gradient vector, by

X
U. ID  hx®rxy;  .x01
iD1
where .r/ D g L.r/,and

1
gQ .riiv. .l

h.r/ D

Let J be the Fisher information matrix

@Uu./

\]. /D W

De ne

1 X
W x/ D p= Gy xC Ox1 Q3 1. Qxih.x°Qeg Z;
iD1

where

X x9 /
xI /D L.X x/@ '
iD1 @

andZ; are independeni.0; 1/ random variables. Then the conditional distributionV@f.x/, given

asymptoticallya® ! 1  as the unconditional distribution &% .x/ (Lin, Wei, and Ying 2002).

You can approximate realizations from the null hypothesis distributidiijok/ by repeatedly generating nor-

W x/ for each sample.
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You can assess the functional form of covarjdbg plotting a few realizations dﬁ]) X/ on the same plot as
the observedV, .x/ and visually comparing to see how typical the obseédx/ is of the null distribution
samples.

You can supplement the graphical inspection method with a Kolmogorov-type supremum testbeehe
observed value o8 D sup, jW .x/j. Thep-valuePrES s «is approximated br@® s s, where

& D sup VP x/j. Pra® s eis estimated by generating realizationsVgf.:/ (1,000 is the default
number of realizations).

You can check the link function instead of tftk covariate by using values of the linear prediotﬂpin
place of values of thith covariatex; . The graphical and numerical methods described previously are then
sensitive to inadequacies in the link function.

An alternative aggregate of residuals is the moving sum statistic

1 X
V\/j.X;b/D‘p—ﬁ ILx b Xj xle
iD1

If you specify the keyword WINDOWY), then the moving sum statistic with window sizés used instead
of the cumulative sum of residuals, witix b x;  x/ replacingl.x j  x/ in the earlier equation.

If you specify the keyword LOES$), loess smoothed residuals are used in the preceding formulas, finkere
the fraction of the data to be used at a given point.iff not speci ed,f D % is used. For datay;; X;/;i D

Xi X

Ki.x/ DK h

where

70
Kt/ D—.1 jtj®°%. 1 t 1/
g1 1Y

De ne

wi . X/ D Kj xX/ES.x/ . Xi X/Sy.x/e

where
X
S;.x/ D Kix/. X i x/
iD1
X
S,xI D KixIX;i x/?
iD1

Then the loess estimate Wfatx is de ned by

X0 .
YOx/ D PMYi

n .
o1 iDLWi-X/
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Loess smoothed residuals for checking the functional form ojttheovariate are de ned by replacing
with & andX; with xj . To implement the graphical and numerical assessment methegs, X/ is

replaced with% in the formulas foM, .x/ andV& .x/ .

ip1Wi-
You can perform the model checking described earlier for marginal models for dependent responses t by

ik D E.yik/ is assumed to depend on the covariate vector by
9. i/ D x5
whereg is the link function.
De ne the vector of residuals for thi¢h cluster as
e D .ei;:i;@n,/°D yin Oi1iiifVin, Oin,/°
You use the following extension &% .x/ de ned earlier to check the functional form of tié covariate:

1 X X
W x/ D p—= 1.X i xlejx
iD1kD1

wherex;, is thejth component ok, .

The null distribution ofW; .x/ can be approximated by the conditional distribution of

L X (>Qi )
W x/ D P= Ix g xlew C °x; QtEPR e 7
iD1 kD1

wherel® and\®) are de ned as in the section “Generalized Estimating Equations” on page 3270 with the
unknown parameters replaced by their estimated values,

XX .
X, ID [.X i x/%
iD1kD1 @
X
loD  BN'®
iD1
andZj;i D 1;:::;K, are independer.0; 1/ random variables. You replagg; with the linear predictor

xiok Gin the preceding formulas to check the link function.
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Case Deletion Diagnostic Statistics

For ordinary generalized linear models, regression diagnostic statistics developed by Williams (1987) can be
requested in an output data set or in the OBSTATS table by specifying the DIAGNOSTICS | INFLUENCE
option in the MODEL statement. These diagnostics measure the in uence of an individual observation on
model t, and generalize the one-step diagnostics developed by Pregibon (1981) for the logistic regression
model for binary data.

Preisser and Qagqish (1996) further generalized regression diagnostics to apply to models for correlated data t
by generalized estimating equations (GEES), where the in uence of entire clusters of correlated observations,
or the in uence of individual observations within a cluster, is measured. These diagnostic statistics can be
requested in an output data set or in the OBSTATS table if a model for correlated data is speci ed with a
REPEATED statement.

The next two sections use the following notation:

O  isthe maximum likelihood estimate of the regression parametens, in the case of correlated data,
the solution of the GEEs.

Q. is the corresponding estimate evaluated withith@bservation deleted, or, in the case of correlated
data, with thath cluster deleted.

p is the dimension of the regression parameter vector

Ipi is the standardized Pearson residmél%, wherev; is the variance of thigh response ank; is
the leverage de ned in the section “H | LEVERAGE” on page 3283.

Vi is the variance of responggvar.Y;/ D V. ;/, whereV./ isthe variance function andis the
dispersion parameter.

w; isthe prior weight of théth observation speci ed with the WEIGHT statement. If there is no WEIGHT
statementy; D 1 for alli.

All unknown quantities are replaced by their estimated values in the following two sections.

Diagnostics for Ordinary Generalized Linear Models

The following statistics are available for generalized linear models.

DFBETA

The DFBETA statistic for measuring the in uence of tiile observation is de ned as the one-step approxima-
tion to the difference in the MLE of the regression parameter vector and the MLE of the regression parameter
vector without thath observation. This one-step approximation assumes a Fisher scoring step, and is given

by
1
O Q. DFBETA; D .XWX/ XW2.1 hi/ 2ry

whereh; is the leverage de ned in the section “H | LEVERAGE” on page 3283.
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DFBETAS

The standardized DFBETA statistic for assessing the in uence atlhebservation on thgh regression
parameter is de ned as the DFBETA statistic for {tleparameter divided by its estimated standard deviation,
where the standard deviation is estimated from all the data.

DFBETAS; D DFBETA; =O ;/

DOBS | COOKD | COOKSD

In normal linear regression, the in uence of observati@an be measured by Cook's distance (Cook and
Weisberg 1982). A measure of in uence of observaiiéor generalized linear models that is equivalent to
Cook's distance for normal linear regression is given by

DOBS; D p *hi.l1 hi/ 'rj

whereh; is the leverage de ned in the section “H | LEVERAGE” on page 3283. This measure is the one-step
approximation t®p 1ELQ L. Qls, whereL. / is the log likelihood evaluated at

H | LEVERAGE
The Fisher scores, or expected, weight for observatismwe; D % Let W be the diagonal
matrix with we; as theith diagonal. The leverad®g of theith observation is de ned as thé diagonal

element of the hat matrix

HD W2X. XWX/ 1XW?

Diagnostics for Models Fit by Generalized Estimating Equations (GEES)

The diagnostic statistics in this section were developed by Preisser and Qaqish (1996). See the section
“Generalized Estimating Equations” on page 3270 for further information and notation for generalized
estimating equations (GEESs). The following additional notation is used in this section.

Y D .Y ;Y 2/%corresponding to thi clusters.

P
Letn; be the number of responses for clustemd denote b D~ K, n; the total number of observations.
Denote byA; then; n; diagonal matrix withv. j / as thgth diagonal element. If there is a WEIGHT
statement, the diagonal elementiafis V. j /=w; , wherew; is the speci ed weight of th¢th observation

in theith cluster. LetB theN N diagonal matrix withg® j | as diagonal elements,D 1;:::;K,
j D1;:::;n. LetB; then; n; diagonal matrix corresponding to clustewith g° j / as thejth diagonal
element.

LetW betheN N block diagonal weight matrix whos#h block, corresponding to thén cluster, is the
N nj matrix

1 1
We D B 'A, 2R, 1. OA, 2B; !

whereR; is the working correlation matrix for cluster
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Let
Qi D X;. XWx/ x?
whereX; is then; p design matrix corresponding to cluster
De ne the adjusted residual vector as
EDBY @
andE; D Bi.Y; Q/, the estimated residual for thih cluster.

Let the subscripEidenote estimates evaluated without itecluster,(Eitestimates evaluated using all the
data except th&h observation of théh cluster, and letCEtelenote matrices corresponding to tttecluster
without thetth observation.

The following statistics are available for generalized estimating equation models.

CH | CLUSTERH | CLEVERAGE
The leverage of clusteris contained in the matrik; D Q; Wi, and is summarized by the tracehdf,
chi D tr.H;/

The leveragdn; of thetth observation in théh cluster is thdth diagonal element dfi; .

DFBETAC
The effect of deleting clustéron the estimated parameter vector is given by the following one-step approxi-
mation for O Q.

DBETAC; D .XWx/ X°.w ! @/ 'E

DFBETACS
The cluster deletion statistic DFBETAC can be standardized using the varian&&seéd on the complete
data. The standardized one-step approximation for the chan@edue to deletion of clustéris

DBETAC j

DBETACS; D .
@XANVX/ 1e2

=

DFBETA
Partition the matrice®ej andV; as

Weit WeitEt.

Wei D
el WeiCEt-t WeiCEt-

Vit VitEt.

. 1
Vi D Wei D Viett Vit

and letEj; D Bj;.Yit O/ andEjgt.D Bigt.Yigte OiEed-
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The effect of deleting théth observation from thih cluster is given by the following one-step approximation

to O Qe
EQ

DBETAO; D .XWx/ &, — "
| tVveit1 @t
Where@t D Xit VitCEtvicé_IXi(Et’ @t D @t XWX/ l)@, andF_Qt D Ej Vit(Etyiq:;ltEiGEt' Note that
Weit, @9, andES; are scalars.

DFBETAS

The observation deletion statistic DFBETA can be standardized using the varian&dsaséd on the
complete data. The standardized one-step approximation for the chaﬁ,@dlire to deletion of observation
tin clusteri is

DBETAO jy
@EXAVX/ 1e:

DBETAOSy; D

N

=

DCLS | CLUSTERCOOKD | CLUSTERCOOKSD
A measure of the standardized in uence of the submedf observations on the overall t is O
Q2 XWX/ O Q. /=p O For deletion of clustet, this is approximated by

DCLS; D E>W,! Qi/ YQ.W,' Q// YE=pO

DOBS | COOKD | COOKSD
The measure of overall tin the section “DCLS | CLUSTERCOOKD | CLUSTERCOOKSD” on page 3285
for the deletion of théth observation in thé&h cluster is approximated by

B
DOBS;; D n
p QV eit @t /2
whereE}, , &9, andWe;; are de ned in the section “DFBETA” on page 3284. In the case of the independence

working correlation, this is equal to the measure for ordinary generalized linear models de ned in the section
“DOBS | COOKD | COOKSD” on page 3283.

MCLS | CLUSTERDFIT
A studentized distance measure of the type de ned in the section “DCLS | CLUSTERCOOKD | CLUSTER-
COOKSD” on page 3285 of the in uence of thih cluster is given by

MCLS; D E2W_! Q;/ H;iEi=pO

Bayesian Analysis

In generalized linear models, the response has a probability distribution from a family of distributions of the
exponential form. That is, the probability density of the responsar continuous response variables, or the
probability function for discrete responses, can be expressed as

y

f.y/ D exp ~
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for some functions, b, andc that determine the speci c distribution. The canonical parameteispend

only on the means of the responsg which are related to the regression parametetisrough the link
functiong. i/ D x° . The additional parameteris the dispersion parameter. The GENMOD procedure
estimates the regression parameters and the scale paranﬁete% by maximum likelihood. However, the
GENMOD procedure can also provide Bayesian estimates of the regression parameters and either the scale
the dispersion , or the precision D ! by sampling from the posterior distribution. Except where noted,
the following discussion applies to either , or , although is used to illustrate the formulas. Note that the
Poisson and binomial distributions do not have a dispersion parameter, and the dispersion is considered to be
xedat D 1. The ASSESS, CONTRAST, ESTIMATE, OUTPUT, and REPEATED statements, if speci ed,
are ignored. Also ignored are the PLOTS= option in the PROC GENMOD statement and the following options
in the MODEL statement: ALPHA=, CORRB, COVB, TYPE1, TYPE3, SCALE=DEVIANCE (DSCALE),
SCALE=PEARSON (PSCALE), OBSTATS, RESIDUALS, XVARS, PREDICTED, DIAGNOSTICS, and
SCALE-= for Poisson and binomial distributions. The multinomial and zero-in ated Poisson distributions are
not available for Bayesian analysis.

See the section “Assessing Markov Chain Convergence” on page 142 in Chapter 7, “Introduction to Bayesian
Analysis Procedures,” for information about assessing the convergence of the chain of posterior samples.

Several algorithms, speci ed with the SAMPLING= option in the BAYES statement, are available in
GENMOD for drawing samples from the posterior distribution.

ARMS Algorithm for Gibbs Sampling

This section provides details for Bayesian analysis by Gibbs sampling in generalized linear models. See the
section “Gibbs Sampler” on page 137 in Chapter 7, “Introduction to Bayesian Analysis Procedures,” for a
general discussion of Gibbs sampling. See Gilks, Richardson, and Spiegelhalter (1996) for a discussion of
applications of Gibbs sampling to a number of different models, including generalized linear models.

Let D . 1;:::; «/°be the parameter vector. For generalized linear models, thare the regression
coef cients ;s and the dispersion parameterLetL.D j / be the likelihood function, wherB is the
observed data. Let / be the prior distribution. The full conditional distribution @&j j ;i @ je is
proportional to the joint distribution; that is,

ijj;im D/ [ LDj Ip. [

For instance, the one-dimensional conditional distributiomafiven ; D j 72 ] k,iscomputed as
1jjD ;2 j kD/IDLDj. D. 1 55t /. Doy i 19
Suppose you have a set of arbitrary starting vafugoé; i l'(O/ g Using the ARMS (adaptive rejection

Metropolis sampling) algorithm (Gilks and Wild 1992; Gilks, Best, and Tan 1995), you can do the following:

.0/
k

A/ P VA .0/
draw ,° from@®j ;7 3 ;:i:; K ®

A/ T .
draw K from@j ;000 .
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This completes one iteration of the Gibbs sampler. After one iteration, youfthl\//e: o kl/ g Aftern

(2003) to draw a sample from a full conditional distribution. See the section “Adaptive Rejection Sampling

Algorithm” on page 138 in Chapter 7, “Introduction to Bayesian Analysis Procedures,” for more information
about the ARMS algorithm.

Gamerman Algorithm

The Gamerman algorithm, unlike a Gibbs sampling algorithm, samples parameters from their multivariate
posterior conditional distribution. The algorithm uses the structure of generalized linear models to ef ciently
sample from the posterior distribution of the model parameters. For a detailed description and explanation
of the algorithm, see Gamerman (1997) and the section “Gamerman Algorithm” on page 140 in Chapter 7,
“Introduction to Bayesian Analysis Procedures.” The Gamerman algorithm is the default method used to
sample from the posterior distribution. See any of the introductory references in Chapter 7, “Introduction to

Bayesian Analysis Procedures,” for a discussion of conjugate prior distributions for a linear model with the
normal distribution.

Independence Metropolis Algorithm

The independence Metropolis algorithm is another sampling algorithm that draws multivariate samples from
the posterior distribution. See the section “Independence Sampler” on page 139 in Chapter 7, “Introduction
to Bayesian Analysis Procedures,” for more details.

Posterior Samples Output Data Set

You can output posterior samples into a SAS data set through ODS. The following SAS statement outputs the
posterior samples into the SAS data Best:

ODS OUTPUT POSTERIORSAMPLE=Post
You can alternatively create the SAS dataRedt with the OUTPOST=Post option in the BAYES statement.

The data set also includes the variablegPost and LogLike, which represent the log of the posterior
likelihood and the log of the likelihood, respectively.

Priors for Model Parameters

The model parameters are the regression coef cients and the dispersion parameter (or the precision or scale),
if the model has one. The priors for the dispersion parameter and the priors for the regression coef cients

are assumed to be independent, while you can have a joint multivariate normal prior for the regression
coef cients.

Dispersion, Precision, or Scale Parameter
Gamma Prior  The gamma distributiof®.a; b/ has a probability density function

b.bu/2 le bu

f.u/ D ;
u €.a/

u>0

wherea is the shape parameter ands the inverse-scale parameter. The me%\ &nd the variance ig’%.
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Improper Prior ~ The joint prior density is given by

p.u/ / u u>0

Inverse Gamma Prior ~ The inverse gamma distributid®.a; b/ has a probability density function

ba
f.u/ D eV aCl/g b=u. u>0

wherea is the shape parameter abds the scale parameter. The meaq—l?% if a > 1, and the variance is

b2 .
= 1za o fa>2.

Regression Coef cients
Let be the regression coef cients.

Jeffreys' Prior ~ The joint prior density is given by
p. 11 jl. Ijz

wherel. [ is the Fisher information matrix for the model. If the underlying model has a scale parameter (for
example, a normal linear regression model), then the Fisher information matrix is computed with the scale
parameter set to a xed value of one.

If you specify the CONDITIONAL option, then Jeffreys' prior, conditional on the current Markov chain
value of the generalized linear model precision parametergiven by

. L1
j 1. /j2
where is the model precision parameter.

See Ibrahim and Laud (1991) for a full discussion, with examples, of Jeffreys' prior for generalized linear
models.

Normal Prior  Assume has a multivariate normal prior with mean vectgrand covariance matrix g.
The joint prior density is given by

p. I/ ez oot o

If you specify the CONDITIONAL option, then, conditional on the current Markov chain value of the
generalized linear model precision parametethe joint prior density is given by

ol% Tt ol

p. // e

Uniform Prior ~ The joint prior density is given by

p. // 1
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Deviance Information Criterion

Let ; be the model parameters at iteratiasf the Gibbs sampler and let LL() be the corresponding model
log likelihood. PROC GENMOD computes the following t statistics de ned by Spiegelhalter et al. (2002):

Effective number of parameters:

pp DLL./ LL.M

Deviance information criterion (DIC):

DIC D LL./ Cpp

where
1Pn
P
N D % D1 |

PROC GENMOD uses the full log likelihoods de ned in the section “Log-Likelihood Functions” on
page 3251, with all terms included, for computing the DIC.

Posterior Distribution

Denote the observed data By

The posterior distribution is
iDI'l Lp.Dj Ip. [

whereLp .Dj /is the likelihood function with regression coef cientsas parameters.

Starting Values of the Markov Chains

When the BAYES statement is speci ed, PROC GENMOD generates one Markov chain containing the
approximate posterior samples of the model parameters. Additional chains are produced when the Gelman-
Rubin diagnostics are requested. Starting values (or initial values) can be speci ed in the INITIAL= data set

in the BAYES statement. If INITIAL= option is not speci ed, PROC GENMOD picks its own initial values
for the chains.

DenoteExas the integral value of x. Denog@X/ as the estimated standard error of the estim&tor

Regression Coef cients

For the rst chain that the summary statistics and regression diagnostics are based on, the default initial
values are estimates of the mode of the posterior distribution. If the INITIALMLE option is speci ed, the
initial values are the maximum likelihood estimates; that is,

i.0/ DO
Initial values for the'th chain ¢  2) are given by
"D 2c 3 9

with the plus sign for odd and minus sign for even
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Dispersion, Scale, or Precision Parameter
Let be the generalized linear model parameter you choose to sample, either the dispersion, scale, or
precision parameter. Note that the Poisson and binomial distributions do not have this additional parameter.

For the rst chain that the summary statistics and regression diagnostics are based on, the default initial
values are estimates of the mode of the posterior distribution. If the INITIALMLE option is speci ed, the
initial values are the maximum likelihood estimates; that is,

0 p O

The initial values of theéth chain ¢  2) are given by

05 Q &G-c2 0F

with the plus sign for odd and minus sign for even

OUTPOST= Output Data Set

The OUTPOST= data set contains the generated posterior samples. Thera eae@iles, whera is the
number of model parameters. The varialdeation represents the iteration number, the varidluglike
contains the log of the likelihood, and the variabtgPost contains the log of the posterior. The otlmer
variables represent the draws of the Markov chain for the model parameters.

Exact Logistic and Exact Poisson Regression

The theory of exact logistic regression, also called exact conditional logistic regression, is described in the
section “Exact Conditional Logistic Regression” on page 5597 in Chapter 74, “The LOGISTIC Procedure.”
The following discussion of exact Poisson regression, also called exact conditional Poisson regression, uses
the notation given in that section.

Note that in exact logistic regression, the coef cie@tg/ are the number of possible response vecjors
that generate: C.t/ D jif y W D t%jj. However, when performing an exact Poisson regression, this
value is replaced by

X Y NiYi

C.t/D -
yiS

iD1
wheres D fyWO D tgandN; D exp.o;/ is the exponential of the offset for observationi. If an offset
variable is not speci ed, theN; D 1.

The probability density function (PDF) fdr is created by summing over all candidate sequegctmt
generate an observalile

C.t/exp.t% /
PLTD /D P

iDlexp.Nie"iO /

However, the conditional likelihood ofF, given Ty D ty has the same form as that for exact logistic
regression.
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For details about hypothesis testing and estimation, see the sections “Hypothesis Tests” on page 5599 and
“Inference for a Single Parameter” on page 5600 in Chapter 74, “The LOGISTIC Procedure.” See the section
“Computational Resources for Exact Logistic Regression” on page 5608 in Chapter 74, “The LOGISTIC
Procedure,” for some computational notes about exact analyses.

In exact logistic binary regression, each compongnt D 1;:::;n; of y can take a value of 0 or 1, so
there are a nite numbeg", of candidatey vectors to be considered. Since a Poisson-distributed response
variable can take an in nite number of values, exact Poisson regression should evaluate an in nite number
of y vectors. However, by identifying the maxir‘rwm valueypfto check,S;, for each observation the
number of candidatg vectors to check is reduced o], ; Si. On a practical level, aS; becomes large the
probability of the Poisson random variable achieving this value drops to zeg,m be thought of as the

point at which the value does not matter. You can provide these maxima by specifying either an OFFSET=
variable,o;, or an EXACTMAX= variableg, or you can let the algorithm choose a maximum for you. The
way these two options interact to provide a maximum is described in the following list:

1. If an EXACTMAX= variable is speci ed, the®; D g.

2. If the EXACTMAX option is speci ed without a variable, or if neither the EXACTMAX= nor
OFFSET= options are speci ed, then you must also condition out the intercept or you must specify the
STIBATA statement. If you are conditioning out the intercept, then eSghas an effective maximum
of 51 fiYoi, Whereyy is the observed response ands the frequency of the observation; this is
the suf cient statistic for the intercept term. If you are performing a strati ed analysis, these sums are
computed within each stratum.

3. If an offset variable is specied and the EXACTMAX option is not specied, th&n D
max.ceil.exp.0i//; 1/ . For example, if you hav®l; rats in cagd and you are modeling the pro-
portion that acquire a disease, then you would set your offsets@olog.N;/ so thatS; D N;. In
this case, the offsets must also satiSfy vy;.

OUTDIST= Output Data Set

The OUTDIST= data set contains every exact conditional distribution necessary to process the corresponding
EXACT statement. For example, the following statements create one distribution fdr flaeameter and
another for thex2 parameters, and produce the datadésttshown in Table 46.11:

data test;

input y x1 x2 count;
datalines;

01

P RPRRRPRRLRRLRORO
NNNROREROO

NP ONNRPRPO
PNWR WERE NP



3292 F Chapter 46: The GENMOD Procedure

proc genmod data=test exactonly;
class x2 /| params=ref;
model y=x1 x2 / d=b;
exact x1 x2/ outdist=dist;
run;
proc print data=dist;
run;

Table 46.11 OUTDIST= Data Set

Obs x1 x20 x21 Count Score Prob
3 5.81151 0.03333

[EEN
o
o

2 0 1 15 1.66031 0.16667
3 0 2 9 3.12728 0.10000
4 1 0 15 1.46523 0.16667
5 1 1 18 0.21675 0.20000
6 1 2 6 4.58644 0.06667
7 2 0 19 1.61869 0.21111
8 2 1 2 3.27293 0.02222
9 3 0 3 6.27189 0.03333
10 2 6 3.03030 0.12000
11 3 12 0.75758 0.24000
12 4 11 0.00000 0.22000
13 5 18 0.75758 0.36000
14 6 3 3.03030 0.06000

The rst nine observations in thdist data set contain an exact distribution for the parameters ofzhe
effect (hence the values for tlké@ parameter are missing), and the remaining ve observations are for the
x1 parameter. If a joint distribution was created, there would be observations with values for beth the
andx2 parameters. For CLASS variables, the corresponding parametersdisttilata set are identi ed by
concatenating the variable name with the appropriate classi cation level.

The data set contains the possible suf cient statistics of the parameters for the effects speci ed in the EXACT
statement, and th@ount variable contains the number of different responses that yield these statistics. In
particular, there are six possible response vegtdos which the dot producg®1 was equal to 2, and for
whichy%20, y%21, andy®l were equal to their actual observed values (displayed in the “Suf cient Statistics”
table).

NOTE: If you are performing an exact Poisson analysis, therCihent variable is replaced by a variable
namedweight.

When hypothesis tests are performed on the parameteRrdh®ariable contains the probability of obtaining
that statistic (which is just the count divided by the total count), andtlvee variable contains the score for
that statistic.

The OUTDIST= data set can contain a different exact conditional distribution for each speci ed EXACT
statement. For example, consider the following EXACT statements:
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exact O1 x1 / outdist=01;
exact OJ12 x1 x2 / jointonly outdist=0j12;
exact OA12 x1 x2 / joint outdist=0al2;

exact OE12 x1 x2 / estimate outdist=0el2;

The O1 statement outputs a single exact conditional distribution. The OJ12 statement outputs only the joint
distribution forx1 andx2. The OA12 statement outputs three conditional distributions: onelfane forx2,

and one jointly forx1 andx2. The OE12 statement outputs two conditional distributions: ongifand the

other forx2. Data sebel2 contains both thel andx2 variables; the distribution forl has missing values

in thex2 column while the distribution fox2 has missing values in thel column.

Response Level Ordering
For binary response data, PROC GENMOD ts the following model by default:

~ 1 P C 0
—1CDX

wherep is the probability of the response level identi ed as the rst level in the “Response Pro le” table in
the output and is the normal cumulative distribution function. By default, the covariate vectantains
an intercept term. This is sometimes called Abbot's formula.

Because of the symmetry of the normal (and logistic) distribution, the effect of reversing the order of the two
response values is to change the signs of the preceding equation.

By default, response levels appear in ascending, sorted order (that is, the lowest level appears rst, and then
the next lowest, and so on). There are a number of ways that you can control the sort order of the response
categories and, therefore, which level is assigned the rst ordered level. One of the most common sets of
response levels is {0,1}, with 1 representing the event with the probability that is to be modeled.

Consider the example whevetakes the values 1 and O for event and nonevent, respectively, and EXPOSURE
is the explanatory variable. By default, PROC GENMOD assigns the rst ordered level to response level O,
causing the probability of the nonevent to be modeled. There are several ways to change this.

Besides recoding the variabYe you can do the following:

Explicitly state which response level is to be modeled by using the response variable option EVENT=
in the MODEL statement:

model Y(event=1) = EXxposure;

Specify the nonevent category for the response variable in the response variable option REF=in the
MODEL statement:

model Y(ref=0) = Exposure;
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Specify the response variable option DESCENDING in the MODEL statement to assign the lowest
ordered value toy=1:

model Y(descending)=Exposure;

Assign a format tor such that the rst formatted value (when the formatted values are put in sorted
order) corresponds to the event. For the following examy®, could be assigned formatted value
‘nonevent' andv=1 could be assigned formatted value "event. Since ORDER=FORMATTED by
default,Y=1 becomes the rst ordered level.

proc format;
value disease 1=event 0= nonevent;
run;
proc genmod;
model y=exposure / dist=bin;
format y disease.;
run;

Arrange the input data set so th&tl appears rst and use the ORDER=DATA option in the PROC
GENMOD statement. Because ORDER=DATA sorts levels in order of their appearance in the data set,
Y=1 becomes the rst ordered level. Note that this option causes classi cation variables to be sorted by
their order of appearance in the data set, also.

Missing Values

For generalized linear models, PROC GENMOD ignores any observation with a missing value for any
variable involved in the model. You can score an observation in an output data set by setting only the
response value to missing. For models t with generalized estimating equations (GEES), observations with
missing values within a cluster are not used, and all available pairs are used in estimating the working
correlation matrix. Clusters with fewer observations than the full cluster size are treated as having missing
observations occurring at the end of the cluster. You can specify the order of missing observations with
the WITHINSUBJECT= option. See the section “Missing Data” on page 3272 for more information about
missing values in GEEs.

Displayed Output for Classical Analysis

The following output is produced by the GENMOD procedure. Note that some of the tables are optional and
appear only in conjunction with the REPEATED statement and its options or with options in the MODEL
statement. For details, see the section “ODS Table Names” on page 3304.
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Model Information

The “Model Information” table displays the two-level data set name, the response distribution, the link
function, the response variable name, the offset variable name, the frequency variable name, the scale weight
variable name, the number of observations used, the number of events if events/trials format is used for
response, the number of trials if events/trials format is used for response, the sum of frequency weights,
the number of missing values in data set, and the number of invalid observations (for example, negative or
0 response values with gamma distribution or number of observations with events greater than trials with
binomial distribution).

Class Level Information

If you use classi cation variables in the model, PROC GENMOD displays the levels of classi cation variables
speci ed in the CLASS statement and in the MODEL statement. The levels are displayed in the same sorted
order used to generate columns in the design matrix.

Response Pro le

If you specify an ordinal model for the multinomial distribution, a table titled “Response Pro le” is displayed
containing the ordered values of the response variable and the number of occurrences of the values used in
the model.

Iteration History for Parameter Estimates

If you specify the ITPRINT model option, PROC GENMOD displays a table containing the following for
each iteration in the Newton-Raphson procedure for model tting: the iteration number, the ridge value, the
log likelihood, and values of all parameters in the model.

Criteria for Assessing Goodness of Fit

In the “Criteria for Assessing Goodness of Fit” table, PROC GENMOD displays the degrees of freedom

for deviance and Pearson's chi-square, equal to the number of observations minus the number of regression
parameters estimated, the deviance, the deviance divided by degrees of freedom, the scaled deviance, the
scaled deviance divided by degrees of freedom, Pearson's chi-square, Pearson's chi-square divided by degrees
of freedom, the scaled Pearson's chi-square, the scaled Pearson's chi-square divided by degrees of freedom,
the log likelihood (excludes factorial terms) the full log likelihood, the Akaike information criterion, the
corrected Akaike information criterion, and the Bayesian information criterion. The information in this table

is valid only for maximum likelihood model tting, and the table is not printed if the REPEATED statement

is speci ed.

Last Evaluation of the Gradient
If you specify the model option ITPRINT, the GENMOD procedure displays the last evaluation of the
gradient vector.

Last Evaluation of the Hessian

If you specify the model option ITPRINT, the GENMOD procedure displays the last evaluation of the Hessian
matrix.
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Analysis of (Initial) Parameter Estimates

The “Analysis of (Initial) Parameter Estimates” table contains the results from tting a generalized linear
model to the data. If you specify the REPEATED statement, these GLM parameter estimates are used as
initial values for the GEE solution, and are displayed only if the PRINTMLE option in the REPEATED
statement is speci ed. For each parameter in the model, PROC GENMOD displays the parameter name, as
follows:

the variable name for continuous regression variables
the variable name and level for classi cation variables and interactions involving classi cation variables

SCALE for the scale variable related to the dispersion parameter

In addition, PROC GENMOD displays the degrees of freedom for the parameter, the estimate value, the
standard error, the Wald chi-square value,ghalue based on the chi-square distribution, and the con dence
limits (Wald or pro le likelihood) for parameters.

Lagrange Multiplier Statistics

If you specify that either the model intercept or the scale parameter is xed, for those distributions that have
a distribution scale parameter, the GENMOD procedure displays a table of Lagrange multiplier, or score,
statistics for testing the validity of the constrained parameter that contains the test statistic, @udltlee

Estimated Covariance Matrix

If you specify the model option COVB, the GENMOD procedure displays the estimated covariance matrix,
de ned as the inverse of the information matrix at the nal iteration. This is based on the expected information
matrix if the EXPECTED option is speci ed in the MODEL statement. Otherwise, it is based on the Hessian
matrix used at the nal iteration. This is, by default, the observed Hessian unless altered by the SCORING
option in the MODEL statement.

Estimated Correlation Matrix

If you specify the CORRB model option, PROC GENMOD displays the estimated correlation matrix. This is
based on the expected information matrix if the EXPECTED option is speci ed in the MODEL statement.
Otherwise, it is based on the Hessian matrix used at the nal iteration. This is, by default, the observed
Hessian unless altered by the SCORING option in the MODEL statement.

Iteration History for LR Con dence Intervals

If you specify the ITPRINT and LRCI model options, PROC GENMOD displays an iteration history table for
pro le likelihood-based con dence intervals. For each parameter in the model, PROC GENMOD displays
the parameter identi cation number, the iteration number, the log-likelihood value, parameter values.

Likelihood Ratio-Based Con dence Intervals for Parameters

If you specify the LRCI and the ITPRINT options in the MODEL statement, a table is displayed that
summarizes pro le likelihood-based con dence intervals for all parameters. For each parameter in the model,
the table displays the con dence coef cient, the parameter identi cation number, lower and upper endpoints
of con dence intervals for the parameter, and values of all other parameters at the solution.
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LR Statistics for Type 1 Analysis

If you specify the TYPEL1 model option, a table is displayed that contains the name of the effect, the
deviance for the model including the effect and all previous effects, the degrees of freedom for the effect,
the likelihood ratio statistic for testing the signi cance of the effect, andptvalue computed from the
chi-square distribution with the effect's degrees of freedom.

If you specify either the SCALE=DEVIANCE or SCALE=PEARSON option in the MODEL statement,
columns are displayed that contain the name of the effect, the deviance for the model including the effect and
all previous effects, the numerator degrees of freedom, the denominator degrees of freedom, the chi-square
statistic for testing the signi cance of the effect, thevalue computed from the chi-square distribution with
numerator degrees of freedom, thatatistic for testing the signi cance of the effect, and phealue based

on theF distribution.

Iteration History for Type 3 Contrasts

If you specify the model options ITPRINT and TYPE3, an iteration history table is displayed for tting the
model with Type 3 contrast constraints for each effect that contains the effect name, the iteration number, the
ridge value, the log likelihood, and values of all parameters.

LR Statistics for Type 3 Analysis

If you specify the TYPE3 model option, a table is displayed that contains, for each effect in the model,
the name of the effect, the likelihood ratio statistic for testing the signi cance of the effect, the degrees of
freedom for the effect, and thevalue computed from the chi-square distribution.

If you specify either the SCALE=DEVIANCE or SCALE=PEARSON option in the MODEL statement,
columns are displayed that contain the name of the effect, the likelihood ratio statistic for testing the
signi cance of the effect, thé& statistic for testing the signi cance of the effect, the numerator degrees
of freedom, the denominator degrees of freedompthkialue based on the distribution, and the-value
computed from the chi-square distribution with the numerator's degrees of freedom.

Wald Statistics for Type 3 Analysis

If you specify the TYPE3 and WALD model options, a table is displayed that contains the name of the
effect, the degrees of freedom of the effect, the Wald statistic for testing the signi cance of the effect, and the
p-value computed from the chi-square distribution.

Parameter Information

If you specify the ITPRINT, COVB, CORRB, WALDCI, or LRCI option in the MODEL statement, or if you
specify a CONTRAST statement, a table is displayed that identi es parameters with numbers, rather than
names, for use in tables and matrices where a compact identi er for parameters is helpful. For each parameter,
the table contains an index number that identi es the parameter, and the parameter name, including level
information for effects containing classi cation variables.

Observation Statistics

If you specify the OBSTATS option in the MODEL statement, PROC GENMOD displays a table containing
miscellaneous statistics. Residuals and case deletion diagnostic statistics are not available for the multinomial
distribution. Case deletion diagnostics are not available for zero-in ated models.
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For each observation in the input data set, the following are displayed:

the value of the response variable

the predicted value of the mean

the value of the linear predictor The value of an OFFSET variable is added to the linear predictor.
the estimated standard error of the linear predictor

the value of the negative of the weight in the Hessian matrix at the nal iteration. This is the expected
weight if the EXPECTED option is speci ed in the MODEL statement. Otherwise, it is the weight
used in the nal iteration. That s, it is the observed weight unless the SCORING= option has been
speci ed.

approximate lower and upper endpoints for a con dence interval for the predicted value of the mean
raw residual

Pearson residual

deviance residual

standardized Pearson residual

standardized deviance residual

likelihood residual

leverage

Cook’s distance statistic

DFBETA statistic, for each parameter

standardized DFBETA statistic, for each parameter
zero-in ation probability for zero-in ated models

response mean for zero-in ated models

ESTIMATE Statement Results

If you specify a REPEATED statement, the ESTIMATE statement results apply to the speci ed GEE model.
Otherwise, they apply to the speci ed generalized linear model.

For each ESTIMATE statement, the table contains the contrast label, the estimated value of the contrast, the
standard error of the estimate, the signi cance levell / 100 con dence intervals for contrast,

the Wald chi-square statistic for the contrast, andgtvalue computed from the chi-square distribution.

The mean of the contrast, de ned as the inverse link function applied to the contrast, and  100%

con dence intervals for the mean are also displayed.

If you specify the EXP option, an additional row is displayed with statistics for the exponentiated value of
the contrast.
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CONTRAST Coef cients

If you specify the CONTRAST or ESTIMATE statement and you specify the E option, a table titled
“Coef cients For Contrastabel” is displayed, wheréabel is the label speci ed in the CONTRAST statement.
The table contains the contrast label, and the rows of the contrast matrix.

Iteration History for Contrasts

If you specify the ITPRINT option, an iteration history table is displayed for tting the model with contrast
constraints for each effect. The table contains the contrast label, the iteration number, the ridge value, the log
likelihood, and values of all parameters.

CONTRAST Statement Results

If you specify a REPEATED statement, the CONTRAST statement results apply to the speci ed GEE model.
Otherwise, they apply to the speci ed generalized linear model.

A table is displayed that contains the contrast label, the degrees of freedom for the contrast, and the likelihood
ratio, score, or Wald statistic for testing the signi cance of the contrast. Score statistics are used in GEE
models, likelihood ratio statistics are used in generalized linear models, and Wald statistics are used in both.
Also displayed are thp-value computed from the chi-square distribution, and the type of statistic computed
for this contrast: Wald, LR, or score.

If you specify either the SCALE=DEVIANCE or SCALE=PEARSON option for generalized linear models,
columns are displayed that contain the contrast label, the likelihood ratio statistic for testing the signi cance
of the contrast, th€& statistic for testing the signi cance of the contrast, the numerator degrees of freedom,
the denominator degrees of freedom, phealue based on the distribution, and thg-value computed from

the chi-square distribution with numerator degrees of freedom.

LSMEANS Coef cients

If you specify the LSMEANS statement and you specify the E option, the “Coef cientsffect Least
Squares Means” table is displayed, wheifect is the effect speci ed in the LSMEANS statement. The table
contains the effect names and the rows of least squares means coef cients.

Least Squares Means

If you specify the LSMEANS statement, the “Least Squares Means” table is displayed. The table contains
for each effect the following: the effect name, and for each level of each effect the following:

the least squares mean estimate
standard error
chi-square value

p-value computed from the chi-square distribution

If you specify the DIFF option, a table titled “Differences of Least Squares Means” is displayed containing
corresponding statistics for the differences between the least squares means for the levels of each effect.
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GEE Model Information

If you specify the REPEATED statement, the “GEE Model Information” table displays the correlation
structure of the working correlation matrix or the log odds ratio structure, the within-subject effect, the
subject effect, the number of clusters, the correlation matrix dimension, and the minimum and maximum
cluster size.

Log Odds Ratio Parameter Information

If you specify the REPEATED statement and specify a log odds ratio model for binary data with the LOGOR=
option, then the “Log Odds Ratio Parameter Information” table is displayed showing the correspondence
between data pairs and log odds ratio model parameters.

Iteration History for GEE Parameter Estimates

If you specify the REPEATED statement and the MODEL statement option ITPRINT, the “Iteration History
For GEE Parameter Estimates” table is displayed. The table contains the parameter identi cation number, the
iteration number, and values of all parameters.

Last Evaluation of the Generalized Gradient and Hessian

If you specify the REPEATED statement and select ITPRINT as a model option, PROC GENMOD displays
the “Last Evaluation Of The Generalized Gradient And Hessian” table.

GEE Parameter Estimate Covariance Matrices

If you specify the REPEATED statement and the COVB option, PROC GENMOD displays the “Covariance
Matrix (Model-Based)” and “Covariance Matrix (Empirical)” tables.

GEE Parameter Estimate Correlation Matrices

If you specify the REPEATED statement and the CORRB option, PROC GENMOD displays the “Correlation
Matrix (Model-Based)” and “Correlation Matrix (Empirical)” tables.

GEE Working Correlation Matrix

If you specify the REPEATED statement and the CORRW option, PROC GENMOD displays the “Working
Correlation Matrix” table.

GEE Fit Criteria

If you specify the REPEATED statement, PROC GENMOD displays the quasi-likelihood information criteria
for model t QIC andQIC,, in the “GEE Fit Criteria” table.

Analysis of GEE Parameter Estimates

If you specify the REPEATED statement, PROC GENMOD uses empirical standard error estimates to
compute and display the “Analysis Of GEE Parameter Estimates Empirical Standard Error Estimates” table
that contains the parameter names as follows:

the variable name for continuous regression variables
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the variable name and level for classi cation variables and interactions involving classi cation variables

“Scale” for the scale variable related to the dispersion parameter

In addition, the parameter estimate, the empirical standard error, a 95% con dence interval, Arstohe
andp-value are displayed for each parameter.

If you specify the MODELSE option in the REPEATED statement, the “Analysis Of GEE Parameter Estimates
Model-Based Standard Error Estimates” table based on model-based standard errors is also produced.

GEE Observation Statistics
If you specify the OBSTATS option in the REPEATED statement, PROC GENMOD displays a table

containing miscellaneous statistics. For each observation in the input data set, the following are displayed:
the value of the response variable and all other variables in the model, denoted by the variable names
the predicted value of the mean
the value of the linear predictor
the standard error of the linear predictor
con dence limits for the predicted values
raw residual
Pearson residual
cluster number
leverage
cluster leverage
cluster Cook's distance statistic
studentized cluster Cook's distance statistic
individual observation Cook's distance statistic
cluster DFBETA statistic for each parameter
cluster standardized DFBETA statistic for each parameter
individual observation DFBETA statistic for each parameter

individual observation standardized DFBETA statistic for each parameter
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Displayed Output for Bayesian Analysis

If a Bayesian analysis is requested with a BAYES statement, the displayed output includes the following.

Model Information

The “Model Information” table displays the two-level data set name, the number of burn-in iterations, the
number of iterations after the burn-in, the number of thinning iterations, the response distribution, the link
function, the response variable name, the offset variable name, the frequency variable name, the scale weight
variable name, the number of observations used, the number of events if events/trials format is used for
response, the number of trials if events/trials format is used for response, the sum of frequency weights,
the number of missing values in data set, and the number of invalid observations (for example, negative or
0 response values with gamma distribution or number of observations with events greater than trials with
binomial distribution).

Class Level Information
The “Class Level Information” table displays the levels of classi cation variables if you specify a CLASS
statement.

Maximum Likelihood Estimates

The “Analysis of Maximum Likelihood Parameter Estimates” table displays the maximum likelihood estimate
of each parameter, the estimated standard error of the parameter estimator, and con dence limits for each
parameter.

Coef cient Prior

The “Coef cient Prior” table displays the prior distribution of the regression coef cients.

Independent Prior Distributions for Model Parameters
The “Independent Prior Distributions for Model Parameters” table displays the prior distributions of additional
model parameters (scale, exponential scale, Weibull scale, Weibull shape, gamma shape).

Initial Values and Seeds
The “Initial Values and Seeds” table displays the initial values and random number generator seeds for the
Gibbs chains.

Fit Statistics
The “Fit Statistics” table displays the deviance information criterion (DIC) and the effective number of
parameters.

Descriptive Statistics of the Posterior Samples

The “Descriptive Statistics of the Posterior Sample” table contains the size of the sample, the mean, the
standard deviation, and the quartiles for each model parameter.
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Interval Estimates for Posterior Sample
The “Interval Estimates for Posterior Sample” table contains the HPD intervals and the credible intervals for
each model parameter.

Correlation Matrix of the Posterior Samples

The “Correlation Matrix of the Posterior Samples” table is produced if you include the CORR suboption in
the SUMMARY= option in the BAYES statement. This table displays the sample correlation of the posterior
samples.

Covariance Matrix of the Posterior Samples
The “Covariance Matrix of the Posterior Samples” table is produced if you include the COV suboption in the
SUMMARY= option in the BAYES statement. This table displays the sample covariance of the posterior
samples.

Autocorrelations of the Posterior Samples
The “Autocorrelations of the Posterior Samples” table displays the lagl, lag5, lag10, and lag50 autocorrela-
tions for each parameter.

Gelman and Rubin Diagnostics

The “Gelman and Rubin Diagnostics” table is produced if you include the GELMAN suboption in the
DIAGNOSTIC= option in the BAYES statement. This table displays the estimate of the potential scale
reduction factor and its 97.5% upper con dence limit for each parameter.

Geweke Diagnostics

The “Geweke Diagnostics” table displays the Geweke statistic apeMigdue for each parameter.

Raftery and Lewis Diagnostics
The “Raftery Diagnostics” tables is produced if you include the RAFTERY suboption in the DIAGNOSTIC=
option in the BAYES statement. This table displays the Raftery and Lewis diagnostics for each variable.
Heidelberger and Welch Diagnostics

The “Heidelberger and Welch Diagnostics” table is displayed if you include the HEIDELBERGER suboption
in the DIAGNOSTIC= option in the BAYES statement. This table shows the results of a stationary test and a
halfwidth test for each parameter.

Effective Sample Size

The “Effective Sample Size” table displays, for each parameter, the effective sample size, the correlation
time, and the ef ciency.



3304 F Chapter 46: The GENMOD Procedure

Monte Carlo Standard Errors

The “Monte Carlo Standard Errors” table displays, for each parameter, the Monte Carlo standard error, the
posterior sample standard deviation, and the ratio of the two.

Displayed Output for Exact Analysis

If an exact analysis is requested with an EXACT statement, the displayed output includes the following tables.
If the METHOD=NETWORKMC option is specied, the test and estimate tables are renamed “Monte Carlo”
tables and a Monte Carlo standard error colump(l  p/=n) is displayed.

Suf cient Statistics

Displays if you request an OUTDIST= data set in an EXACT statement. The table lists the parameters and
their observed suf cient statistics.

(Monte Carlo) Conditional Exact Tests

This table tests the hypotheses that the parameters of interest are insigni cant. See the section “Exact Logistic
and Exact Poisson Regression” on page 3290 for details.

(Monte Carlo) Exact Parameter Estimates

Displays if you specify the ESTIMATE option in the EXACT statement. This table gives individual parameter
estimates for each variable (conditional on the values of all the other parameters in the model), con dence
limits, and a two-sideg@-value (twice the one-sidgaivalue) for testing that the parameter is zero. See the
section “Exact Logistic and Exact Poisson Regression” on page 3290 for details.

(Monte Carlo) Exact Odds Ratios

Displays if you specify the ESTIMATE=ODDS or ESTIMATE=BOTH option in the EXACT statement. See
the section “Exact Logistic and Exact Poisson Regression” on page 3290 for details.

Strata Summary

Displays if a STRATA statement is also speci ed. Shows the pattern of the number of events and the number
of nonevents, or of the number of observations, in a stratum. See the section “STRATA Statement” on
page 3244 for more information.

Strata Information

Displays if a STRATA statement is speci ed with the INFO option.

ODS Table Names

PROC GENMOD assigns a nhame to each table that it creates. You can use these names to reference the table
when using the Output Delivery System (ODS) to select tables and create output data sets. These names are
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listed separately in Table 46.12 for a maximum likelihood analysis, in Table 46.13 for a Bayesian analysis,
and in Table 46.14 for an Exact analysis. For more information about ODS, see Chapter 20, “Using the
Output Delivery System.”

Table 46.12 ODS Tables Produced in PROC GENMOD for a
Classical Analysis

ODS Table Name Description Statement Option

AssessmentSummary Model assessment summanASSESS Default

ClassLevels Classi cation variable levels CLASS Default

Contrasts Tests of contrasts CONTRAST Default

ContrastCoef Contrast coef cients CONTRAST E

ConvergenceStatus Convergence status MODEL Default

CorrB Parameter estimate correlaMODEL CORRB
tion matrix

CovB Parameter estimate covariMODEL covB
ance matrix

Estimates Estimates of contrasts ESTIMATE Default

EstimateCoef Contrast coef cients ESTIMATE E

GEEEmMpPEst GEE parameter estimatesREPEATED Default
with empirical standard er-
rors

GEEExchCorr GEE exchangeable workingREPEATED TYPE=EXCH
correlation value

GEEFitCriteria GEE QIC t criteria REPEATED Default

GEELogORInfo GEE log odds ratio model REPEATED LOGOR=
information

GEEModInfo GEE model information REPEATED Default

GEEModPEst GEE parameter estimatesREPEATED MODELSE
with model-based standard
errors

GEENCorr GEE model-based correlaREPEATED MCORRB
tion matrix

GEENCov GEE model-based covari-REPEATED MCOVB
ance matrix

GEERCaorr GEE empirical correlation REPEATED ECORRB
matrix

GEERCov GEE empirical covariance REPEATED ECOVB
matrix

GEEWCorr GEE working correlation REPEATED CORRW
matrix

IterContrasts Iteration history for con- MODEL ITPRINT
trasts CONTRAST

IterLRCI Iteration history for likeli- MODEL LRCIITPRINT

hood ratio con dence inter-
vals
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Table 46.12 continued
ODS Table Name Description Statement Option
IterParms Iteration history for parame-MODEL ITPRINT
ter estimates
lterParmsGEE Iteration history for GEE pa- MODEL ITPRINT
rameter estimates REPEATED
IterType3 Iteration history for Type 3 MODEL TYPE3 ITPRINT
statistics
LRCI Likelihood ratio con dence MODEL LRCIITPRINT
intervals
Coef Coef cients for least squares LSMEANS E
means
Diffs Least squares meangiffer- LSMEANS DIFF
ences
LSMeans Least squares means LSMEANS Default
LagrangeStatistics Lagrange statistics MODEL NOINT | NOSCALE
LastGEEGrad Last evaluation of the gener-MODEL ITPRINT
alized gradient and HessianREPEATED
LastGradHess Last evaluation of the gradi-MODEL ITPRINT
ent and Hessian
LinDep Linearly dependent rows of CONTRAST Default
contrasts
ModelANOVA Type 3 tests or joint tests MODEL TYPE3
Modellnfo Model information MODEL Default
Model t Goodness-of- t statistics MODEL Default without REPEATED
NObs Number of observations Default
summary
NonEst Nonestimable rows of con-CONTRAST Default
trasts
ObStats Observation-wise statistics  MODEL OBSTATS | CL |
PREDICTED |
RESIDUALS | XVARS
ParameterEstimates Parameter estimates MODEL Default without REPEATED |
PRINTMLE with REPEATED
Parminfo Parameter indices MODEL Default

ResponsePro le

Typel
Type3Zero

Frequency counts for multi-MODEL
nomial and binary models

Type 1 tests MODEL
Type 3 tests or joint tests for MODEL
zero-in ated model ZEROMODEL

ZeroParameterEstimates Parameter estimates for z€lB6ROMODEL

in ated model

DIST=MULTINOMIAL |

DIST=BINOMIAL
TYPE1

TYPE3

Default
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Table 46.13 ODS Tables Produced in PROC GENMOD for a

Bayesian Analysis

ODS Table Name Description Statement Option
AutoCorr Autocorrelations of the pos-BAYES Default
terior samples
ClassLevels Classi cation variable levels CLASS Default
CoeffPrior Prior distribution of the re- BAYES Default
gression coef cients
ConvergenceStatus  Convergence status of maxiMODEL Default
mum likelihood estimation
Corr Correlation matrix of the BAYES SUMMARY=CORR
posterior samples
ESS Effective sample size BAYES Default
FitStatistics Fit statistics BAYES Default
Gelman Gelman and Rubin conver-BAYES DIAG=GELMAN
gence diagnostics
Geweke Geweke convergence diagBAYES Default
nostics
Heidelberger Heidelberger and Welch con-BAYES DIAG=HEIDELBERGER
vergence diagnostics
InitialValues Initial values of the Markov BAYES Default
chains
IterParms Iteration history for parame-MODEL ITPRINT
ter estimates
LastGradHess Last evaluation of the gra-MODEL ITPRINT
dient and Hessian for max-
imum likelihood estimation
MCError Monte Carlo standard errorsBAYES DIAG=MCSE
Modellnfo Model information PROC Default
NObs Number of observations Default
ParameterEstimates Maximum likelihood esti- MODEL Default
mates of model parameters
Parminfo Parameter indices MODEL Default
ParmPrior Prior distribution for scale BAYES Default
and shape
Postintervals HPD and equal-tail intervals BAYES Default
of the posterior samples
PosteriorSample Posterior samples (for ODSBAYES
output data set only)
PostSummaries Summary statistics of the BAYES Default

Raftery

posterior samples
Raftery and Lewis conver-BAYES
gence diagnostics

DIAG=RAFTERY
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Table 46.14 ODS Tables Produced in PROC GENMOD for an
Exact Analysis

ODS Table Name Description Statement Option

ExactOddsRatio Exact odds ratios EXACT ESTIMATE=0DDS,
ESTIMATE=BOTH

ExactParmEst Parameter estimates EXACT ESTIMATE,

ESTIMATE=PARM,
ESTIMATE=BOTH

ExactTests Conditional exact tests EXACT Default
NStratalgnored Number of uninformative STRATA Default
strata
StrataSummary Number of strata with spe-STRATA Default
ci c response frequencies
Stratalnfo Event and nonevent frequenSTRATA INFO
cies for each stratum
SuffStats Suf cient statistics EXACT OUTDIST=

ODS Graphics

Statistical procedures use ODS Graphics to create graphs as part of their output. ODS Graphics is described
in detail in Chapter 21, “Statistical Graphics Using ODS.”

Before you create graphs, ODS Graphics must be enabled (for example, by specifying the ODS GRAPH-
ICS ON statement). For more information about enabling and disabling ODS Graphics, see the section
“Enabling and Disabling ODS Graphics” on page 615 in Chapter 21, “Statistical Graphics Using ODS."

The overall appearance of graphs is controlled by ODS styles. Styles and other aspects of using ODS
Graphics are discussed in the section “A Primer on ODS Statistical Graphics” on page 614 in Chapter 21,
“Statistical Graphics Using ODS.”

Some graphs are produced by default; other graphs are produced by using statements and options. You can
reference every graph produced through ODS Graphics with a name. The names of the graphs that PROC
GENMOD generates are listed in Table 46.15, along with the required statements and options.

ODS Graph Names

PROC GENMOD assigns a hame to each graph it creates using ODS. You can use these names to reference
the graphs when using ODS. The names are listed in Table 46.15.

To request these graphs, ODS Graphics must be enabled and you must specify the statement and options
indicated in Table 46.15.
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Table 46.15 Graphs Produced by PROC GENMOD

ODS Graph Name

Statement Option

ADPanel
AutocorrPanel
AutocorrPlot
ClusterCooksDPlot
ClusterDFFITPIlot
ClusterLeveragePlot

CooksDPlot
CumResidPanel

CumulativeResiduals

DevianceResidByXBeta

DevianceResidualPlot
DFBETAByCluster

DFBETAPIot
DiagnosticPlot

LeveragePlot
LikeResidByXBeta

LikeResidualPlot
PearsonResidByXBeta

PearsonResidualPlot
PredictedByObservation
RawResidByXBeta

RawResidualPlot

StdDevianceResidByXBetaStandardized deviancePROC

Description
Autocorrelation function BAYES
and density panel
Autocorrelation function BAYES
panel
Autocorrelation function BAYES
plot
Cluster Cook' by clus- PROC
ter number
Cluster DFFIT by cluster PROC
number
Cluster leverage by clus-PROC
ter number
Cook's distance PROC
Panel of aggregates ofASSESS
residuals
Model assessment based\SSESS
on aggregates of residu-
als
Deviance residuals by PROC
linear predictor
Deviance values PROC
Cluster DFBeta by clus-PROC
ter number
DFBeta PROC
Panel of residuals, in-PROC
uence, and diagnostic MODEL
statistics RE-
PEATED
Leverage PROC
Likelihood residuals by PROC
linear predictor
Likelihood residuals PROC
Pearson residuals by lin-PROC
ear predictor
Pearson residuals PROC
Predicted values PROC
Raw residuals by linear PROC
predictor
Raw residuals PROC
residuals by linear
predictor

StdDevianceResidualPlot Standardized deviancePROC

residuals

PLOTS=(AUTOCORR DENSITY)
PLOTS= AUTOCORR
PLOTS(UNPACK)=AUTOCORR
PLOTS=

PLOTS=

PLOTS=

PLOTS=
CRPANEL

Default

PLOTS=

PLOTS=
PLOTS=

PLOTS=

PLOTS=

PLOTS=
PLOTS=

PLOTS=
PLOTS=

PLOTS=
PLOTS=
PLOTS=
PLOTS=
PLOTS=

PLOTS=
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Table 46.15 continued

ODS Table Name Description Statement Option

StdDFBETABYCluster Standardized cluster DF-PROC PLOTS=
Beta by cluster number

StdDFBETAPIot Standardized DFBeta PROC PLOTS=

StdPearsonResidByXBeta Standardized PearsonPROC PLOTS=
residuals by linear

predictor
StdPearsonResidualPlot  Standardized PearsonPROC PLOTS=
residuals
TAPanel Trace and autocorrela-BAYES PLOTS=(TRACE AUTOCORR)
tion function panel
TADPanel Trace, autocorrelation,BAYES Default
and density function
panel
TDPanel Trace and density panel BAYES PLOTS=(TRACE DENSITY)
TracePanel Trace panel BAYES PLOTS=TRACE
TracePlot Trace plot BAYES PLOTS(UNPACK)=TRACE
Zeroln ationProbPlot Zero-in ation probabili- PROC PLOTS=
ties

Examples: GENMOD Procedure

The following examples illustrate some of the capabilities of the GENMOD procedure. These are not
intended to represent de nitive analyses of the data sets presented here. You should refer to the texts cited in
the references for guidance on complete analysis of data by using generalized linear models.

Example 46.1: Logistic Regression

In an experiment comparing the effects of ve different drugs, each drug is tested on a number of different
subjects. The outcome of each experiment is the presence or absence of a positive response in a subject. The
following arti cial data represent the number of responsesthen subjects for the ve different drugs,

labeled A through E. The response is measured for different levels of a continuous covéoiagach drug.

The drug type and the continuous covariatee explanatory variables in this experiment. The number of
responsesis modeled as a binomial random variable for each combination of the explanatory variable values,
with the binomial number of trials parameter equal to the number of subjeatd the binomial probability

equal to the probability of a response.

The following DATA step creates the data set:

data drug;
input drug$ x r n @@;
datalines;
A 1 1 10 A 23 2 12 A 67 1 9
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B 2 3 18 B 3 4 15 B 45 5 16 B .78 5 13
c 04 0 10 C 15 0 11 C 56 1 12 C 7 2 12
D 34 5 10 D 6 5 9 D .7 8 10

E 2 12 20 E .34 15 20 E .56 13 15 E .8 17 20

A logistic regression for these data is a generalized linear model with response equal to the binomial
proportionr/n. The probability distribution is binomial, and the link function is logit. For these diutay, and

x are explanatory variables. The probit and the complementary log-log link functions are also appropriate for
binomial data.

PROC GENMOD performs a logistic regression on the data in the following SAS statements:

proc genmod data=drug;
class drug;
model r/n = x drug / dist = bin
link = logit
Irci;
run;
Since these data are binomial, you use dhents/trials syntax to specify the response in the MODEL
statement. Pro le likelihood con dence intervals for the regression parameters are computed using the LRCI
option. General model and data information is produced in Output 46.1.1.

Output 46.1.1 Model Information

The ve levels of the CLASS variable DRUG are displayed in Output 46.1.2.

Output 46.1.2 CLASS Variable Levels

In the “Criteria For Assessing Goodness Of Fit” table displayed in Output 46.1.3, the value of the deviance
divided by its degrees of freedom is less than 1p-@alue is not computed for the deviance; however, a
deviance that is approximately equal to its degrees of freedom is a possible indication of a good model t.
Asymptotic distribution theory applies to binomial data as the number of binomial trials paranbeteomes

large for each combination of explanatory variables. McCullagh and Nelder (1989) caution against the use of
the deviance alone to assess model t. The model t for each observation should be assessed by examination
of residuals. The OBSTATS option in the MODEL statement produces a table of residuals and other useful
statistics for each observation.
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Output 46.1.3 Goodness-of-Fit Criteria

In the “Analysis Of Parameter Estimates” table displayed in Output 46.1.4, chi-square values for the
explanatory variables indicate that the parameter values other than the intercept term are all signi cant. The
scale parameter is set to 1 for the binomial distribution. When you perform an overdispersion analysis, the
value of the overdispersion parameter is indicated here. See the section “Overdispersion” on page 3257 for a
discussion of overdispersion.

Output 46.1.4 Parameter Estimates

The preceding table contains the pro le likelihood con dence intervals for the explanatory variable parameters
requested with the LRCI option. Wald con dence intervals are displayed by default. Pro le likelihood
con dence intervals are considered to be more accurate than Wald intervals (see Aitkin et al. (1989)),
especially with small sample sizes. You can specify the con dence coef cient with the ALPHA= option in
the MODEL statement. The default value of 0.05, corresponding to 95% con dence limits, is used here.
See the section “Con dence Intervals for Parameters” on page 3262 for a discussion of pro le likelihood
con dence intervals.

Example 46.2: Normal Regression, Log Link

Consider the following data, wherds an explanatory variable aryds the response variable. It appears that
y varies nonlinearly wittx and that the variance is approximately constant. A normal distribution with a log
link function is chosen to model these data; thatldg, i/ D xi0 sothat i D exp.xi0 /.
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data nor;
input x vy;
datalines;

OO0, P, OOWONNREPRPEPOOO
[EEY
»

The following SAS statements produce the analysis with the normal distribution and log link:

proc genmod data=nor;
model y = x / dist = normal

link = log;
output out = Residuals
pred = Pred
resraw = Resraw
reschi = Reschi
resdev = Resdev
stdreschi = Stdreschi
stdresdev = Stdresdev
reslik = Reslik;

run;

The OUTPUT statement is speci ed to produce a data set that contains predicted values and residuals for
each observation. This data set can be useful for further analysis, such as residual plotting.

The results from these statements are displayed in Output 46.2.1.

Output 46.2.1 Log-Linked Normal Regression
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Output 46.2.1 continued

The PROC GENMOD scale parameter, in the case of the normal distribution, is the standard deviation. By
default, the scale parameter is estimated by maximum likelihood. You can specify a xed standard deviation
by using the NOSCALE and SCALE= options in the MODEL statement.

proc print data=Residuals;
run;

Output 46.2.2 Data Set of Predicted Values and Residuals
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The data set of predicted values and residuals (Output 46.2.2) is created by the OUTPUT statement. You can
use the PLOTS= option in the PROC GENMOD statement to create plots of predicted values and residuals.
Note that raw, Pearson, and deviance residuals are equal in this example. This is a characteristic of the normal
distribution and is not true in general for other distributions.

Example 46.3: Gamma Distribution Applied to Life Data

Life data are sometimes modeled with the gamma distribution. Although PROC GENMOD does not analyze
censored data or provide other useful lifetime distributions such as the Weibull or lognormal, it can be used
for modeling complete (uncensored) data with the gamma distribution, and it can provide a statistical test for
the exponential distribution against other gamma distribution alternatives. See Lawless (2003) or Nelson
(1982) for applications of the gamma distribution to life data.

The following data represent failure times of machine parts, some of which are manufactured by manufacturer
A and some by manufacturer B.

data A;

input lifetime @@;

mfg = A;

datalines;
620 470 260 89 388 242
103 100 39 460 284 1285
218 393 106 158 152 477
403 103 69 158 818 947
399 1274 32 12 134 660
548 381 203 871 193 531
317 85 1410 250 41 1101
32 421 32 343 376 1512
1792 47 95 76 515 72
1585 253 6 860 89 1055
537 101 385 176 11 565
164 16 1267 352 160 195
1279 356 751 500 803 560
151 24 689 1119 1733 2194
763 555 14 45 776 1

data B;

input lifetime @@;

mfg = B;

datalines;
1747 945 12 1453 14 150
20 41 35 69 195 89
1090 1868 294 96 618 44
142 892 1307 310 230 30
403 860 23 406 1054 1935
561 348 130 13 230 250
317 304 79 1793 536 12
9 256 201 733 510 660
122 27 273 1231 182 289
667 761 1096 43 44 87
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405 998 1409 61 278 407
113 25 940 28 848 41

646 575 219 303 304 38

195 1061 174 377 388 10

246 323 198 234 39 308
55 729 813 1216 1618 539
6 1566 459 946 764 794
35 181 147 116 141 19

380 609 546

data lifdat;
set A B;
run;

The following SAS statements use PROC GENMOD to compute Type 3 statistics to test for differences

between the two manufacturers in machine part life. Type 3 statistics are identical to Type 1 statistics in this

case, since there is only one effect in the model. The log link function is selected to ensure that the mean is
positive.

proc genmod data = lifdat;

class mfg;

model lifetime = mfg / dist=gamma
link=log
type3;

run;

The output from these statements is displayed in Output 46.3.1.

Output 46.3.1 Gamma Model of Life Data
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Output 46.3.1 continued

The p-value of 0.8985 for the chi-square statistic in the Type 3 table indicates that there is no signi cant
difference in the part life between the two manufacturers.

Using the following statements, you can re t the model without using the manufacturer as an effect. The

LRCI option in the MODEL statement is speci ed to compute pro le likelihood con dence intervals for the
mean life and scale parameters.

proc genmod data = lifdat;
model lifetime = / dist=gamma
link=log
Irci;
run;

Output 46.3.2 displays the results of tting the model with thig effect omitted.

Output 46.3.2 Re tting of the Gamma Model: Omitting the mfg Effect
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The intercept is the estimated log mean of the tted gamma distribution, so that the mean life of the parts is
D exp.INTERCEPT / D exp.6:1391/D 463:64

The SCALE parameter used in PROC GENMOD is the inverse of the gamma dispersion parameter, and it
is sometimes called the gamnmalex parameterSee the section “Response Probability Distributions” on
page 3247 for the de nition of the gamma probability density function. A value of 1 for the index parameter
corresponds to the exponential distribution . The estimated value of the scale parameter is 0.8274. The 95%
pro le likelihood con dence interval for the scale parameter is (0.6959, 0.9762), which does not contain 1.
The hypothesis of an exponential distribution for the data is, therefore, rejected at the 0.05 level. A con dence
interval for the mean life is

.exp.5:99/; exp.6:30// D .399:57;542:18/

Example 46.4: Ordinal Model for Multinomial Data

This example illustrates how you can use the GENMOD procedure to t a model to data measured on an
ordinal scale. The following statements create a SAS data set ¢tadl@dam. The data set contains the
results of a hypothetical taste test of three brands of ice cream. The three brands are rated for taste on a
ve-point scale from very good (vg) to very bad (vb). An analysis is performed to assess the differences in
the ratings of the three brands. The variabkte contains the ratings, and the variabland contains the

brands tested. The varialdeunt contains the number of testers rating each brand in each category.

The following statements create tlecream data set:

data Icecream;
input count brand$ taste$;

datalines;
70 icel vg
71 icel g
151 icel m
30 icel b
46 icel vb
20 ice2 vg
36 ice2 g
130 ice2 m
74 ice2 b
70 ice2 vb
50 ice3 vg
55 ice3 g
140 ice3 m
52 ice3 b

50 ice3 vb
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The following statements t a cumulative logit model to the ordinal data with the variabte as the
response and the varialileand as a covariate. The variabteunt is used as a FREQ variable.

proc genmod data=Icecream rorder=data;

freq count;

class brand;

model taste = brand / dist=multinomial
link=cumlogit
aggregate=brand
typel;

estimate LogOR12 brand 1 -1 / exp;

estimate LogOR13 brand 1 0 -1 / exp;

estimate LogOR23 brand 0 1 -1 / exp;
run;

The AGGREGATE=BRAND option in the MODEL statement speci es the varidiband as de ning
multinomial populations for computing deviances and Pearson chi-squares. The RORDER=DATA option
speci es that thaaste variable levels be ordered by their order of appearance in the input data set—that is,
from very good (vg) to very bad (vb). By default, the response is sorted in increasing ASCII order. Always
check the “Response Pro les” table to verify that response levels are appropriately ordered. The TYPEL
option requests a Type 1 test for the signi cance of the covabiated.

If j.x/ D Pr.taste j/ isthe cumulative probability of thith or lowertaste category, then the odds ratio
comparingx; to x» is as follows:

j X1/=1 j Xall
j Xol=.1 i Xall

D expGEcl Xz/0 .

See McCullagh and Nelder (1989, Chapter 5) for details on the cumulative logit model. The ESTIMATE
statements compute log odds ratios comparing each of brands. The EXP option in the ESTIMATE statements
exponentiates the log odds ratios to form odds ratio estimates. Standard errors and con dence intervals
are also computed. Output 46.4.1 displays general information about the model and data, the levels of the
CLASS variabléorand, and the total number of occurrences of the ordered levels of the response variable
taste.



3320 F Chapter 46: The GENMOD Procedure

Output 46.4.1 Ordinal Model Information

Output 46.4.2 displays estimates of the intercept terms and covariates and associated statistics. The inter-
cept terms correspond to the four cumulative logits de ned on the taste categories in the order shown in
Output 46.4.1. That ignterceptl is the intercept for the rst cumulative logipg. T%/, Intercept2 is the

intercept for the second cumulative loddg. %/, and so forth.

Output 46.4.2 Parameter Estimates

The Type 1 test displayed in Output 46.4.3 indicates Brahd is highly signi cant; that is, there are

signi cant differences among the brands. The log odds ratios and odds ratios in the “ESTIMATE Statement
Results” table indicate the relative differences among the brands. For example, the odds ratio of 2.8 in the
“Exp(LogOR12)” row indicates that the odds of brand 1 being in lower taste categories is 2.8 times the
odds of brand 2 being in lower taste categories. Since, in this ordering, the lower categories represent the
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more favorable taste results, this indicates that brand 1 scored signi cantly better than brand 2. This is also
apparent from the data in this example.

Output 46.4.3 Type 1 Tests and Odds Ratios

Example 46.5: GEE for Binary Data with Logit Link Function

Output 46.5.1 displays a partial listing of a SAS data set of clinical trial data comparing two treatments for a
respiratory disorder. See “Gee Model for Binary Data” in the SAS/STAT Sample Program Library for the
complete data set. These data are from Stokes, Davis, and Koch (2000).

Patients in each of two centers are randomly assigned to groups receiving the active treatment or a placebo.
During treatment, respiratory status, represented by the vadatdeme (coded here as O=poor, 1=good), is
determined for each of four visits. The variabtester, treatment, sex, andbaseline (baseline respiratory

status) are classi cation variables with two levels. The variagle (age at time of entry into the study) is a
continuous variable.

Explanatory variables in the model argercept (Xj1 ), treatment (Xj2 ), center (Xj3 ), sex (Xj4 ), age
variables for the classi cation explanatory variables can be automatically generated by listing them in the

CLASS statement in PROC GENMOD. To be consistent with the analysis in Stokes, Davis, and Koch (2000),
the four classi cation explanatory variables are coded as follows via options in the CLASS statement:

wir D 0 placebo wix D O center 1
I2 1 active i3 1 center 2
0 male 00
Xja D Xje D

1 female 11
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sents the mean of the respiratory status. Since the response data are binary, you can use the variance function
for the binomial distributiorv. j /D .1  j /andthe logitlink functioryg. j /D log. j =1 /.
The model for the mean . j / D x; © , where is a vector of regression parameters to be estimated.

Output 46.5.1 Respiratory Disorder Data

The GEE solution is requested with the REPEATED statement in the GENMOD procedure. The option
SUBJECT=ID(CENTER) speci es that the observations in any single cluster are uniquely identi ed by both
center andid. An equivalent speci cation is SUBJECT=ID*CENTER. Since the sadnealues are used in

each center, one of these speci cations is needed.vélues were unique across all centers, SUBJECT=ID
would be speci ed.

The option TYPE=UNSTR speci es the unstructured working correlation structure. The MODEL statement
speci es the regression model for the mean with the binomial distribution variance function. The following
SAS statements perform the GEE model t:

proc genmod data=resp;

baseline(ref="0");
model outcome(event= 1 )=treatment center sex age baseline / dist=bin;
repeated subject=id(center) / corr=unstr corrw;
run;

These statements rst t the generalized linear (GLM) model speci ed in the MODEL statement. The
parameter estimates from the generalized linear model t are not shown in the output, but they are used as
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initial values for the GEE solution. The EVENTE=option in the MODEL statement models the probability
thatoutcome = 1. If the EVENT=1 option had not been speci ed, the probability tieatcome = 0 would
be modeled by default.

Information about the GEE model is displayed in Output 46.5.2. The results of GEE model tting are
displayed in Output 46.5.3. Model goodness-of- t criteria are displayed in Output 46.5.4. If you specify
no other options, the standard errors, con dence intenzatg;ores, ang-values are based on empirical
standard error estimates. You can specify the MODELSE option in the REPEATED statement to create a
table based on model-based standard error estimates.

Output 46.5.2 Model Fitting Information

Output 46.5.3 Results of Model Fitting
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Output 46.5.4 Model Fit Criteria

The nonsigni cance ofige andsex make them candidates for omission from the model.

Example 46.6: Log Odds Ratios and the ALR Algorithm

Since the respiratory data in Example 46.5 are binary, you can use the ALR algorithm to model the log odds
ratios instead of using working correlations to model associations. In this example, a “fully parameterized
cluster” model for the log odds ratio is t. That is, there is a log odds ratio parameter for each unique pair
of responses within clusters, and all clusters are parameterized identically. The following statements t the
same regression model for the mean as in Example 46.5 but use a regression model for the log odds ratios
instead of a working correlation. The LOGOR=FULLCLUST option speci es a fully parameterized log odds
ratio model.

proc genmod data=resp;

baseline(ref="0");
model outcome(event=1)=treatment center sex age baseline / dist=bin;
repeated subject=id(center) / logor=fullclust;
run;

The results of tting the model are displayed in Output 46.6.1 along with a table that shows the correspondence
between the log odds ratio parameters and the within-cluster pairs. Model goodness-of- t criteria are shown
in Output 46.6.2. The QIC for the ALR model shown in Output 46.6.2 is 511.86, whereas the QIC for the
unstructured working correlation model shown in Output 46.5.4 is 512.34, indicating that the ALR model is
a slightly better t.

Output 46.6.1 Results of Model Fitting
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Output 46.6.1 continued

Output 46.6.2 Model Fit Criteria

You can t the same model by fully specifying ttlematrix. The following statements create a data set
containing the fulz matrix:

data zin;
keep id center z1-z6 yl y2;
array zin(6) z1-z6;
set resp;
by center id;
if first.id
then do;
t = 0;
dom=1to 4
do n = m+l to 4
doj =1 to 6
zin(j) = O;
end;
yl = m;
y2 = n;
t + 1
zin(t) = 1;
output;
end;
end;
end;
run;
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proc print data=zin (obs=12);
run;

Output 46.6.3 displays the futlmatrix for the rst two clusters. The matrix is identical for all clusters in
this example.

Output 46.6.3 Full z Matrix Data Set

The following statements t the model for fully parameterized clusters by fully specifying thatrix. The
results are identical to those shown previously.

proc genmod data=resp;
class id treatment(ref="P") center(ref="1") sex(ref="M")
baseline(ref="0");
model outcome(event=1)=treatment center sex age baseline / dist=bin;
repeated subject=id(center) / logor=zfull
zdata=zin
zrow =(z1-z6)
ypair=(yl y2);
run;

Example 46.7: Log-Linear Model for Count Data

In this example the data, from Thall and Vail (1990), concern the treatment of people suffering from epileptic
seizure episodes. These data are also analyzed in Diggle, Liang, and Zeger (1994). The data consist of
the number of epileptic seizures in an eight-week baseline period, before any treatment, and in each of
four two-week treatment periods, in which patients received either a placebo or the drug Progabide in
addition to other therapy. A portion of the data is displayed in Table 46.16. See “Gee Model for Count Data,
Exchangeable Correlation” in the SAS/STAT Sample Program Library for the complete data set.



Example 46.7: Log-Linear Model for Count Data F 3327

Table 46.16 Epileptic Seizure Data

Patient ID Treatment Baseline Visitl Visit2 Visit3 Visit4

104 Placebo 11 5 3 3 3
106 Placebo 11 3 5 3 3
107 Placebo 6 2 4 0 5
101 Progabide 76 11 14 9 8
102 Progabide 38 8 7 9 4
103 Progabide 19 0 4 3 0

Model the data as a log-linear modelwith/ D  (the Poisson variance function) and
l0og.E.Yj// D oCxXj1 1CXj2 2C Xj1Xi2 3C log.tj/
where

Yij D number of epileptic seizures in interyal
tj D length of intervaj
1 Wweeks 8-16 (treatment)

Xit D \Wveeks 0-8 (baseline)
% D 1 Wprogabide group
12 0 Wplacebo group
The correlations between the counts are modeleq aB ,i @ | (exchangeable correlations). For

comparison, the correlations are also modeled as independent (identity correlation matrix). In this model, the
regression parameters have the interpretation in terms of the log seizure rate displayed in Table 46.17.

Table 46.17 Interpretation of Regression Parameters

Treatment Visit log.E.Y; /=t; /

Placebo Baseline g

14 4C
Progabide Baseline ¢C »

14 ,C ;C ,C 3

The difference between the log seizure rates in the pretreatment (baseline) period and the treatment periods is
1 for the placebo group and; C 3 for the Progabide group. A value o < 0 indicates a reduction in
the seizure rate.
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Output 46.7.1 lists the rst 14 observations of the data, which are arranged as one visit per observation:

Output 46.7.1 Partial Listing of the Seizure Data

Some further data manipulations create an observation for the baseline measures, a log time interval variable
for use as an offset, and an indicator variable for whether the observation is for a baseline measurement or a
visit measurement. Patient 207 is deleted as an outlier, as in the Diggle, Liang, and Zeger (1994) analysis.
The following statements prepare the data for analysis with PROC GENMOD:

data new;
set thall;
output;
if visit=1 then do;
y=bline;
visit=0;
output;
end;
run;

data new;
set new;
if id ne 207;
if visit=0 then do;
x1=0;
Itime=log(8);
end;
else do;
x1=1;
ltime=log(2);
end;
run;

For comparison with the GEE results, an ordinary Poisson regression is rst t. The results are shown in
Output 46.7.2.
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Output 46.7.2 Maximum Likelihood Estimates

The GEE solution is requested with the REPEATED statement in the GENMOD procedure. The SUB-
JECT=ID option indicates that the varialiiedescribes the observations for a single cluster, and the CORRW
option displays the working correlation matrix. The TYPE= option speci es the correlation structure; the
value EXCH indicates the exchangeable structure.

The following statements perform the analysis:

proc genmod data=new;
class id;
model y=x1 | trt / d=poisson offset=Itime;
repeated subject=id / corrw covb type=exch;
run;

These statements rst t a generalized linear model (GLM) to these data by maximum likelihood. The
estimates are not shown in the output, but are used as initial values for the GEE solution.

Information about the GEE model is displayed in Output 46.7.3. The results of tting the model are displayed

in Output 46.7.4. Compare these with the model of independence displayed in Output 46.7.2. The parameter
estimates are nearly identical, but the standard errors for the independence case are underestimated. The
coef cient of the interaction term, 3, is highly signi cant under the independence model and marginally

signi cant with the exchangeable correlations model.

Output 46.7.3 GEE Model Information
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