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Overview

This chapter summarizes the new features available in SAS/ETS 14.1 high-performance procedures.

If you have used SAS/ETS high-performance procedures in the past, you can review this chapter to learn
about the new features that have been added. When you see a new feature that might be useful for your work,
turn to the appropriate chapter to read about the feature in detail.

All high-performance procedures that are available in SAS High-Performance Econometrics software for
distributed computing are also available in SAS/ETS software for use in single-machine mode. These
procedures are now documented both in SAS/ETS User’s Guide and in SAS/ETS User’s Guide: High-
Performance Procedures.

Highlights of Changes and Enhancements

New features have been added to the following SAS/ETS high-performance procedures:

HPCOUNTREG procedure
HPPANEL procedure
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HPCOUNTREG Procedure

The following features have been added to the HPFCOUNTREG procedure:

TEST statement

support for the Conway-Maxwell Poisson distribution

HPPANEL Procedure

The following features have been added to the HPPANEL procedure:
the between-groups estimator, which is equivalent to regression on cross-sectional means (to obtain
this estimator, specify the BTWNG option in the MODEL statement)

the between-time-periods estimator, which is equivalent to regression on means at each time point (to
obtain this estimator, specify the BTWNT option in the MODEL statement)

pooled OLS regression, which is obtained by specifying the POOLED option in the MODEL statement
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Overview of SAS/ETS High-Performance Procedures

SAS/ETS high-performance procedures provide econometric modeling tools that have been specially devel-
oped to take advantage of parallel processing in both multithreaded single-machine mode and distributed
multiple-machine mode. Econometric modeling methods include regression for count data, models for the
severity of losses or other events, and regression models for qualitative and limited dependent variables.

In addition to the high-performance econometric procedures described in this book, SAS/ETS includes
high-performance utility procedures, which are described in Base SAS Procedures Guide: High-Performance
Procedures. You can run all these procedures in single-machine mode without licensing SAS High-
Performance Econometrics. However, to run these procedures in distributed mode, you must license
SAS High-Performance Econometrics.

About This Book

This book assumes that you are familiar with Base SAS software and with the books SAS Language Reference:
Concepts and Base SAS Procedures Guide. It also assumes that you are familiar with basic SAS System
concepts, such as using the DATA step to create SAS data sets and using Base SAS procedures (such as, the
PRINT and SORT procedures) to manipulate SAS data sets.

Chapter Organization
This book is organized as follows:

Chapter 2, this chapter, provides an overview of SAS/ETS high-performance procedures.
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Chapter 3, “Shared Concepts and Topics,” describes the modes in which SAS/ETS high-performance
procedures can execute.

Subsequent chapters describe the individual procedures. These chapters appear in alphabetical order by
procedure name. Each chapter is organized as follows:

The “Overview” section provides a brief description of the analysis provided by the procedure.

The “Getting Started” section provides a quick introduction to the procedure through a simple example.
The “Syntax” section describes the SAS statements and options that control the procedure.

The “Details” section discusses methodology and other topics, such as ODS tables.

The “Examples” section contains examples that use the procedure.

The “References” section contains references for the methodology.

Typographical Conventions

This book uses several type styles for presenting information. The following list explains the meaning of the
typographical conventions used in this book:

roman is the standard type style used for most text.

UPPERCASE ROMAN is used for SAS statements, options, and other SAS language elements when
they appear in the text. However, you can enter these elements in your own SAS
programs in lowercase, uppercase, or a mixture of the two.

UPPERCASE BOLD s used in the “Syntax” sections' initial lists of SAS statements and options.

oblique is used in the syntax de nitions and in text to represent arguments for which you
supply a value.

VariableName is used for the names of variables and data sets when they appear in the text.

bold is used to for matrices and vectors.

italic is used for terms that are de ned in the text, for emphasis, and for references to
publications.

monospace is used for example code. In most cases, this book uses lowercase type for SAS

code.
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Options Used in Examples

The HTMLBLUE style is used to create the graphs and the HTML tables that appear in the online documen-
tation. The PEARLJ style is used to create the PDF tables that appear in the documentation. A style template

controls stylistic elements such as colors, fonts, and presentation attributes. You can specify a style template
in an ODS destination statement as follows:

ods html style=HTMLBIue;
.od.s.html close;
ods pdf style=PearlJ;
.od.s.pdf close;
Most of the PDF tables are produced by using the following SAS System option:
options papersize=(6.5in 9in);

If you run the examples, you might get slightly different output. This is a function of the SAS System options
that are used and the precision that your computer uses for oating-point calculations.

Online Documentation

This documentation is available online with the SAS System. To access documentation for the SAS/ETS
high-performance procedures from the SAS windowing environment, $éédgtfrom the main menu and

then selec6AS Help and Documentation On theContentstab, expand th&AS Products SAS/ETS
andSAS/ETS User's Guide: High-Performance Proceduregems. Then expand chapters and click on
sections. You can search the documentation by usin§dagchtab.

You can also access the documentation by goirtgtm//support.sas.com/documentation

SAS Technical Support Services

The SAS Technical Support staff is available to respond to problems and answer technical questions re-

garding the use of high-performance procedures. Gutpo//support.sas.com/techsup for more
information.
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Overview

This chapter describes the modes of execution in which SAS high-performance analytical procedures can
execute. If you have SAS/ETS installed, you can run any procedure in this book on a single machine.
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However, to run procedures in this book in distributed mode, you must also have SAS High-Performance
Econometrics software installed. For more information about these modes, see the next section.

This chapter provides details of how you can control the modes of execution and includes the syntax for the
PERFORMANCE statement, which is common to all high-performance analytical procedures.

Processing Modes

Single-Machine Mode

Single-machine mode is a computing model in which multiple processors or multiple cores are controlled

by a single operating system and can access shared resources, such as disks and memory. In this book,
single-machine mode refers to an application running multiple concurrent threads on a multicore machine

in order to take advantage of parallel execution on multiple processing units. More simply, single-machine
mode for high-performance analytical procedures means multithreading on the client machine.

All high-performance analytical procedures are capable of running in single-machine mode, and this is the
default mode when a procedure runs on the client machine. The procedure uses the number of CPUs (cores)
on the machine to determine the number of concurrent threads. High-performance analytical procedures use
different methods to map core count to the number of concurrent threads, depending on the analytic task.
Using one thread per core is not uncommon for the procedures that implement data-parallel algorithms.

Distributed Mode

Distributed mode is a computing model in which several nodes in a distributed computing environment
participate in the calculations. In this book, the distributed mode of a high-performance analytical procedure
refers to the procedure performing the analytics on an appliance that consists of a cluster of nodes. This
appliance can be one of the following:

a database management system (DBMS) appliance on which the SAS High-Performance Analytics
infrastructure is also installed

a cluster of nodes that have the SAS High-Performance Analytics infrastructure installed but no DBMS
software installed

Controlling the Execution Mode with Environment Variables and
Performance Statement Options

You control the execution mode by using environment variables or by specifying options in the PERFOR-
MANCE statement in high-performance analytical procedures, or by a combination of these methods.

The important environment variables follow:
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grid hostidenti es the domain name system (DNS) or IP address of the appliance node to which the
SAS High-Performance Econometrics software connects to run in distributed mode.

installation locationidenti es the directory where the SAS High-Performance Econometrics software
is installed on the appliance.

You can set an environment variable directly from the SAS program by using the OPTION SET= command.
For example, the following statements de ne the grid host and the location where the SAS High-Performance
software is installed on the appliance:

option set=GRIDHOST ="hpa.sas.com";
option set=GRIDINSTALLLOC="/opt/TKGrid";

Alternatively, you can set the parameters in the PERFORMANCE statement in high-performance analytical
procedures. For example:

performance host ="hpa.sas.com"
install ="/opt/TKGrid";

A speci cation in the PERFORMANCE statement overrides a speci cation of an environment variable
without resetting its value. An environment variable that you set in the SAS session by using an OPTION
SET= command remains in effect until it is modi ed or until the SAS session terminates.

The key variable that determines whether a high-performance analytical procedure executes in single-machine
or distributed mode is thgrid host The installation location is needed to ensure that a connection to the grid
host can be made, given that a host is speci ed. This book assumes that the installation location has been set
by your system administrator.

The following sets of SAS statements are functionally equivalent:

proc hpreduce;
reduce unsupervised Xx:;
performance host="hpa.sas.com";
run;

option set=GRIDHOST="hpa.sas.com";
proc hpreduce;

reduce unsupervised Xx:;
run;

Determining Single-Machine Mode or Distributed Mode

High-performance analytical procedures use the following rules to determine whether they run in single-
machine mode or distributed mode:

If a grid host is not speci ed, the analysis is carried out in single-machine mode on the client machine
that runs the SAS session.
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If a grid host is speci ed, the behavior depends on whether the execution is alongside the database
or alongside HDFS. If the data are local to the client (that is, not stored in the distributed database or
HDFS on the appliance), you need to use the NODES= option in the PERFORMANCE statement
to specify the number of nodes on the appliance or cluster that you want to engage in the analysis.
If the procedure executes alongside the database or alongside HDFS, you do not need to specify the
NODES= option.

The following example shows single-machine and client-data distributed con gurations for a data set of
100,000 observations that are simulated from a logistic regression model. The following DATA step generates
the data:

data simData;
array _a{8} _temporary_ (0,0,0,1,0,1,1,1);
array _b{8} _temporary_ (0,0,1,0,1,0,1,1);
array _c{8} _temporary_ (0,1,0,0,1,1,0,1);
do obsno=1 to 100000;
X rantbl(1,0.28,0.18,0.14,0.14,0.03,0.09,0.08,0.06);

a = _a{x}
b = _bi{x}
c = _c{x}
x1 = int(ranuni(l) * 400);
x2 = 52 + ranuni(l) *38;
x3 = ranuni(l) *12;
Ip = 6. -0.015 (1-a) + 0.7 +*(1-b) + 0.6 *(1-c) + 0.02 =*x1 -0.05 *x2 - 0.1 =*x3;
y = ranbin(1,1,(1/(1+exp(Ip))));
output;

end,

drop x Ip;

run;

The following statements run PROC HPLOGISTIC to t a logistic regression model:

proc hplogistic data=simData;
class a b c;
model y = a b ¢ x1 x2 x3;
run;

Figure 3.1 shows the results from the analysis.

Figure 3.1 Results from Logistic Regression in Single-Machine Mode
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Figure 3.1 continued

The entries in the “Performance Information” table show that the HPLOGISTIC procedure runs in single-
machine mode and uses four threads, which are chosen according to the number of CPUs on the client
machine. You can force a certain number of threads on any machine that is involved in the computations
by specifying the NTHREADS option in the PERFORMANCE statement. Another indication of execution

on the client is the following message, which is issued in the SAS log by all high-performance analytical
procedures:

NOTE: The HPLOGISTIC procedure is executing in single-machine mode.

The following statements use 10 nodes (in distributed mode) to analyze the data on the appliance; results
appear in Figure 3.2:

proc hplogistic data=simData;

class a b c;

model y = a b ¢ x1 x2 x3;

performance host="hpa.sas.com" nodes=10;
run;
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Figure 3.2 Results from Logistic Regression in Distributed Mode

The speci cation of a host causes the “Performance Information” table to display the name of the host node
of the appliance. The “Performance Information” table also indicates that the calculations were performed in
a distributed environment on the appliance. Twenty-four threads on each of 10 nodes were used to perform
the calculations—for a total of 240 threads.

Another indication of distributed execution on the appliance is the following message, which is issued in the
SAS log by all high-performance analytical procedures:

NOTE: The HPLOGISTIC procedure is executing in the distributed
computing environment with 10 worker nodes.

You can override the presence of a grid host and force the computations into single-machine mode by
specifying the NODES=0 option in the PERFORMANCE statement:
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proc hplogistic data=simData;
class a b c;
model y = a b ¢ x1 x2 x3;
performance host="hpa.sas.com" nodes=0;
run;

Figure 3.3 shows the “Performance Information” table. The numeric results are not reproduced here, but they
agree with the previous analyses, which are shown in Figure 3.1 and Figure 3.2.

Figure 3.3 Single-Machine Mode Despite Host Speci cation

The “Performance Information” table indicates that the HPLOGISTIC procedure executes in single-machine
mode on the client. This information is also reported in the following message, which is issued in the SAS

log:

NOTE: The HPLOGISTIC procedure is executing in single-machine mode.

In the analysis shown previously in Figure 3.2, the datank.simData is local to the client, and the
HPLOGISTICprocedure distributed the data to 10 nodes on the appliance. The High-Performance Analytics
infrastructure does not keep these data on the appliance. When the procedure terminates, the in-memory
representation of the input data on the appliance is freed.

When the input data set is large, the time that is spent sending client-side data to the appliance might dominate
the execution time. In practice, transfer speeds are usually lower than the theoretical limits of the network
connection or disk I/O rates. At a transfer rate of 40 megabytes per second, sending a 10-gigabyte data set
to the appliance requires more than four minutes. If analytic execution time is in the range of seconds, the
“performance” of the process is dominated by data movement.

The alongside-the-database execution model, unique to high-performance analytical procedures, enables you
to read and write data in distributed form from the database that is installed on the appliance.

Data Access Modes

Single-Machine Data Access Mode

When high-performance analytical procedures run in single-machine mode, they access data in the same
way as traditional SAS procedures. They use Base SAS to access input and output SAS data sets on the



14 F Chapter 3: Shared Concepts and Topics

client machine, and they use the relevant SAS/ACCESS interface to bring data from other sources, such as
third-party databases, Hadoop, and SAS LASR servers, to the client.

Distributed Data Access Mode

When high-performance analytical procedures run in distributed mode, input data must be brought to the
computation that is performed on the nodes of the grid, and output data must be sent from the computational
nodes. This can be accomplished in several ways:

Client-data (local-data) mode: The input and output data for the analytic task are stored on the client
machine where the high-performance procedure is invoked. When the procedure runs, the SAS High-
Performance Analytics infrastructure sends input data from the client to the distributed computing
environment and sends output data from the distributed computing environment to the client.

Parallel symmetric mode: Input and output data are stored on the same nodes that are used for the
distributed computation, and the data move in parallel from the data store to the computational nodes
without crossing node boundaries. Parallel symmetric mode is available with the following distributed
data sources:

— Data in Greenplum databases that are collocated with the computational nodes. This access mode
is also called alongside-the-database mode. For more information, see the section “Alongside-
the-Database Execution” on page 16.

— Data in SASHDAT format in the Hadoop Distributed File System (HDFS) that is collocated
with the computational nodes. This access mode is also called alongside-HDFS mode. For more
information, see the section “Alongside-HDFS Execution by Using the SASHDAT Engine” on
page 25.

— Datain a SAS LASR Analytic Server that is collocated with the computational nodes. This access
mode is also called alongside-LASR mode. For more information, see the section “Running
High-Performance Analytical Procedures Alongside a SAS LASR Analytic Server in Distributed
Mode” on page 19.

Parallel asymmetric mode: The primary reason for providing this mode is to enable you to manage and
house data on appliances (the data appliances) and to run high-performance analytical procedures on a
different appliance (the computing appliance). The high-performance analytical procedures run in a
SAS process on the computing appliance. For each data source that is accessed in parallel asymmetric
mode, a SAS Embedded Process must run on the associated data appliance. Data are requested by a
SAS data feeder that runs on the computing appliance and communicates with the SAS Embedded
Process on the data appliance. The SAS Embedded Process transfers the data in parallel to the SAS
data feeder that runs on each of the nodes of the computing appliance. This mode is called asymmetric
mode because the number of nodes on the data appliance does not need to match the number of nodes
on the computing appliance. Parallel asymmetric mode is supported for data in Teradata, Greenplum,
and Oracle databases and for data in HDFS and SAP HANA. In these cases, the parallel asymmetric
access is somewhat loosely described as being asymmetric alongside access, even though the data
storage and computation can occur on different appliances. For more information, see the section
“Running High-Performance Analytical Procedures in Asymmetric Mode” on page 22.
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Through-the-client mode: When data can be accessed through a SAS/ACCESS interface but the data
reside in a le system or in a distributed data source on which a SAS Embedded Process is not running,
those data cannot be accessed in parallel in either symmetric or asymmetric mode. The SAS/ACCESS
interface is used to transfer input data from the data source to the client machine on which the high-
performance procedure is invoked, and the data are then sent to the distributed computing environment
by the SAS High-Performance Analytics infrastructure. The data path is reversed for output data. This
mode of data access is referred to as through-the-client access.

Determining the Data Access Mode

High-performance analytical procedures determine the data access mode individually for each data set that

is used in the analysis. When high-performance analytical procedures run in distributed mode, parallel
symmetric or parallel asymmetric mode is used whenever possible. There are two reasons why parallel
access might not be possible. The rstreason is that for a particular data set, the required SAS Embedded
Process is not installed on the appliance that houses the data. In such cases, access to those data reverts to
through-the-client access, and a note like the following is reported in the SAS log:

NOTE: The data MYLIB.MYDATA are being routed through the client because a
SAS Embedded Process is not running on the associated data server.

The second reason why parallel data access might not be possible for a particular data set is that the required
driver software might not be installed on the compute nodes. In this case, the required data feeder that
moves the data from the compute nodes to the data source cannot be successfully loaded, and a note like the
following is reported in the SAS log:

NOTE: The data MYLIB.MYDATA are being routed through the client because
the ORACLE data feeder could not be loaded on the specified grid host.

For distributed data in SASHDAT format in HDFS or data in a SAS LASR Analytic Server, parallel symmetric
access is used when the data nodes and compute nodes are collocated on the same appliance. For data in a
LASR Analytic Server that cannot be accessed in parallel symmetric mode, through-the-client mode is used.
Through-the-client access is not supported for data in SASHDAT format in HDFS.

For data in Greenplum databases, parallel symmetric access is used if the compute nodes and the data nodes
are collocated on the same appliance and you do not specify the NODdgien in a PERFORMANCE
statement. In this case, the number of nodes that are used is determined by the number of nodes across which
the data are distributed. If you specify NODESthen parallel asymmetric access is used.

High-performance analytical procedures produce a “Data Access Information” table that shows you how
each data set that is used in the analysis is accessed. The following statements provide an example in which
PROC HPDS2 is used to copy a distributed data set natrearhlgia (which is stored in SASHDAT format

in HDFS) to a SAS data set on the client machine:

libname hdatlib sashdat
host= hpa.sas.com ;

hdfs_path="/user/hps";

proc hpds2 data=hdatlib.neuralgia out=neuralgia;
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performance host= hpa.sas.com;
data DS2GTF.out;
method run();
set DS2GTF.in;
end;
enddata;
run;

Figure 3.4 shows the output that PROC HPDS2 produces. The “Performance Information” table shows that
PROC HPDS2 ran in distributed mode on a 13-node grid. The “Data Access Information” table shows that
the input data were accessed in parallel symmetric mode and the output data set was sent to the client, where
the V9 (base) engine stored it as a SAS data set in the Work directory.

Figure 3.4 Performance Information and Data Access Information Tables

Alongside-the-Database Execution

High-performance analytical procedures interface with the distributed database management system (DBMS)
on the appliance in a unique way. If the input data are stored in the DBMS and the grid host is the appliance
that houses the data, high-performance analytical procedures create a distributed computing environment in
which an analytic process is collocated with the nodes of the DBMS. Data then pass from the DBMS to the
analytic process on each node. Instead of moving across the network and possibly back to the client machine,
the data pass locally between the processes on each node of the appliance.

Because the analytic processes on the appliance are separate from the database processes, the technique is
referred to as alongside-the-database execution in contrast to in-database execution, where the analytic code
executes in the database process.

In general, when you have a large amount of input data, you can achieve the best performance from
high-performance analytical procedures if execution is alongside the database.

Before you can run alongside the database, you must distribute the data to the appliance. The following
statements use the HPDS2 procedure to distribute the datogesimData into themydb database on the
hpa.sas.com appliance. In this example, the appliance houses a Greenplum database.
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option set=GRIDHOST="green.sas.com";
libname applianc greenplm
server ="green.sas.com"
user =XXXXXX
password=YYYYY
database=myadb;

option set=GRIDHOST="compute_appliance.sas.com";

proc datasets lib=applianc nolist; delete simData;
proc hpds2 data=simData
out =applianc.simData(distributed_by= distributed randomly );
performance commit=10000 nodes=all;
data DS2GTF.out;
method run();
set DS2GTF.in;
end;
enddata;
run;

If the output tableapplianc.simData exists, the DATASETS procedure removes the table from the Greenplum
database because a DBMS does not usually support replacement operations on tables.

Note that the libref for the output table points to the appliance. The data set option informs the HPDS2
procedure to distribute the records randomly among the data segments of the appliance. The statements that
follow the PERFORMANCE statement are the DS2 program that copies the input data to the output data
without further transformations.

Because you loaded the data into a database on the appliance, you can use the following HPLOGISTIC
statements to perform the analysis on the appliance in the alongside-the-database mode. These statements
are almost identical to the rst PROC HPLOGISTIC example in a previous section, which executed in
single-machine mode.

proc hplogistic data=applianc.simData;
class a b c;
model y = a b ¢ x1 x2 x3;

run;

The subtle differences are as follows:

The grid host environment variable that you speci ed in an OPTION SET= command is still in effect.

The DATA= option in the high-performance analytical procedure uses a libref that identi es the data
source as being housed on the appliance. This libref was speci ed in a prior LIBNAME statement.

Figure 3.5 shows the results from this analysis. The “Performance Information” table shows that the

execution was in distributed mode, and the “Data Access Information” table shows that the data were
accessed asymmetrically in parallel from the Greenplum database. The numeric results agree with the
previous analyses, which are shown in Figure 3.1 and Figure 3.2.
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Figure 3.5 Alongside-the-Database Execution on Greenplum

Alongside-LASR Distributed Execution

You can execute high-performance analytical procedures in distributed mode alongside a SAS LASR Analytic
Server. When high-performance analytical procedures run in this mode, the data are preloaded in distributed
form in memory that is managed by a LASR Analytic Server. The data on the nodes of the appliance
are accessed in parallel in the process that runs the LASR Analytic Server, and they are transferred to the
process where the high-performance analytical procedure runs. In general, each high-performance analytical
procedure copies the data to memory that persists only while that procedure executes. Hence, when a
high-performance analytical procedure runs alongside a LASR Analytic Server, both the high-performance
analytical procedure and the LASR Analytic Server have a copy of the subset of the data that is used by the
high-performance analytical procedure. The advantage of running high-performance analytical procedures
alongside a LASR Analytic Server (as opposed to running alongside a DBMS table or alongside HDFS) is
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that the initial transfer of data from the LASR Analytic Server to the high-performance analytical procedure
is @ memory-to-memory operation that is faster than the disk-to-memory operation when the procedure runs
alongside a DBMS or HDFS. When the cost of preloading a table into a LASR Analytic Server is amortized
by multiple uses of these data in separate runs of high-performance analytical procedures, using the LASR
Analytic Server can result in improved performance.

Running High-Performance Analytical Procedures Alongside
a SAS LASR Analytic Server in Distributed Mode

This section provides an example of steps that you can use to start and load data into a SAS LASR Analytic
Server instance and then run high-performance analytical procedures alongside this LASR Analytic Server
instance.

Starting a SAS LASR Analytic Server Instance

The following statements create a SAS LASR Analytic Server instance and load it witinibeta data

set that is used in the preceding examples. The data that are loaded into the LASR Analytic Server persist
in memory across procedure boundaries until these data are explicitly deleted or until the server instance is
terminated.

proc lasr port=54545
data=simData
path="/tmp/";
performance host="hpa.sas.com" nodes=ALL;
run;

The PORT= option speci es a network port number to use. The PATH= option speci es the directory in
which the server and table signature les are to be stored. The speci ed directory must exist on each machine
in the cluster. The DATA= option speci es the name of a data set that is loaded into this LASR Analytic
Server instance. (You do not need to specify the DATA= option at this time because you can add tables to
the LASR Analytic Server instance at any stage of its life.) For more information about starting and using a
LASR Analytic Server, see theAS LASR Analytic Server: Reference Guide

The NODES=ALL option in the PERFORMANCE statement speci es that the LASR Analytic Server run

on all the nodes on the appliance. You can start a LASR Analytic Server on a subset of the nodes on an
appliance, but this might affect whether high-performance analytical procedures can run alongside the LASR
Analytic Server. For more information, see the section “Alongside-LASR Distributed Execution on a Subset
of the Appliance Nodes” on page 21.

Figure 3.6 shows the “Performance Information” and “Data Access Information” tables, which show that
the LASR procedure ran in distributed mode on 13 nodes and that the data were sent from the client to the
appliance.
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Figure 3.6 Performance and Data Access Information

Associating a SAS Libref with the SAS LASR Analytic Server Instance

The following statements use a LIBNAME statement that associates a SAS libref (named MyLasr) with
tables on the server instance as follows:

libname MylLasr sasiola port=54545 host="hpa.sas.com";

The SASIOLA option requests that the MyLasr libref use the SASIOLA engine, and the PORT= value
associates this libref with the appropriate server instance. For more information about creating a libref that
uses the SASIOLA engine, see tBAS LASR Analytic Server: Reference Guide

Running a High-Performance Analytical Procedure Alongside the SAS
LASR Analytic Server Instance

You can use the MyLasr libref to specify the input data for high-performance analytical procedures. You can
also create output data sets in the SAS LASR Analytic Server instance by using this libref to request that the
output data set be held in memory by the server instance as follows:

proc hplogistic data=MyLasr.simData;

class a b c;

model y = a b ¢ x1 x2 x3;

output out=MyLasr.simulateScores pred=PredictedProbabliity;
run;

Because you previously speci ed the GRIDHOST= environment variable and the input data are held in
distributed form in the associated server instance, this PROC HPLOGISTIC step runs in distributed mode
alongside the LASR Analytic Server, as indicated in the “Performance Information” table shown in Figure 3.7.
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Figure 3.7 Performance and Data Access Information

The “Data Access Information” table shows that both the input and output data were read and written,
respectively, in parallel symmetric mode.

The preceding OUTPUT statement creates an output table that is added to the LASR Analytic Server instance.
Output data sets do not have to be created in the same server instance that holds the input data. You can use a
different LASR Analytic Server instance to hold the output data set. However, in order for the output data to

be created in parallel symmetric mode, all the nodes that are used by the server instance that holds the input
data must also be used by the server instance that holds the output data.

Terminating a SAS LASR Analytic Server Instance
You can continue to run high-performance analytical procedures and add and delete tables from the SAS
LASR Analytic Server instance until you terminate the server instance as follows:

proc lasr term port=54545;
run;

Alongside-LASR Distributed Execution on a Subset of the
Appliance Nodes

When you run PROC LASR to start a SAS LASR Analytic Server, you can specify the NODES= option in a
PERFORMANCE statement to control how many nodes the LASR Analytic Server executes on. Similarly,

a high-performance analytical procedure can execute on a subset of the nodes either because you specify
the NODES= option in a PERFORMANCE statement or because you run alongside a DBMS or HDFS
with an input data set that is distributed on a subset of the nodes on an appliance. In such situations, if a
high-performance analytical procedure uses nodes on which the LASR Analytic Server is not running, then
running alongside LASR is not supported. You can avoid this issue by specifying the NODES=ALL in the
PERFORMANCE statement when you use PROC LASR to start the LASR Analytic Server.
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Running High-Performance Analytical Procedures in
Asymmetric Mode

This section provides examples of how you can run high-performance analytical procedures in asymmetric
mode.

Asymmetric mode is commonly used when the data appliance and the computing appliance are distinct
appliances. In order to be able to use an appliance as a data provider for high-performance analytical
procedures that run in asymmetric mode on another appliance, it is not necessary that SAS High-Performance
Econometrics be installed on the data appliance. However, it is essential that a SAS Embedded Process be
installed on the data appliance and that SAS High-Performance Econometrics be installed on the computing
appliance.

The following examples use a 24-node data appliance named “data_appliance.sas.com,” which houses a
Teradata DBMS and has a SAS Embedded Process installed.

The following statements load tlsémData data set of the preceding sections onto the data appliance:

libname datalib teradata
server ="tera2650"
user =XXXXXX
password=YYYYY
database=mydb;

data dataLib.simData;
set simData;
run;

NOTE: You can provision the appliance with data even if SAS High-Performance Econometrics software is
not installed on the appliance.

The following subsections show how you can run the HPLOGISTIC procedure asymmetrically on distinct
data and computing appliances.

Running in Asymmetric Mode on Distinct Appliances

Usually, there is no advantage to executing high-performance analytical procedures in asymmetric mode

on one appliance, because data might have to be unnecessarily moved between nodes. The following
example demonstrates the more typical use of asymmetric mode. In this example, the speci ed grid host

“compute_appliance.sas.com” is a 142-node computing appliance that is different from the 24-node data

appliance “data_appliance.sas.com,” which houses the Teradata DBMS where the data reside.

The advantage of using different computing and data appliances is that the data appliance is not affected by
the execution of high-performance analytical procedures except during the initial parallel data transfer. A
potential disadvantage of this asymmetric mode of execution is that the performance can be limited by the
bandwidth with which data can be moved between the appliances. However, because this data movement
takes place in parallel from the nodes of the data appliance to the nodes of the computing appliance, this
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potential performance bottleneck can be overcome with appropriately provisioned hardware. The following
statements show how this is done:

proc hplogistic data=datalLib.simData;

class a b c;

model y = a b ¢ x1 x2 x3;

performance host = "compute_appliance.sas.com” nodes=30;
run;

Figure 3.8 shows the “Performance Information” and “Data Access Information” tables.

Figure 3.8 Asymmetric Mode with Distinct Data and Computing Appliances

PROC HPLOGISTIC ran on 30 nodes of the computing appliance, even though the data were partitioned
across the 24 nodes of the data appliance. The numeric results are not reproduced here, but they agree with
the previous analyses shown in Figure 3.1 and Figure 3.2.

Every time you run a high-performance analytical procedure in asymmetric mode that uses different comput-
ing and data appliances, data are transferred between these appliances. If you plan to make repeated use of
the same data, then it might be advantageous to temporarily persist the data that you need on the computing
appliance. One way to persist the data is to store them as a table in a SAS LASR Analytic Server that runs on
the computing appliance. By running PROC LASR in asymmetric mode, you can load the data in parallel
from the data appliance nodes to the nodes on which the LASR Analytic Server runs on the computing
appliance. You can then use a LIBNAME statement that associates a SAS libref with tables on the LASR
Analytic Server. The following statements show how you do this:

proc lasr port=54345
data=datalib.simData
path="/tmp/";
performance host ="compute_appliance.sas.com” nodes=30;
run;

libname MylLasr sasiola tag="datalLib" port=54345 host="compute_appliance.sas.com" ;

Figure 3.9 show the “Performance Information” and “Data Access Information” tables.
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Figure 3.9 PROC LASR Running in Asymmetric Mode

By default, all the nodes on the computing appliance would be used. However, because NODES=30 was
speci ed in the PERFORMANCE statement, PROC LASR ran on only 30 nodes of the computing appliance.
The data were loaded asymmetrically in parallel from the 24 data appliance nodes to the 30 compute nodes
on which PROC LASR ran.

After the data are loaded into a LASR Analytic Server that runs on the computing appliance, you can run
high-performance analytical procedures alongside this LASR Analytic Server as shown by the following
statements:

proc hplogistic data=MyLasr.simData;
class a b c;
model y = a b ¢ x1 x2 x3;
output out=MyLasr.myOutputData pred=myPred;
performance host = "compute_appliance.sas.com”;
run;

The following note, which appears in the SAS log, con rms that the output data set is created successfully:

NOTE: The table DATALIB.MYOUTPUTDATA has been added to the LASR Analytic Server
with port 54345. The Libname is MYLASR.
You can use the dataLib libref that you used to load the data onto the data appliance to create an output data
set on the data appliance.

proc hplogistic data=MyLasr.simData;
class a b c;
model y = a b ¢ x1 x2 x3;
output out=dataLib.myOutputData pred=myPred;
performance host = "compute_appliance.sas.com";
run;

The following note, which appears in the SAS log, con rms that the output data set is created successfully on
the data appliance:

NOTE: The data set DATALIB.myOutputData has 100000 observations and 1 variables.
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When you run a high-performance analytical procedure on a computing appliance and either read data from
or write data to a different data appliance on which a SAS Embedded Process is running, the Read and Write
operations take place in parallel without any movement of data to and from the SAS client.

When you no longer need the data in the SAS LASR Analytic Server, you should terminate the server instance
as follows:

proc lasr term port=54345;
performance host="compute_appliance.sas.com";
run;

If you con gured Hadoop on the computing appliance, then you can create output data tables that are stored
in the HDFS on the computing appliance. You can do this by using the SASHDAT engine as described in the
section “Alongside-HDFS Execution” on page 25.

Alongside-HDFS Execution

Running high-performance analytical procedures alongside HDFS shares many features with running along-
side the database. You can execute high-performance analytical procedures alongside HDFS by using either
the SASHDAT engine or the Hadoop engine.

You use the SASHDAT engine to read and write data that are stored in HDFS in a proprietary SASHDAT
format. In SASHDAT format, metadata that describe the data in the Hadoop les are included with the
data. This enables you to access les in SASHDAT format without supplying any additional metadata.
Additionally, you can also use the SASHDAT engine to read data in CSV (comma-separated value) format,
but you need supply metadata that describe the contents of the CSV data. The SASHDAT engine provides
highly optimized access to data in HDFS that are stored in SASHDAT format.

The Hadoop engine reads data that are stored in various formats from HDFS and writes data to HDFS in
CSV format. This engine can use metadata that are stored in Hive, which is a data warehouse that supplies
metadata about data that are stored in Hadoop les. In addition, this engine can use metadata that you create
by using the HDMD procedure.

The following subsections provide details about using the SASHDAT and Hadoop engines to execute
high-performance analytical procedures alongside HDFS.

Alongside-HDFS Execution by Using the SASHDAT Engine

If the grid host is a cluster that houses data that have been distributed by using the SASHDAT engine, then
high-performance analytical procedures can analyze those data in the alongside-HDFS mode. The procedures
use the distributed computing environment in which an analytic process is collocated with the nodes of the
cluster. Data then pass from HDFS to the analytic process on each node of the cluster.

Before you can run a procedure alongside HDFS, you must distribute the data to the cluster. The following
statements use the SASHDAT engine to distribute to HDFSithPata data set that was used in the previous
two sections:
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option set=GRIDHOST="hpa.sas.com";

libname hdatLib sashdat
path="/hps";

data hdatLib.simData (replace = yes) ;
set simData;
run;

In this example, the GRIDHOST is a cluster where the SAS Data in HDFS Engine is installed. If a data set that
is namedsimData already exists in theps directory in HDFS, it is overwritten because the REPLACE=YES
data set option is speci ed. For more information about using this LIBNAME statement, see the section
“LIBNAME Statement for the SAS Data in HDFS Engine” in tB&AS LASR Analytic Server: Reference
Guide

The following HPLOGISTIC procedure statements perform the analysis in alongside-HDFS mode. These
statements are almost identical to the PROC HPLOGISTIC example in the previous two sections, which
executed in single-machine mode and alongside-the-database distributed mode, respectively.

Figure 3.10 shows the “Performance Information” and “Data Access Information” tables. You see that the
procedure ran in distributed mode and that the input data were read in parallel symmetric mode. The numeric
results shown in Figure 3.11 agree with the previous analyses shown in Figure 3.1, Figure 3.2, and Figure 3.5.

Figure 3.10 Alongside-HDFS Execution Performance Information

Figure 3.11 Alongside-HDFS Execution Model Information
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Figure 3.11 continued

Alongside-HDFS Execution by Using the Hadoop Engine
The following LIBNAME statement sets up a libref that you can use to access data that are stored in HDFS
and have metadata in Hive:

libname hdoopLib hadoop

server = "hpa.sas.com"
user = XXXXX
password = YYYYY
database = myDB

config = "demo.xml" ;

For more information about LIBNAME options available for the Hadoop engine, see the LIBNAME topic in

the Hadoop section @AS/ACCESS for Relational Databases: Referehlae con guration le that you

specify in the CONFIG= option contains information that is needed to access the Hive server. It also contains
information that enables this con guration le to be used to access data in HDFS without using the Hive
server. This information can also be used to specify replication factors and block sizes that are used when the

engine writes data to HDFS.

The following DATA step uses the Hadoop engine to distribute to HDFSithBata data set that was used
in the previous sections. The engine creates metadata for the data set in Hive.

data hdoopLib.simData;
set simData;
run;
After you have loaded data or if you are accessing preexisting data in HDFS that have metadata in Hive,
you can access this data alongside HDFS by using high-performance analytical procedures. The following
HPLOGISTIC procedure statements perform the analysis in alongside-HDFS mode. These statements are

similar to the PROC HPLOGISTIC example in the previous sections.
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proc hplogistic data=hdoopLib.simData;

class a b c;

model y = a b ¢ x1 x2 x3;

performance host = "compute_appliance.sas.com";
run;

Figure 3.12 shows the “Performance Information” and “Data Access Information” tables. You see that
the procedure ran in distributed mode and that the input data were read in parallel asymmetric mode. The
numeric results shown in Figure 3.13 agree with the previous analyses.

Figure 3.12 Alongside-HDFS Execution by Using the Hadoop Engine

Figure 3.13 Alongside-HDFS Execution by Using the Hadoop Engine
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The Hadoop engine also enables you to access tables in HDFS that are stored in various formats and that are
not registered in Hive. You can use the HDMD procedure to generate metadata for tables that are stored in

the following le formats:

delimited text
xed-record length binary
sequence les

XML text

To read any other kind of le in Hadoop, you can write a custom le reader plug-in in Java for use with
PROC HDMD. For more information about LIBNAME options available for the Hadoop engine, see the
LIBNAME topic in the Hadoop section 3AS/ACCESS for Relational Databases: Reference

The following example shows how you can use PROC HDMD to register metadata for CSV data independently
from Hive and then analyze these data by using high-performance analytical procedures. The CSV data in the
tablecsvExample.csv is stored in HDFS in the directoryser/demo/data. Each record in this table consists

of the following elds, in the order shown and separated by commas.

1. astring of at most six characters
2. anumeric eld with values of 0 or 1

3. anumeric eld with real numbers

Suppose you want to t a logistic regression model to these data, where the second eld represents a target
variable named@uccess, the third eld represents a regressor nandede, and the rst eld represents a
classi cation variable name@roup.

The rst step is to use PROC HDMD to create metadata that are needed to interpret the table, as in the
following statements:

libname hdoopLib hadoop

server = "hpa.sas.com"
user = XXXXX
password = YYYYY

HDFS_PERMDIR = "/user/demo/data"
HDFS_METADIR = "/user/demo/meta”
config = "demo.xml"

DBCREATE_TABLE_EXTERNAL=YES;

proc hdmd name=hdoopLib.csvExample data_file= csvExample.csv
format=delimited encoding=utf8 sep =

column Group char(6);

column Success double;

column Dose double;
run;
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The metadata that are created by PROC HDMD for this table are stored in the direstwfgemo/meta

that you speci ed in the HDFS_METADIR = option in the preceding LIBNAME statement. After you create

the metadata, you can execute high-performance analytical procedures with these data by using the hdoopLib
libref. For example, the following statements t a logistic regression model to the CSV data that are stored in
csvExample.csv table.

proc hplogistic data=hdoopLib.csvExample;
class Group;
model Success = Dose;
performance host = "compute_appliance.sas.com”
gridmode = asym;
run;

Figure 3.14 shows the results of this analysis. You see that the procedure ran in distributed mode and that
the input data were read in parallel asymmetric mode. The metadata that you created by using the HDMD
procedure have been used successfully in executing this analysis.

Figure 3.14 Alongside-HDFS Execution with CSV Data
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Output Data Sets

In the alongside-the-database mode, the data are read in distributed form, minimizing data movement for
best performance. Similarly, when you write output data sets and a high-performance analytical procedure
executes in distributed mode, the data can be written in parallel into the database.

For example, in the following statements, the HPLOGISTIC procedure executes in distributed mode by using
eight nodes on the appliance to perform the logistic regressiavodasimData:

proc hplogistic data=simData;
class a b c;
model y = a b ¢ x1 x2 x3;
id a;
output out=applianc.simData_out pred=p;
performance host="hpa.sas.com" nodes=8;
run;

The output data setpplianc.simData_out is written in parallel into the database. Although the data are fed
on eight nodes, the database might distribute the data on more nodes.

When a high-performance analytical procedure executes in single-machine mode, all output objects are
created on the client. If the libref of the output data sets points to the appliance, the data are transferred to the
database on the appliance. This can lead to considerable performance degradation compared to execution in
distributed mode.

Many procedures in SAS software add the variables from the input data set when an observationwise output
data set is created. The assumption of high-performance analytical procedures is that the input data sets can
be large and contain many variables. For performance reasons, the output data set contains the following:

variables that are explicitly created by the statement

variables that are listed in the ID statement, as described in Chapter 4, “Shared Statistical Concepts”
(SAS/STAT User's Guide: High-Performance Procedures

distribution keys or hash keys that are transferred from the input data set

Including this information enables you to add to the output data set information necessary for subsequent
SQL joins without copying the entire input data set to the output data set.

Working with Formats

You can use SAS formats and user-de ned formats with high-performance analytical procedures as you can
with other procedures in the SAS System. However, because the analytic work is carried out in a distributed
environment and might depend on the formatted values of variables, some special handling can improve the
ef ciency of work with formats.
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High-performance analytical procedures examine the variables that are used in an analysis for association with
user-de ned formats. Any user-de ned formats that are found by a procedure are transmitted automatically
to the appliance. If you are running multiple high-performance analytical procedures in a SAS session and
the analysis variables depend on user-de ned formats, you can preprocess the formats. This step involves
generating an XML stream (a le) of the formats and passing the stream to the high-performance analytical
procedures.

Suppose that the following formats are de ned in your SAS program:

proc format;

value YesNo 1=Yes 0=No;
value checkThis 1=ThisisOne 2= ThisisTwo ;
value $cityChar 1= Portage 2=Kinston ;

run;

The next group of SAS statements create the XML stream for the formats in tiwgfie.xml, associate that
le with the le referencemyxml, and pass the le reference with the FMTLIBXML= option in the PROC
HPLOGISTIC statement:

filename myxml Myfmt.xml ;

libname myxml XML92 xmltype=sasfmt tagset=tagsets.XMLsuv;
proc format cntlout=myxml.allfmts;

run;

proc hplogistic data=six fmtlibxml=myxml;
class wheeze cit age;
format wheeze best4. cit $cityChar.;
model wheeze = cit age;

run;

Generation and destruction of the stream can be wrapped in convenience macros:

%macro Make_XMLStream(name=tempxml);
filename &name fmt.xml;
libname &name XML92 xmltype=sasfmt tagset=tagsets.XMLsuyv;
proc format cntlout=&name..allfmts;
run;
%mend,;

%macro Delete_XMLStream(fref);
%let rc=%sysfunc(fdelete(&fref));
%mend;

If you do not pass an XML stream to a high-performance analytical procedure that supports the
FMTLIBXML= option, the procedure generates an XML stream as needed when it is invoked.
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PERFORMANCE Statement

PERFORMANCE < performance-options > ;

The PERFORMANCE statement de nes performance parameters for multithreaded and distributed comput-
ing, passes variables that describe the distributed computing environment, and requests detailed results about
the performance characteristics of a high-performance analytical procedure.

You can also use the PERFORMANCE statement to control whether a high-performance analytical procedure
executes in single-machine or distributed mode.

You can specify the followingerformance-options in the PERFORMANCE statement:

COMMIT=n
requests that the high-performance analytical procedure write periodic updates to the SAS log when
observations are sent from the client to the appliance for distributed processing.

High-performance analytical procedures do not have to use input data that are stored on the appliance.
You can perform distributed computations regardless of the origin or format of the input data, provided
that the data are in a format that can be read by the SAS System (for example, because a SAS/ACCESS
engine is available).

In the following example, the HPREG procedure performs LASSO variable selection where the input
data set is stored on the client:

proc hpreg data=work.one;

model y = x1-x500;

selection method=lasso;

performance nodes=10 host= mydca commit=10000;
run;

In order to perform the work as requested using 10 nodes on the appliance, the data set Work.One
needs to be distributed to the appliance.

High-performance analytical procedures send the data in blocks to the appliance. Whenever the number
of observations sent exceeds an integer multiple of the COMMIT=size, a SAS log message is produced.
The message indicates the actual number of observations distributed, and not an integer multiple of the
COMMIT= size.

DETAILS
requests a table that shows a timing breakdown of the procedure steps.

GRIDHOST="name”

HOST="name”
speci es the name of the appliance host in single or double quotation marks. If this option is speci ed,
it overrides the value of the GRIDHOST environment variable.
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GRIDMODE=SYM | ASYM

MODE=SYM | ASYM
is a deprecated option that speci es whether to run the high-performance analytical procedure in
symmetric (SYM) mode or asymmetric (ASYM) mode. This option overrides the GRIDMODE
environment variable.

GRIDTIMEOUT=s

TIMEOUT=s
speci es the time-out in seconds for a high-performance analytical procedure to wait for a connection
to the appliance and establish a connection back to the client. The default is 120 seconds. If jobs
are submitted to the appliance through workload management tools that might suspend access to the
appliance for a longer period, you might want to increase the time-out value.

INSTALL="“name”

INSTALLLOC= “name”
speci es the directory in which the shared libraries for the high-performance analytical procedure
are installed on the appliance. Specifying the INSTALL= option overrides the GRIDINSTALLLOC
environment variable.

LASRSERVER="path”

LASR="path”
speci es the fully quali ed path to the description le of a SAS LASR Analytic Server instance. If
the input data set is held in memory by this LASR Analytic Server instance, then the procedure runs
alongside LASR. This option is not needed to run alongside LASR if the DATA= speci cation of the
input data uses a libref that is associated with a LASR Analytic Server instance. For more information,
see the section “Alongside-LASR Distributed Execution” on page 18 an&A® LASR Analytic
Server: Reference Guide

NODES=ALL | n

NNODES=ALL | n
speci es the number of nodes in the distributed computing environment, provided that the data are not
processed alongside the database.

Specifying NODES=0 indicates that you want to process the data in single-machine mode on the client
machine. If the input data are not alongside the database, this is the default. The high-performance
analytical procedures then perform the analysis on the client. For example, the following sets of
statements are equivalent:

proc hplogistic data=one;
model y = X;
run;

proc hplogistic data=one;
model y = X;
performance nodes=0;
run;
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If the data are not read alongside the database, the NODES= option speci es the number of nodes
on the appliance that are involved in the analysis. For example, the following statements perform the
analysis in distributed mode by using 10 units of work on the appliance that is identi ed in the HOST=
option:

proc hplogistic data=one;

model y = X;

performance nodes=10 host="hpa.sas.com";
run;

If the number of nodes can be modi ed by the application, you can specify a NObB&#on, where

n exceeds the number of physical nodes on the appliance. The SAS High-Performance Econometrics
software theroversubscribethe nodes and associates nodes with multiple units of work. For example,

on a system that has 16 appliance nodes, the following statements oversubscribe the system by a factor
of 3:

proc hplogistic data=one;

model y = x;

performance nodes=48 host="hpa.sas.com";
run;

Usually, it is not advisable to oversubscribe the system because the analytic code is optimized for
a certain level of multithreading on the nodes that depends on the CPU count. You can specify
NODES=ALL if you want to use all available nodes on the appliance without oversubscribing the
system.

If the data are read alongside the distributed database on the appliance, specifying a nonzero value
for the NODES= option has no effect. The number of units of work in the distributed computing
environment is then determined by the distribution of the data and cannot be altered. For example, if
you are running alongside an appliance with 24 nodes, the NODES= option in the following statements
is ignored:

libname GPLib greenplm server=gpdca user=XXX password=YYY
database=777Z;
proc hplogistic data=gplib.one;
model y = X;
performance nodes=10 host="hpa.sas.com";
run;

NTHREADS=n

THREADS=n
speci es the number of threads for analytic computations and overrides the SAS system option
THREADS | NOTHREADS. If you do not specify the NTHREADS= option, the number of threads is
determined based on the number of CPUs on the host on which the analytic computations execute. The
algorithm by which a CPU count is converted to a thread count is speci c to the high-performance
analytical procedure. Most procedures create one thread per CPU for the analytic computations.
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By default, high-performance analytical procedures run in multiple concurrent threads unless mul-
tithreading has been turned off by the NOTHREADS system option or you force single-threaded
execution by specifying NTHREADS=1. The largest number that can be speci edi$a256. In-
dividual high-performance analytical procedures can impose more stringent limits if called for by
algorithmic considerations.

NOTE: The SAS system options THREADS | NOTHREADS apply to the client machine on which the
SAS high-performance analytical procedures execute. They do not apply to the compute nodes in a
distributed environment.
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Overview: HPCDM Procedure

In many loss modeling applications, the loss events are analyzed by modeling the severity (magnitude) of
loss and the frequency (count) of loss separately. The primary goal of preparing these models is to estimate
the aggregate loss—that is, the total loss that occurs over a period of time for which the frequency model is
applicable. For example, an insurance company might want to assess the expected and worst-case losses for a
particular business line, such as automobile insurance, over an entire year given the models for the number of
losses in a year and the severity of each loss. A bank might want to assess the value-at-risk (VaR), a measure
of the worst-case loss, for a portfolio of assets given the frequency and severity models for each asset type.

Loss severity and loss frequency are random variables, so the aggregate loss is also a random variable. Instead
of preparing a point estimate of the expected aggregate loss, it is more desirable to estimate its probability
distribution, because this enables you to infer various aspects of the aggregate loss such as measures of
location, scale (variability), and shape in addition to percentiles. For example, the value-at-risk that banks or
insurance companies use to compute regulatory capital requirements is usually the estimate of the 97.5th or
99th percentile from the aggregate loss distribution.

Let N represent the frequency random variable for the number of loss events that occur in the time period
of interest. LetX represent the severity random variable for the magnitude of one loss event. Then, the
aggregate losSis de ned as

X
SD X

iD1

The goal is to estimate the probability distribution®f et Fy .x/ denote the cumulative distribution function
(CDF) of X, F, ".x/ denote then-fold convolution of the CDF oK, andPr.N D n/ denote the probability
of seeingn losses as per the frequency distribution. The CDBisftheoretically computable as

*
Fs.s/ D Pr.N D n/ Fy".x/

nDO

This probability distribution model 0§, characterized by the CDIFs.s/, is referred to as aompound
distribution mode(CDM). The HPCDM procedure computes an estimate of the CDM, given the distribution
models ofX andN.

PROC HPCDM accepts the severity modekods estimated by the SEVERITY procedure. It accepts the
frequency model oN as estimated by the COUNTREG procedure. Both the SEVERITY and COUNTREG
procedures are part of SAS/ETS software. Both procedures allow modilamdN to be conditional

on external factors (regressors). In particular, you can model the severity distribution such that its scale
parameter depends on severity regressors, and you can model the frequency distribution such that its mean
depends on frequency regressors. The frequency model can also be a zero-in ated model. PROC HPCDM
uses the estimates of model parameters and the values of severity and frequency regressors to estimate the
compound distribution model.

Direct computation oFs is usually a dif cult task because of the need to computergti@ld convolution.
Klugman, Panjer, and Willmot (1998, Ch. 4) suggest some relatively ef cient recursion and inversion
methods for certain combinations of severity and frequency distributions. However, those methods assume
that distributions oN andX are xed and allXs are identically distributed. When the distributionsXof
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andN are conditional on regressors, each set of regressor values results in a different distribution. So you
must repeat the recursion and inversion methods for each combination of regressor values, and this repetition
makes these methods prohibitively expensive. PROC HPCDM instead estimates the compound distribution
by using a Monte Carlo simulation method, which can use all available computational resources to generate a
suf ciently large, representative sample of the compound distribution while accommodating the dependence
of distributions ofX andN on external factors. Conceptually, the simulation method works as follows:

1. Use the speci ed frequency model to draw a valyevhich represents the number of loss events.

2. Use the speci ed severity model to drdwvalues, each of which represents the magnitude of loss for
each of theN loss events.

3. Add theN severity values from step 2 to compute aggregate $a&ss

X
SD X

jiD1

This forms one sample point of the CDM.

Steps 1 through 3 are repeatdchumber of times, wher® is speci ed by you, to obtain the representative
sample of the CDM. PROC HPCDM analyzes this sample to compute empirical estimates of various summary
statistics of the compound distribution such as the mean, variance, skewness, and kurtosis in addition to
percentiles such as the median, the 95th percentile, the 99th percentile, and so on. You can also use PROC
HPCDM to write the entire simulated sample to an output data set and to produce the plot of the empirical
distribution function (EDF), which serves as a honparametric estimate of

The simulation process gets more complicated when the frequency and severity models contain regression
effects. The CDM is then conditional on the given values of regressors. The simulation process essentially
becomes a scenario analysis, because you need to specify the expected values of the regressors that together
represent the scenario for which you want to estimate the CDM. PROC HPCDM enables you to specify an
input data set that contains the scenario. If you are modeling a group of entities together (such as a portfolio

of multiple assets or a group of insurance policies), each with a different set of characteristics, then the
scenario consists of more than one observation, and each observation corresponds to a different entity. PROC
HPCDM enables you to specify such a group scenario in the input data set and performs a realistic simulation

of loss events that each entity can generate.

PROC HPCDM also enables you to specify externally simulated counts. This is useful if you have an
empirical frequency model or if you estimate the frequency model by using a method other than PROC
COUNTREG and simulate counts by using such a model. You can spdaifplications of externally
simulated counts. For each of the replications, in step 1 of the simulation, instead of using the frequency
model, PROC HPCDM uses the colNithat you specify. If the severity model contains regression effects,
then you can specify the scenario to simulate for each oftheplications.

If the parameters of your severity and frequency models have uncertainty associated with them, and they
usually do, then you can use PROC HPCDM to conduct parameter perturbation analysis to assess the effect
of parameter uncertainty on the estimates of CDM. If you specifyRiprturbed samples be generated, then

the parameter set is perturbBdimes, and each time PROC HPCDM makes a random draw from either the
univariate normal distribution of each parameter or the multivariate normal distribution over all parameters.
For each of thé perturbed parameter sets, a full compound distribution sample is simulated and summarized.
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This process yieldB® number of estimates for each summary statistic and percentile, which are then used to
provide you with estimates of the location and variability of each summary statistic and percentile.

You can also use PROC HPCDM to compute the distribution of an aggradpistedioss. For example,

in insurance applications, you might want to compute the distribution cdittr@unt paidn a given time
period after applying adjustments such as deductible and policy limit to each individual loss. PROC HPCDM
enables you to specify SAS programming statements to adjust each severity va{lj?eretﬁresents the
adjusted severity value, then PROC HPCDM comp&®&san aggregate adjusted loss, as

iD1

All the analyses that PROC HPCDM conducts for the aggregate unadjusted loss, including scenario analysis
and parameter perturbation analysis, are also conducted for the aggregate adjusted loss, thereby giving you a
comprehensive picture of the adjusted compound distribution model.

Getting Started: HPCDM Procedure

This section outlines the use of the HPCDM procedure to t compound distribution models. The examples
are intended as a gentle introduction to some of the features of the procedure.

Estimating a Simple Compound Distribution Model

This example illustrates the simplest use of PROC HPCDM. Assume that you are an insurance company that
has used the historical data about the number of losses per year and the severity of each loss to determine that
the Poisson distribution is the best distribution for the loss frequency and that the gamma distribution is the
best distribution for the severity of each loss. Now, you want to estimate the distribution of an aggregate loss
to determine the worst-case loss that can be irf:g:urred by your policyholders in a year. In other words, you
want to estimate the compound distribution®D ~ [},; X;, where the loss frequendy, follows the tted

Poisson distribution and the severity of each loss evéntfollows the tted gamma distribution.

If your historical count and severity data are stored in the data/gats ClaimCount andWork.ClaimSev,
respectively, then you need to ensure that you use the following PROC COUNTREG and PROC SEVERITY
steps to t and store the parameter estimates of the frequency and severity models:

/= Fit an intercept-only Poisson count model and
write estimates to an item store */
proc countreg data=claimcount;
model numLosses= / dist=poisson;
store countStorePoisson;
run;

/= Fit severity models and write estimates to a data set */
proc severity data=claimsev criterion=aicc outest=sevest covout plots=none;
loss lossValue;
dist _predefined_;
run;
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The STORE statement in the PROC COUNTREG step saves the count model information, including the
parameter estimates, in tidork.CountStorePoisson item store. An item store contains the model information

in a binary format that cannot be modi ed after it is created. You can examine the contents of an item store
that is created by a PROC COUNTREG step by specifying a combination of the RESTORE= option and
the SHOW statement in another PROC COUNTREG step. For more information, see Chapter 12, “The
COUNTREG Procedure”JAS/ETS User's Guigle

The OUTEST= option in the PROC SEVERITY statement stores the estimates of all the tted severity
models in thework.SevEst data set. Let the best severity model that the PROC SEVERITY step chooses be
the gamma distribution model.

You can now submit the following PROC HPCDM step to simulate an aggregate loss sample of size 10,000
by specifying the count model's item store in the COUNTSTORE= option and the severity model's data set
of estimates in the SEVERITYEST= option:

/= Simulate and estimate Poisson-gamma compound distribution model */
proc hpcdm countstore=countStorePoisson severityest=sevest
seed=13579 nreplicates=10000 plots=(edf(alpha=0.05) density)
print=(summarystatistics percentiles);
severitymodel gamma,;
output out=aggregateLossSample samplevar=aggloss;
outsum out=aggregateLossSummary mean stddev skewness kurtosis
p0l pO5 p95 p995=var pctlpts=90 97.5;
run;

The SEVERITYMODEL statement requests that an aggregate sample be generated by compounding only
the gamma distribution and the frequency distribution. Specifying the SEED= value helps you get an
identical sample each time you execute this step, provided that you use the same execution environment.
In the single-machine mode of execution, the execution environment is the combination of the operating
environment and the number of threads that are used for execution. In the distributed computing mode, the
execution environment is the combination of the operating environment, the number of nodes, and the number
of threads that are used for execution on each node.

Upon completion, PROC HPCDM creates the two output data sets that you specify in the OUT= options of the
OUTPUT and OUTSUM statements. TiMork.AggregateLossSample data set contains 10,000 observations

such that the value of thiggLoss variable in each observation represents one possible aggregate loss value
that you can expect to see in one year. Together, the set of the 10,000 valuesgfitbss variable represents

one sample of compound distribution. PROC HPCDM uses this sample to compute the empirical estimates of
various summary statistics and percentiles of the compound distributionVaitkeAggregateLossSummary

data set contains the estimates of mean, standard deviation, skewness, and kurtosis that you specify in the
OUTSUM statement. It also contains the estimates of the 1st, 5th, 90th, 95th, 97.5th, and 99.5th percentiles
that you specify in the OUTSUM statement. The value-at-risk (VaR) is an aggregate loss value such that
there is a very low probability that an observed aggregate loss value exceeds the VaR. One of the commonly
used probability levels to de ne VaR is 0.005, which makes the 99.5th percentile an empirical estimate of the
VaR. Hence, the OUTSUM statement of this example stores the 99.5th percentile in a variable/aRmed

VaR is one of the widely used measures of worst-case risk.

Some of the default output and some of the output that you have requested by specifying the PRINT= option
are shown in Figure 4.1.
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Figure 4.1 Information, Summary Statistics, and Percentiles of the Poisson-Gamma Compound Distribution

The “Sample Summary Statistics” table indicates that for the given parameter estimates of the Poisson
frequency and gamma severity models, you can expect to see a mean aggregate loss of 4,062.8 and a median
aggregate loss of 3,349.7 in a year. The “Sample Percentiles” table indicates that there is a 0.5% chance
that the aggregate loss exceeds 15,877.9, which is the VaR estimate, and a 2.5% chance that the aggregate
loss exceeds 12,391.7. These summary statistic and percentile estimates provide a quantitative picture of
the compound distribution. You can also visually analyze the compound distribution by examining the plots
that PROC HPCDM prepares. The rst plot in Figure 4.2 shows the empirical distribution function (EDF),
which is a nonparametric estimate of the cumulative distribution function (CDF). The second plot shows
the histogram and the kernel density estimate, which are nonparametric estimates of the probability density
function (PDF).
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Figure 4.2 Nonparametric CDF and PDF Plots of the Poisson-Gamma Compound Distribution
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Figure 4.2 continued

The plots con rm the right skew that is indicated by the estimate of skewness in Figure 4.1 and a relatively
fat tail, which is indicated by comparing the maximum and the 99.5th percentiles in Figure 4.1.

Analyzing the Effect of Parameter Uncertainty on the Compound
Distribution

Continuing with the previous example, note that you have tted the frequency and severity models by using
the historical data. Even if you choose the best- tting models, the true underlying models are not known
exactly. This fact is re ected in the uncertainty that is associated with the parameters of your models. Any
compound distribution estimate that is computed by using these uncertain parameter estimates is inherently
uncertain. You can request that PROC HPCDM conduct parameter perturbation analysis, which assesses
the effect of the parameter uncertainty on the estimates of the compound distribution by simulating multiple
samples, each with parameters that are randomly perturbed from their mean estimates.

The following PROC HPCDM step adds the NPERTURBEDSAMPLES= option to the PROC HPCDM
statement to request that perturbation analysis be conducted and the PRINT=PERTURBSUMMARY option
to request that a summary of the perturbation analysis be displayed:
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/= Conduct parameter perturbation analysis of
the Poisson-gamma compound distribution model */
proc hpcdm countstore=countStorePoisson severityest=sevest
seed=13579 nreplicates=10000 nperturbedsamples=30

print(only)=(perturbsummary) plots=none;
severitymodel gamma;

output out=aggregateLossSample samplevar=aggloss;
outsum out=aggregateLossSummary mean stddev skewness kurtosis
pO0l pO5 p95 p995=var pctlpts=90 97.5;
run;

TheWork.AggregateLossSummary data set contains the speci ed summary statistics and percentiles for all
30 perturbed samples. You can identify a perturbed sample by the value of the _DRAWID_ variable. The
rst few observations of th&ork.AggregateLossSummary data set are shown in Figure 4.3. For the rst
observation, the value of the _DRAWID_ variable is 0, which represents an unperturbed sample—that is, the
aggregate sample that is simulated without perturbing the parameters from their means.

Figure 4.3 Summary Statistics and Percentiles of the Perturbed Samples

The PRINT=PERTURBSUMMARY option in the preceding PROC HPCDM step produces the “Sample
Perturbation Analysis” and “Sample Percentile Perturbation Analysis” tables that are shown in Figure 4.4.
The tables show that you can expect a mean aggregate loss of about 4,049.1 and the standard error of the
mean is 193.6. If you want to use the VaR estimate to determine the amount of reserves that you need to
maintain to cover the worst-case loss, then you should consider not only the mean estimate of the 99.5th
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percentile, which is about 16,339.1, but also the standard error of 692.8 to account for the effect of uncertainty
in your frequency and severity parameter estimates.

Figure 4.4 Summary of Perturbation Analysis of the Poisson-Gamma Compound Distribution

Scenario Analysis

The distributions of loss frequency and loss severity often depend on exogenous variables (regressors). For
example, the number of losses and the severity of each loss that an automobile insurance policyholder incurs
might depend on the characteristics of the policyholder and the characteristics of the vehicle. When you
t frequency and severity models, you need to account for the effects of such regressors on the probability
distributions of the counts and severity. The COUNTREG procedure enables you to model regression effects
on the mean of the count distribution, and the SEVERITY procedure enables you to model regression effects
on the scale parameter of the severity distribution. When you use these models to estimate the compound
distribution model of the aggregate loss, you need to specify a set of values for all the regressors, which
represents the state of the world for which the simulation is conducted. This is referred to as the what-if or
scenario analysis.
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Consider that you, as an automobile insurance company, have postulated that the distribution of the loss event
frequency depends on ve regressors (external factors): age of the policyholder, gender, type of car, annual
miles driven, and policyholder's education level. Further, the distribution of the severity of each loss depends
on three regressors: type of car, safety rating of the car, and annual household income of the policyholder
(which can be thought of as a proxy for the luxury level of the car). Note that the frequency model regressors
and severity model regressors can be different, as illustrated in this example.

Let these regressors be recorded in the variabies(scaled by a factor of 1/50%ender (1: female, 2:
male),CarType (1: sedan, 2: sport utility vehiclej\nnualMiles (scaled by a factor of 1/5,00(ducation (1:

high school graduate, 2: college graduate, 3: advanced degree hGlal&3fety (scaled to be between 0 and

1, the safest being 1), amadcome (scaled by a factor of 1/100,000), respectively. Let the historical data about
the number of losses that various policyholders incur in a year be recordedNarfisss variable of the
Work.LossCounts data set, and let the severity of each loss be recorded irotsamount variable of the
Work.Losses data set.

The following PROC COUNTREG step ts the count regression model and stores the tted model information
in the Work.CountregModel item store:

/ = Fit negative binomial frequency model for the number of losses */
proc countreg data=losscounts;
model numloss = age gender carType annualMiles education / dist=negbin;
store work.countregmodel;
run;

You can examine the parameter estimates of the count model that are storewrkt@ountregModel item
store by submitting the following statements:

/ = Examine the parameter estimates for the model in the item store */
proc countreg restore=work.countregmodel;

show parameters;
run;

The “Parameter Estimates” table that is displayed by the SHOW statement is shown in Figure 4.5.

Figure 4.5 Parameter Estimates of the Count Regression Model

The following PROC SEVERITY step ts the severity scale regression models for all the common distribu-
tions that are prede ned in PROC SEVERITY:
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/ = Fit severity models for the magnitude of losses */
proc severity data=losses plots=none outest=work.sevregest print=all;
loss lossamount;
scalemodel carType carSafety income;
dist _predef_;
nloptions maxiter=100;
run;

The comparison of t statistics of various scale regression models is shown in Figure 4.6. The scale regression
model that is based on the lognormal distribution is deemed the best- tting model according to the likelihood-
based statistics, whereas the scale regression model that is based on the generalized Pareto distribution (GPD)
is deemed the best- tting model according to the EDF-based statistics.

Figure 4.6 Severity Model Comparison

Now, you are ready to analyze the distribution of the aggregate loss that can be expected from a specic
policyholder—for example, a 59-year-old male policyholder with an advanced degree who earns 159,870
and drives a sedan that has a very high safety rating about 11,474 miles annually. First, you need to encode
and scale this information into the appropriate regressor variables of a data set. Let that data set be named
Work.SinglePolicy, with an observation as shown in Figure 4.7.

Figure 4.7 Scenario Analysis Data for One Policyholder

Now, you can submit the following PROC HPCDM step to analyze the compound distribution of the
aggregate loss that is incurred by the policyholder invtteek.SinglePolicy data set in a given year by using

the frequency model from th&/ork.CountregModel item store and the two best severity models, lognormal
and GPD, from th&vork.SevRegEst data set:

/= Simulate the aggregate loss distribution for the scenario
with single policyholder */

proc hpcdm data=singlePolicy nreplicates=10000 seed=13579 print=all

countstore=work.countregmodel severityest=work.sevregest;
severitymodel logn gpd;
outsum out=onepolicysum mean stddev skew kurtosis median
pctlpts=97.5 to 99.5 by 1;
run;
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The displayed results from the preceding PROC HPCDM step are shown in Figure 4.8.

When you use a severity scale regression model, it is recommended that you verify the severity scale
regressors that are used by PROC HPCDM by examining the Scale Model Regressors row of the “Compound
Distribution Information” table. PROC HPCDM detects the severity regressors automatically by examining
the variables in the SEVERITYEST= and DATA= data sets. If those data sets contain variables that you did
not include in the SCALEMODEL statement in PROC SEVERITY, then such variables can be treated as
severity regressors. One common mistake that can lead to this situation is to t a severity model by using the
BY statement and forget to specify the identical BY statement in the PROC HPCDM step; this can cause
PROC HPCDM to treat BY variables as scale model regressors. In this example, Figure 4.8 con rms that the
correct set of scale model regressors is detected.

Figure 4.8 Scenario Analysis Results for One Policyholder with Lognormal Severity Model

The “Sample Summary Statistics” and “Sample Percentiles” tables in Figure 4.8 show estimates of the
aggregate loss distribution for the lognormal severity model. The average expected loss is about 218, and the
worst-case loss, if approximated by the 97.5th percentile, is about 1,418. The percentiles table shows that
the distribution is highly skewed to the right; this is also con rmed by the skewness estimate. The median
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estimate of 0 can be interpreted in two ways. One way is to conclude that the policyholder will not incur
any loss in 50% of the years during which he or she is insured. The other way is to conclude that 50%
of policyholders who have the characteristics of this policyholder will not incur any loss in a given yeatr.
However, there is a 2.5% chance that the policyholder will incur a loss that exceeds 1,418 in any given year
and a 0.5% chance that the policyholder will incur a loss that exceeds 2,590 in any given year.

If the aggregate loss sample is simulated by using the GPD severity model, then the results are as shown in

Figure 4.9. The average and worst-case losses are 212 and 1,388, respectively. These estimates are very close
to the values that are predicted by the lognormal severity model.

Figure 4.9 Scenario Analysis Results for One Policyholder with GPD Severity Model

The scenario that you just analyzed contains only one policyholder. You can extend the scenario to include
multiple policyholders. Let th&Vvork.GroupOfPolicies data set record information about ve different
policyholders, as shown in Figure 4.10.
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